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introduction 

Pandas is a Python package that provides fast and flexible data structures designed to make working with "relational" or "tagged" data easy and intuitive. It aims to be the fundamental high-level building block for performing practical real-world data analysis in Python. In addition, it has the broader goal of becoming the powerful, flexible, open source data manipulation/analysis tool available in any language. 

 

Pandas allows you to work with many different types of data:

 


	Tabular data with columns of heterogeneous types, as in an SQL table or an Excel spreadsheet

	Ordered and unordered time series data (not necessarily fixed frequency).

	Arbitrary matrix data (homogeneous or heterogeneous type) with row and column labels

	Any other form of statistical data sets. It is not necessary to tag data in order to place it in a pandas data structure.



 

The two main data structures of Pandas are:  Series for one-dimensional data and DataFrames for two-dimensional data. Both structures handle the vast majority of typical use cases in finance, statistics, social sciences and many areas of engineering. For R users, the DataFrame provides everything that R data.frame offers and much more. pandas is based on NumPy and is designed to integrate well in a scientific computing environment with many other third-party libraries.

Pandas has the following characteristics:

 


	Easy handling of missing data (represented as NaN) in floating-point and non-floating-point data

	Size mutability: columns can be inserted and deleted from DataFrame and larger objects

	Automatic and explicit data alignment: objects can be explicitly aligned with a set of labels, or the user can simply ignore the labels and let Series and DataFrames automatically align the data for you in calculations.

	Group by powerful and flexible functionality to perform split, apply and merge operations on data sets, both to aggregate and transform data.

	Facilitates the conversion of uneven and differently indexed data in other Python and NumPy data structures into DataFrame objects.

	Intelligent tag-based segmentation, sophisticated indexing and subsetting of large datasets

	Combining and merging intuitive datasets

	Flexible transformation and rotation of datasets

	Hierarchical labelling of axes (multiple labels per brand possible)

	Robust I/O tools to load data from flat files (CSV and delimited), Excel files, databases and save/load data from the ultra-fast HDF5 format.

	Time series specific functionality : date range generation and frequency conversion, moving window statistics, date shift and lag.



 

Pandas makes data science work easier. For data scientists, working with data is usually divided into several stages: collecting and cleaning data, analysing/modelling it and then organising the results of the analysis in a form suitable for graphing or displaying in tabular form. pandas is a helpful tool for all these tasks. Pandas has also been widely used in the production of financial applications.

 

 

 




Chapter 1

 DATA STRUCTURES IN PANDAS. WORKING WITH SERIES AND DATAFRAMES


.1 DATA STRUCTURES: DATAFRAMES AND SERIES



 

Starting with Pandas. Data structures

 

To load the pandas package and start working with it, import the package. The community-agreed alias for pandas is pd, so it is standard practice to use the following syntax to load pandas pd:

 

[image: Image].

Once the Pandas library is loaded, it will be necessary to use data structures in order to work. The basic data structures are the serial and the dataframe. The series is used to store one-dimensional data and the dataframe is used to store two-dimensional data.

 

The best way to think of pandas data structures is as flexible containers for lower dimensional data. For example, dataframe is a container for series and series is a container for scalars.

 

DataFrames

 

A dataframe (DataFrame) is a two-dimensional data structure that can store data of different types (including characters, integers, floating point values, categorical data and more) in columns. It is similar to a spreadsheet, SQL table or data.frame in R.

 

[image: Image]

 

In the following example, a dataframe is created with the names of three persons, their ages and gender. That is, a data table is created whose columns are the names, ages and sexes and whose rows are the persons.

[image: Image]

The created table has 3 columns, each with a column label. The column labels are respectively Name, Age and Sex. The Name column consists of textual data with each value a string, the Age column is numbers and the Sex column is textual data.

Series

 

A column of a dataframe is a series. A series can be extracted from a dataframe with the following syntax:

[image: Image]

To select the column of the dataframe, use the column label (column name) in square brackets [ ].

 

You can also create a series from scratch with the following syntax:

 

[image: Image]

 

Methods

 

Methods are a kind of functions that can be applied to structures to obtain the desired results. As methods are functions, we must use parentheses ().

 

Let's suppose we want to know the maximum age of the people in the table. To do this we could apply the max() method to the Age column of the dataframe:

 

[image: Image]

 

We could also apply the max() method to the series:

 

[image: Image]

 

If basic statistics of the dataframe columns are desired, the describe()       method is used to provide a quick overview of the numeric data in a DataFrame file. As the Name and Sex columns are textual data, the method does not take them into account in the statistics.

 

[image: Image]

 


.2 Reading and writing tabular data



 

With Pandas it is possible to read files in other formats such as CSV, Excel, etc. as dataframes. For example, to read the CSV format file titanic.csv and convert it into a Pandas dataframe, the following syntax is used, where data is the subdirectory containing the file:.

 

[image: Image]

 

Pandas provides the function or method read_csv() to read data stored in a csv format file and convert it to DataFrame. Pandas can read many different file formats or data sources (csv, excel, sql, json, parquet, ...) each of them with the read_* prefix. Below are the most common file formats read by Pandas and the function or method to read them.

 



	Method

	File format




	pandas.read_table
pandas.read_csv
pandas.read_excel
pandas.read_spss
pandas.read_sas
pandas.read_html
pandas.read_json
pandas.read_xml
pandas.read_stata
pandas.read_sql_table
pandas.read_sql_query

	Data table
CSV format
Excel format
SPSS format
SAS format
HTML format
JSON format
XML format
STATA format
SQL table format
SQL Query Format





 

 

 

 

When displaying the titanic DataFrame, you get its first 5 rows and its last five rows.

 

[image: Image]

 

We can also see a certain number of initial rows, for example 8.

 

[image: Image]

 

To view the first N rows of a DataFrame, use the head()method with the required number of rows (in this case, 8) as an argument.

 

To view the first N last rows of a DataFrame, use the tail() method with the required number of rows

 

You can check how pandas interpreted each of the column data types by requesting the dtypes attribute. For each of the columns, the data type used is given. The data types in this DataFrame are integer ( int64), float ( float64) and string ( object).

 

[image: Image]

 

We can also export data from a pandas dataframe to an Excel file as follows.

 

[image: Image]

 

While the read_* methods are used to read data into pandas, the to_* methods are used to store data. The to_excel() method stores the data as an Excel file. In this example sheet_name index the name of the spreadsheet in the Excel file in which the data is stored instead of the default Sheet1 . When index=False is set, row index labels are not stored in the spreadsheet.

 

The equivalent read_excel() read function will reload the data into a DataFrame:

 

[image: Image]

 

[image: Image]

 

The following table presents the methods for ewxporting data from a pandas dataframe to external files in different formats:

 



	Method

	File format




	DataFrame.to_table
DataFrame.to_csv
DataFrame.to_excel
DataFrame.to_spss
DataFrame.to_sas
DataFrame.to_html
DataFrame.to_json
DataFrame.to_xml
DataFrame.to_stata
DataFrame.to_sql_table
DataFrame.to_sql_query

	Data table
CSV format
Excel format
SPSS format
SAS format
HTML format
JSON format
XML format
STATA format
SQL table format
SQL Query Format





 

       The info() method provides technical information about a DataFrame.

 

[image: Image]

 

The information tells us the following:

 


	This is a DataFrame.

	There are 891 entries, i.e. 891 rows.

	Each row has a row label (also known as index) with values ranging from 0 to 890.

	The table has 12 columns. Most of the columns have one value for each of the rows (all 891 values are non-null). Some columns have missing values and less than 891 non-null values.

	The columns Name, Sexy consist of textual data. The other columns are numeric data with some of them integers and some of them real numbers.

	The type of data (characters, integers,...) in the different columns is summarised by enumerating the dtypes.

	The approximate amount of RAM used to store the DataFrame is also provided.



 


.3 SUBSETS OF DATA IN DATAFRAMES



 

Selection of columns of a DataFrame.

 

It is possible to select one or more columns of a DataFrame. 

 

[image: Image]

 

To select a single column, use square brackets [] with the name of the column of interest.

 

[image: Image]

 

Each column in a DataFrame is a Series. Since only one column is selected, the object returned is a series. We can verify this by checking the output type:

 

[image: Image]

 

DataFrame.shape is an attribute (do not use parentheses for attributes) of Series and DataFrames that contains the number of rows and columns: (nrows, ncolumns) . A series of pandas is one-dimensional and only the number of rows is returned.

 

[image: Image]

 

If two columns of the dataframe are desired, we use the following syntax:

 

[image: Image]

 

To select multiple columns, use a list of column names inside the selection brackets [].

 

The inner brackets define a Python list of column names, while the outer brackets are used to select the DataFrame pandas data, as seen in the example above.

 

The data type returned is a pandas data frame:

 

[image: Image]

 

[image: Image]

 

The selection returned a DataFrame with 891 rows and 2 columns. 

 

Selection of rows of a DataFrame.

 

It is also possible to select rows in a dataframe. 

 

[image: Image]

 

To select rows based on a conditional expression, use a condition inside the selection brackets [].

 

[image: Image]

 

The condition inside the selection brackets checks for which rows the column has a value greater than 35: titanic["Age"] > 35

 

[image: Image]

 

Let's take a look at the number of rows that satisfy the result condition of the DataFrame above_35:

 

[image: Image]

 

To get the Titanic's cabin class 2 and 3 passengers we use the following syntax:

[image: Image]

 

Similar to the conditional expression, the isin() method is a conditional function that returns a True value for each row in the provided list. To filter the rows based on that function, use the conditional function inside the selection brackets []. In this case, the condition inside the selection brackets checks for which rows the column is 2 or 3. titanic["Pclass"].isin([2, 3]).

 

The above is equivalent to filtering by rows for which the class is 2 or 3 and combining the two statements with an |operator (or):

 

[image: Image]

 

Suppose we want to work with passenger data for which the age is known.

 

[image: Image]

 

The notna() method is a conditional function that returns True for each row for values that are not a Null value. As such, this can be combined with the selection brackets [] to filter the data table.

You may wonder what really changed, as the first 5 lines are still the same values. One way to check is to check if the shape has changed:

 

[image: Image]

 

Selection of specific rows and columns of a dataframe

 

It is also possible to select rows and columns simultaneously in a dataframe.

 

[image: Image]

 

For example, suppose we want the names of passengers over 35 years of age.

 

[image: Image]

 

In this case, a subset of rows and columns is created at once. The loc/ iloc operators are required in front of the selection brackets []. When using loc/ iloc, the part before the comma is the rows you want and the part after the comma is the columns you want to select.

 

When using column names, row labels, or a conditional expression, use the loc operator in front of the selection brackets []. For both before and after the comma, you can use a single label, a list of labels, a portion of labels, a conditional expression, or a colon. The use of a colon specifies that you want to select all rows or columns.

I am now interested in rows 10 to 25 and columns 3 to 5.

 

[image: Image]

 

Again, a subset of rows and columns is created at once and it is no longer sufficient to use selection brackets []. When you are specifically interested in certain rows and/or columns based on their position in the table, use the iloc operator in front of the selection brackets [].

 

By selecting specific rows and/or columns with loc or iloc, new values can be assigned to the selected data. For example, to assign the name anonymous to the first 3 elements of the third column we use the following syntax:

 

[image: Image]

 


.4 INTRODUCTION TO VISUALISATIONS 



 

Using the pandas and MatplotLib packages, visualisations can be made with dataframes and pandas series data.

 

[image: Image]

 

We are going to use a dataframe with air quality data that is stored in the data       subdirectory in csv format.

 

[image: Image]

 

With the data from the dataframe we will make different simple       visualisations.

 

[image: Image]

 

First we make a quick graphical representation of the series contained in the dataframe.

 

[image: Image]

[image: Image]

 

Pandas creates by default a line chart for each of the columns with numerical data.

 

We can plot only the columns of the data table with the Paris data.

 

[image: Image]

 

[image: Image]

 

We now make a scatter plot to represent the average levels of NO2 of London versus Paris.

 

[image: Image]

 

[image: Image]

In addition to the default line plot when using the plot method, there are several alternatives available for plotting data. Let's use standard Python to get an overview of the available plotting methods:

 

[image: Image]

 

One of the most important types of graphs in exploratory data analysis is the box-and-whisker diagram.

 

[image: Image]

 

[image: Image]

 

Separate graphs can also be made for each of the data columns with a given size type.

 

[image: Image]

[image: Image]

 

You can also customise the chart (size, axes, etc.).

 

[image: Image]

 

[image: Image]

Each of the plot objects created by pandas is a Matplotlib object. As Matplotlib provides many options to customise the plots, making the link between pandas and Matplotlib explicit enables the full power of Matplotlib for the plot. This strategy is applied in the example above:

[image: Image]

 


.5 CREATION OF DERIVED COLUMNS



 

In a pandas dataframe it is possible to create new columns derived from existing columns through mathematical operations or other transformations.

 

[image: Image]

 

Let's express the NO concentration2 for London in mg/m3 knowing that the conversion factor is 1.882.

 

[image: Image]

 

To calculate the proportion of values in Paris versus Antwerp, we will calculate the quotient of the two columns.

 

[image: Image]

The rename() method is used to rename the data columns to the corresponding station identifiers:

 

[image: Image]

 

The rename() method can be used for both row labels and column labels. The mapping should not be limited to fixed names only, but can also be a mapping function. For example, you can also convert column names to lower case letters using a function:

 

[image: Image]

 


.6 CALCULATION OF SUMMARY STATISTICS



 

Statistics can be calculated for the columns of a dataframe. For example, what is the average age of the Titanic's passengers?

 

[image: Image]

 

Different statistics are available and can be applied to columns with numeric data. The operations in general exclude missing data and operate on rows by default.

 

Below we calculate the average age and ticket fare of Titanic passengers.

 

[image: Image]

 

Aggregate statistics can be calculated on the numeric columns of a dataframe.

 

[image: Image]

 

Instead of predefined statistics, specific combinations of aggregated statistics can be defined for given columns using the DataFrame.agg() method:

 

[image: Image]

 

Summary statistics by category. Groupby() method

 

It is possible to calculate summary statistics for the numerical columns of a dataframe based on the values of the categorical column categories. For example, what is the average age of male and female passengers on the Titanic?

 

[image: Image]

 

As we are interested in the average age for each gender, we first make a sub-selection of these two columns. Then, the method is applied to the column to make a group by category. 

 

In the example above, we first explicitly select the two affected columns. Otherwise, the mean method is applied to each numeric column of the dataframe:

 

[image: Image]

 

If we are only interested in the average age for each gender we do the following:

 

[image: Image]

 

Grouping can be done for several columns at the same time. Provide the column names as a list for the groupby() method. For example to calculate the average fare for each combination of gender and cabin class we would do the following:

 

[image: Image]

 

Count number of records per category. Method value_counts() 

 

The value_counts() method counts the number of records for each category in a column. For example, to calculate the number of passengers in each of the cabin classes we would do the following:

 

[image: Image]

 

The function is a shortcut, as it is actually a groupby operation in combination with counting the number of records within each group:

 

[image: Image]

 


.7 REMODELLING THE DESIGN OF TABLES



 

Sort rows of a table. sort.value() method

 

Let's sort the Titanic dataframe data according to the age of the passengers.

 

[image: Image]

 

We will now sort the Titanic data by cabin class and age in descending order.

 

[image: Image]

 

Transform long table format to wide 

 

Let's use a small subset of the air quality dataset. We focus on NO2 data and only use the first two measurements of each bin (i.e. the head of each group). The subset of data will be called no2_subset.

 

[image: Image]

 

[image: Image]

 

[image: Image]

We will display the values of the three stations as separate columns next to each other. The pivot() method is used to reshape the data: only one value is required for each index/column combination.

 

[image: Image]

 

The conversion from long to wide table format allows the plotting of different time series at the same time:

 

[image: Image]

 

[image: Image]

 

[image: Image]

 

Pivot tables. Method pivot()

 

Suppose we want the average concentrations for NO2 and PM2.5 at each of the stations in tabular form.

 

[image: Image]

 

In the case of pivot(), the data is only reordered. When multiple values (in this specific case, values in different time periods) need to be aggregated, pivot_table() can be used, providing an aggregation function (e.g. average) on how to combine these values.

 

[image: Image]

 

The pivot table is a well-known concept in spreadsheet software. When you are also interested in summary columns for each variable separately, set the margin parameter to True:

 

[image: Image]

 The pivot_table() method is directly linked to groupby(). The same result can be derived by grouping in both parameter and location:

 

[image: Image]

 

Transform table format width to length 

 

Starting again from the wide format table created in the previous section:

 

[image: Image]

 

We will compile all air quality, i.e. NO2 measurements in a single column (long format).

 

[image: Image]

 

The pandas.melt() method converts the data table from wide format to long format. The column headers are converted to the variable names in a newly created column.

 

[image: Image]

 

The solution is the short version of how to apply pandas.melt(). The method will merge all columns NOT mentioned in id_vars together into two columns: one column with the column header names and one column with the values themselves. The latter column defaults to the name value.

 

The pandas.melt() method can be defined in more detail:
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The result is the same, but with more detail defined:

 


	value_vars explicitly defines which columns to merge

	value_name provides a custom column name for the value column instead of the default column name value

	var_name provides a custom column name for the column that collects column header names. Otherwise, it takes the index name or a default value.



 

Therefore, the arguments value_name and var_namesonly user-defined names for the two generated columns. The columns to be merged are defined by id_vars and value_vars.

 


.8 combine data from several tables



 

Concatenate tables using a common identifier. Concat() method

 

The concat() method performs concatenation operations of several tables along one of the axes (row-wise or column-wise). By default, concatenation is performed along rows, so the resulting table combines the rows of the input tables.
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We will use two data sets. One concerning air quality with nitrate data and the other concerning air quality with particulate matter data. The data is available via openaq (https:/openaq.org) and can be downloaded via the py-openaq package.
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To combine the measurements of NO2 and PM25 , two tables with a similar structure, into one table, we will do the following
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A DataFrame has two axes: the first runs vertically down through the rows (axis 0) and the second runs horizontally across the columns (axis 1). Most operations, such as concatenation or summary statistics, are performed by default on rows (axis 0), but can also be applied on columns.

 

Sorting the table on date and time information also illustrates the combination of both tables, with the parameter column defining the origin of the table (either no2 from the air_quality_no2 table or pm25 from the air_quality_pm25 table):
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In this specific example, the parameter column provided by the data ensures that each of the original tables can be identified. This is not always the case. The concatn method provides a convenient solution with the keys argument, adding an additional (hierarchical) row index. For example:
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The existence of multiple row/column indexes at the same time has not been mentioned. Hierarchical or MultiIndex indexing is an advanced and powerful feature of pandas for analysing higher dimensional data, but is not covered in this chapter.

 

Join tables using a common identifier. merge() method

 

We will add the station coordinates, provided by the station metadata table, to the corresponding rows in the measurement table.

 

The coordinates of the air quality measurement station are stored in a data file air_quality_stations.csv, which is downloaded using the py-openaq package.

 

The stations used in this example (FR04014, BETR801 and London Westminster) are only three entries registered in the metadata table. We just want to add the coordinates of these three to the measurement table, each in the corresponding rows of the air_quality table.
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Then, using the merge() method, for each of the rows of the air_quality table, the corresponding coordinates of the air_quality_stations_coord table are added. Both tables have in common the location column which is used as a key to combine the information. When choosing the left merge, only the locations available in the air_quality table (left), i.e. FR04014, BETR801 and London Westminster, end up in the resulting table. The merge method supports multiple join options similar to database style operations.

 

[image: Image]

 

In the following example there is no common column name. However, the parameter column of the air_quality table and the id column of the air_quality_parameters_name table provide the measured variable in a common format. The arguments left_on and right_on are used here (instead of just on) to establish the link between the two tables.
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.9 TIME SERIES DATA



 

Date and time properties. to.datetime() method

 

With air quality data we will work with dates in the datetime column as date and time objects instead of plain text.
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Initially, the values in datetime are strings and do not provide any date and time operation (for example, extracting the year, day of the week,...). When applying the to_datetime method, pandas interprets the strings and converts them into date and time objects. 
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As many datasets contain date and time information in one of the columns, the pandas input function is similar pandas.read_csv() and pandas.read_json() and can do the transformation to dates when reading the data using the parse_dates parameter with a list of the columns to read as a timestamp:
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To calculate the start and end date of the time series data set we are working with, we do the following:
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If we want to calculate the length of our time series we use the following syntax:
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Now we want to add a new column to the DataFrame that contains only the month of the measurement:
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When using Timestamp objects for dates, pandas provides many time related properties. For example month, but also year, week of year, quarter,... The access descriptor can access all these properties dt.

 

Now we want to calculate the average NO concentration2 for each day of the week for each of the measurement sites.
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What is the average value for each hour of the day? Make a graphical representation.
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Date and time as index. Method pivot()

 

The pivot() method was introduced to reshape the data table with each of the measurement locations as a separate column:
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By rotating the data, the date and time information became the index of the table. In general, the function can succeed in setting a column as index set_index.

 

Working with a date and time index (i.e. DatetimeIndex) provides powerful functionalities. For example, we do not need the dtaccess to get the properties of the time series, but we have these properties available in the index directly:
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We will create line graphs for the NO values2 at the different stations from 20 May to the end of 21 May.
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Resample a time series to another frequency. Resample() method

 

A very powerful method on time series data with a date and time index is resample() with the ability to time series at another frequency.

 

We will add the current values of the hourly time series to the monthly maximum value at each of the stations.
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The resample()method is similar to a groupby operation:

 


	provides time-based clustering, using a string (e.g. M, 5H,...) that defines the target frequency.

	requires an aggregation function such as mean, max,....



 

When defined, the frequency of the time series is provided by the freq attribute:
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Let's now make a graph of the daily average NO2 value at each of the stations.
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.10 TEXTUAL DATA: CHAINS



 

We will use the Titanic dataset, stored as a CSV in pandas/Doc/data/titanic.csv. The data consists of the following columns:

 


	PassengerId: Id of each passenger.

	Survived: This characteristic has a value of 0 and 1. 0 for not survived and 1 for survived.

	Pclass: There are 3 classes: Class 1, Class 2 and Class 3.

	Name: Name of the passenger.

	Sex: Gender of passenger.

	Age: Age of passenger.

	SibSp: Indication that the passenger has siblings and spouse.

	Parch: If a passenger is alone or has a family.

	Ticket: Passenger's ticket number.

	Tariff: Indicating the tariff.

	Cabin: The passenger cabin.

	Embarked: The embarked category.



To transform all the text to lower case we use the lower() method adding the descriptor str. As an example we write all the characters of the Name field in lower case.
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We create a new Surname column containing the passengers' surname by extracting the part before the comma with the str.split method.
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Using the Series.str.split() method, each of the values is returned as a 2-element list. The first element is the part before the comma and the second element is the part after the comma.
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The str.contains() method selects data containing a given string. For example, to select the passengers on the Titnic who were countesses we use the following syntax:
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The string method Series.str.contains() checks each of the values in the Name column if the string contains the word Countess and returns for each of the values True ( Countess is part of the name) or False ( Countess is not part of the name). As there was only one countess on the Titanic, we get one row as a result.
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The str.len() method is used to calculate the lengths of each of the names in a column. For example, if we want to know which passenger has the longest name we can do the following.
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Using pandas string methods, the Series.str.len() method is applied to each of the names individually (per element). The m'all idmax() selects the longest index tag.
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Next, we need to get the corresponding location, preferably the index tag, in the table for which the name length is longest. The idxmax() method does exactly that. It is not a string method and applies to integers, so str is not used.
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The replace()       method is used to do string replacements.
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1.1 CREATING OBJECTS, WORKING WITH DATA AND OPERATIONS



 

Usually, working with pandas starts by importing the necessary libraries in the following way:
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Creation of objects 

As we already know, we can create a Series (time series) object by passing a list of values, letting pandas create a default integer index:
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We also know that we can create a DataFrame by passing a NumPy array, with a date and time index and labelled columns:
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We can create a DataFrame by passing a dictionary of objects that can be converted into a series-like structure:
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The columns of the result DataFrame have different types (dtypes):
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If you are using IPython, tab completion for column names (as well as public attributes) is automatically enabled. Here is a subset of the attributes that will be completed:
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As you can see, columns A, B, C and D are automatically populated with tabs. And F are there too; the rest of the attributes have been truncated for brevity.

Showing data 

Here is how to view the top and bottom rows of the frame:
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To display the index, columns:
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DataFrame.to_numpy() gives a NumPy representation of the underlying data. Note that this can be an expensive operation when DataFrame has columns with different data types, which boils down to a fundamental difference between pandas and NumPy: NumPy arrays have one dtype for the entire array, while DataFrames pandas have one dtype per column. When you call DataFrame.to_numpy(), pandas will find the NumPy dtype that can contain all the dtypes in the DataFrame. This may end up being an object, which requires converting all values into a Python object.

 

For df, our DataFrame of all floating point values, DataFrame.to_numpy() is fast and does not require copying data:
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For df2, DataFrame with multiple dtypes, DataFrame.to_numpy() is relatively complicated:
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Note

DataFrame.to_numpy() does not include index or column labels in the output.

describe() displays a quick statistical summary of your data:
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To transpose data:
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To sort by an axis:
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To perform a value ranking:
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Selection 

Note

While the standard Python/NumPy expressions for selecting and configuring are intuitive and useful for interactive work, for production code, we recommend the optimised data access methods of .at, .iat, .locy .iloc pandas.

 

We can select a single column, which produces a Series, equivalent to df.A:
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To select rows using []:
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To obtain a cross-section using a label:
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To select on a multiple axis per label:
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To show the cutting of labels, both ends are included:
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To obtain a reduction of the dimensions of the returned object:
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To obtain a scalar value:
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To get quick access to a scalar (equivalent to the previous method):
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To select through the position of the above integers:
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To select by subsets of integers, acting similarly to NumPy/Python:
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To select by lists of integer position locations, similar to NumPy/Python style:

 

In [34]: df.iloc[[1, 2, 4], [0, 2]]]

Out[34]: 

                   A C

2013-01-02 1.212112 0.119209

2013-01-03 -0.861849 -0.494929

2013-01-05 -0.424972 0.276232

 

To select rows explicitly:
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To select columns explicitly:
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To obtain a value explicitly:

In [37]: df.iloc[1, 1]: df.iloc[1, 1].

Out[37]: -0.17321464905330858

 

To get quick access to a scalar (equivalent to the previous method):
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Using single column values to select data:
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To select values from a DataFrame where a Boolean condition is met:
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Using the isin() method to filter:
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To set a new column or row automatically the data by the indexes:

[image: Image]

 

To set values per tag:
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To set values per position:
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Configuration mapping with a NumPy array:
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See the result of previous operations:

[image: Image]

 

To perform a where operation with adjustment:

[image: Image]

Missing data 

pandas mainly uses the np.nan value to represent missing data. By default it is not included in the calculations.

Reindexing allows you to change/add/remove the index on a specific axis. This returns a copy of the data:
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To delete any row with missing data:
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To allocate missing data:
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To obtain the Boolean mask where the values are nan:
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Statistical operations

Transactions in general exclude missing data.

Performing descriptive statistics:
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Operating with objects that have different dimensionality and need alignment. In addition, pandas automatically transmits along the specified dimension:
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Applying functions to data:


1 [image: Image]

2 To obtain frequency distributions and histograms 
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1.2 Methods DATA PARATRANSFORMATION 



Pandas has a set of string processing methods in the str attribute that facilitate the operation on each element of an array. 

[image: Image]

Merge: concat() method

Pandas provides several facilities to easily combine Series and DataFrame objects with various types of set logic for indexes and relational algebra functionality in the case of join/merge operations.

We concatenate pandas objects with concat():
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Note

Adding a column to a DataFrame is relatively quick. However, adding a row requires copying and can be costly. 

Merge: merge() method

 

A join can be performed by SQL style combinations. 
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Another example that can be given is the following:
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Grouping. Groupby() method 

 

By "grouping by" we mean a process that involves one or more of the following steps:


	Divide the data into groups according to some criteria

	Applying a function to each group independently

	Combine results in a data structure
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Grouping and then applying the sum() method to the resulting groups:
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The multi-column grouping forms a hierarchical index, and again we can apply the sum() method:
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Hierarchical indexing and remodelling 

 

It is possible to stack data with the stack() method.
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The stack() method "compresses" a level in the columns of the DataFrame:
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With a "stacked" DataFrame or Series (which have MultiIndex as index), the inverse operation of stack() is unstack(), which by default unstacks the last level:
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Pivot tables. Method pivot() 

We can use the pivot method to create pivot tables:
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We can produce pivot tables from this data very easily:
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1.3 TIME SERIES AND CATEGORICAL DATA



Time series 

Pandas has a simple, powerful and efficient functionality to perform resampling operations during frequency conversion (e.g., converting secondary data to 5-minute data). This is extremely common in, but not limited to, financial applications. 
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Representation of the time zone:
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Conversion to another time zone:
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Conversion between time interval representations:
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The conversion between period and timestamp allows the use of some convenient arithmetic functions. In the following example, we convert a quarterly frequency whose year ends in November at 9 a.m. at the end of the following month to the end of the quarter:
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Categorical data 

Pandas can include categorical data in a DataFrame file.
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Conversion of raw ratings to a categorical data type:
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Rename the categories to more meaningful names (the mapping to Series.cat.categories()is in place!):
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Reorder the categories and simultaneously add the missing categories (the Series.cat()methods return a new Series by default):
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The ranking is by category order, not by lexical order:
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Grouping by a categorical column also shows empty categories:
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1.4 Data representation 



 

We use the standard convention for referencing the matplotlib API:
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The close()method is used to close a figure window:
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If running in Jupyter Notebook, the plot will appear in plot(). Otherwise, use matplotlib.pyplot.show to display it or matplotlib.pyplot.savefig to write it to a file.
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In a DataFrame, the plot()method is convenient to plot all columns with labels:
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[image: ../_images/frame_plot_basic.png]


1.5 Data input/output 



 

Writing to a csv file:
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Reading a csv file:
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Write in an HDF5 tent:
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Reading an HDF5 shop:
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Writing in an Excel file:
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Reading an Excel file:
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2.1 Introduction to data structures 



 

We will start with a quick, non-exhaustive overview of the fundamental data structures in pandas to get you started. The fundamental behaviour around data types, indexing and axis labelling/alignment applies to all objects. To get started, import NumPy and load pandas into your namespace:
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Here is a basic principle to keep in mind: data alignment is intrinsic. The link between labels and data will not be broken unless you do so explicitly.

We will give a brief introduction to data structures, then consider all the broad categories of functionality and methods in separate sections.

 

 


2.2 Series 



 

Series is a one-dimensional labelled array capable of holding any type of data (integers, strings, floating point numbers, Python objects, etc.). The axis labels are collectively known as the index. The basic method for creating an array is to call :
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Here, data can be many different things:


	a Python dictionary

	a ndarray

	a scalar value (such as 5)



 

The index is a list of axis labels. Therefore, this is separated in some cases depending on what data we have:

If data is an ndarray, the index must be the same length as the data. If there is no index, one with values [0, ..., len(data) - 1] shall be created.
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Note

Pandas supports non-unique index values. If an operation is attempted that does not support duplicate index values, an exception will be generated at that time. There are many instances in calculations, such as parts of GroupBy, where the index is not used.

Series can be instantiated from dictionaries:
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Note

When the data is a dictionary and no index is passed, the Series index will be sorted according to the order of insertion of the object, if you are using Python version >= 3.6 and pandas version >= 0.23.

If you are using Python < 3.6 or pandas < 0.23, and no index is passed, the index series will be the lexically ordered list of dictation keys.

In the above example, if you had a version of Python prior to 3.6 or a version of pandas prior to 0.23, Series would be ordered by the lexical order of the dict keys (i.e. instead of )['a', 'b', 'c']['b', 'a', 'c'].

If an index is passed, the data values corresponding to the index tags shall be extracted.
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Note

NaN (not a number) is the standard missing data marker used in pandas.

If data is a scalar value, an index must be provided. The value shall be repeated to match the length of index.
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Series and ndarrays 

 

Series acts very similarly to ndarray and is a valid argument for most NumPy functions. However, operations such as division will also divide the index.
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Like a NumPy array, a pandas series has a dtype extension.
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This is often a NumPy dtype. However, pandas and third-party libraries extend the NumPy type system in some places, in which case the dtype would be an ExtensionDtype. 

If you need the actual array backing Series, use Series.array.
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Accessing the matrix can be useful when you need to perform some operation without the index (to disable automatic alignment, for example).

Series.array will always be an ExtensionArray. Briefly, an ExtensionArray is a thin wrapper around one or more numpy.ndarray concrete arrays as a file. Pandas knows how to take an ExtensionArray and store it in a Series or a column of a DataFrame file. 

While Series is similar to ndarray, if you need a real ndarray use Series.to_numpy().
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Even if the Series is backed by an ExtensionArray, Series.to_numpy() will return a NumPy ndarray.

A series is like a fixed-size dictionary in which you can get and set values per index tag:
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If a tag is not contained, an exception is generated:
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Using the get method, a missing tag will return None or the specified default value:

[image: Image]

 

Vectorised operations and label alignment with Series 

 

When working with unformatted NumPy arrays, it is usually not necessary to traverse value by value. The same is true when working with Series in pandas. Series can also be passed to most NumPy methods by expecting an ndarray.
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A key difference between Series and ndarray is that operations between Series automatically align the data according to the label. Therefore, you can write calculations regardless of whether the Series involved have the same labels.
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The result of an operation between unaligned Series shall have the union of the indices involved. If a tag is not found in one Series or the other, the result will be marked as missing NaN. Being able to write code without performing any explicit data alignment gives immense freedom and flexibility in interactive data analysis and research. The built-in data alignment functions of pandas data structures distinguish pandas from most related tools for working with tagged data.

Note

In general, we choose to make the default result of operations between differently indexed objects produce the union of indexes to avoid loss of information. Having an index tag, even if the data is missing, is often important information as part of a calculation. Of course, you have the option to drop labels with missing data through the dropna function.

Name attribute 

 

The series may also have a name attribute:
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The Series name will be assigned automatically in many cases, in particular when taking 1D DataFrame segments as will be seen below.

You can rename a Series with the pandas.Series.rename() method.
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Note that s and s2 refer to different objects.


2.3 DATA FRAMEWORKS OR DATAFRAMES



 

DataFrame is a two-dimensional labelled data structure with columns of potentially different types. You can think of it as a spreadsheet or SQL table, or a dictionary of serial objects. It is generally the most commonly used pandas object. Like Series, DataFrame accepts many different types of input:


	Dictionaries of 1D ndarrays, lists, sequences or Series

	2-D numpy.ndarray

	Structured ndarray or register

	Series

	OtherDataFrame



 

Along with the data, you can optionally pass index (row labels) and column (column labels) arguments. If you pass an index and/or columns, you are guaranteeing the index and/or columns of the resulting DataFrame. Therefore, a Series dict plus a specific index will discard all data that does not match the index passed.

If axis labels are not passed, they will be constructed from the input data according to common sense rules.

Note

When the data is a dictionary and columns are not specified, the columns of the DataFrame will be sorted according to the dictionary insertion order, if you are using Python version >= 3.6 and pandas >= 0.23.

If you are using Python < 3.6 or pandas < 0.23, and columns is not specified, the columns of the DataFrame will be the lexically ordered list of dictionary keys.

Series Dictionaries

 

The resulting index will be the union of the indexes of the different Series. If there are nested dictionaries, they will first be converted to Series. If no columns are passed, the columns will be the ordered list of dictionary keys.
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The row and column labels can be accessed respectively by accessing the index and column attributes:

Note

When a particular set of columns is passed along with a data dictionary, the columns passed override the keys in the dictionary.
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Dictionaries of ndarrays / lists 

 

The ndarrays must all be the same length. If an index is passed, it must clearly also be the same length as the arrays. If no index is passed, the result will be range(n), where n is the length of the array.

[image: Image]

 

Structured or register matrix 

 

This case is handled identically to an array dictionary.
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Note

The DataFrame is not designed to function exactly like a two-dimensional NumPy ndarray.

Lists of dictionaries
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Dictionary of tuples 

 

You can automatically create a multi-indexed frame by passing a dictionary of tuples.
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Passing a series 

 

The result will be a DataFrame with the same index as the input Series and with a column whose name is the original name of the Series (only if no other column name is provided).

Passing a list of named tuples 

 

The field names of the first namedtuple in the list determine the columns of the DataFrame. The remaining named tuples (or tuples) are simply unpacked and their values are inserted into the rows of the DataFrame file. If any of these tuples is shorter than the first namedtuple, the subsequent columns in the corresponding row are marked as missing values.
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Passing a list of data types 

New in version 1.1.0.

Data classes, as introduced in PEP557 , can be passed to the DataFrame constructor. Passing a list of data classes is equivalent to passing a list of dictionaries.

Note that all values in the list must be data types, mixing types in the list would result in a TypeError.
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Missing data

To construct a DataFrame with missing data, we use np.nan to represent missing values. Alternatively, you can pass numpy.MaskedArray as a data argument to the DataFrame constructor, and your masked entries will be considered missing.

Alternative builders 

 

Dataframe.from_dict

DataFrame.from_dict takes a dictionary of dictionaries or a dictionary of array-like sequences and returns a DataFrame. It works like the DataFrameconstructor, except the orientparameter is 'columns' by default, but you can set 'index' to use dict keys as row labels.

[image: Image]

 

If you pass orient='index', the keys will be the row labels. In this case, you can also pass the desired column names:
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DataFrame.from_records

 

DataFrame.from_records takes a list of tuples or an ndarray with structured dtype. It works analogous to the normal DataFrameconstructor, except that the resulting DataFrame index can be a specific field of the structured dtype. For example:
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Selection, addition, deletion of columns 

 

You can treat a DataFrame semantically as a dict of similar indexed Series objects. Getting, setting and deleting columns works with the same syntax as the analogous dictionary operations:
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Columns can be deleted or popped up as with a dictionary:
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When inserting a scalar value, it will naturally propagate to fill the column:
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When inserting a Series that does not have the same index as the DataFrame, it shall conform to the index of the DataFrame:
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You can insert raw ndarrays, but their length must match the length of the DataFrame index.

By default, columns are inserted at the end. The insert method is available to insert at a particular location in the columns:
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Assigning new columns in method strings 

 

Inspired by dplyr's mutate verb, DataFrame has an assign() method that allows you to easily create new columns that potentially derive from existing columns.
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In the example above, we insert a precomputed value. We can also pass a one-argument function to be evaluated on the DataFrame it is being assigned to.
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Assign always returns a copy of the data, leaving the original DataFrame intact.

Passing a callable, rather than an actual value to insert, is useful when you do not have a reference to the DataFrame at hand. This is common when using assign in a chain of operations. For example, we can limit the data frame to only those observations with a sepal length greater than 5, calculate the ratio and plot:

[image: Image]
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Since a function is passed, the function is calculated in the DataFrame to which it is assigned. It is important to note that this is the DataFrame that was filtered to those rows with a sepal length greater than 5. The filtering occurs first and then the ratio calculations. This is an example where we did not have a reference to the filtered DataFrame available.

The function signature for assign is simply **kwargs. The keys are the column names for the new fields, and the values are either a value to be inserted (for example, a Seriesmatrix or NumPy) or a one-argument function to be called in the DataFrame file. A copy of the original DataFrame is returned, with the new values inserted.

As of Python 3.6, **kwargsse preserves the order of. This allows dependent assignment, where a subsequent **kwargs expression may reference a column created earlier in the same assign().
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In the second expression, x['C'] will refer to the newly created column, which is equal to .dfa['A'] + dfa['B'].

Indexing / selection 

 

The fundamentals of indexation are as follows:



	Operation

	Syntax

	Result




	Select column

	df[col]

	Series




	Select row by label

	df.loc[label]

	Series




	Select row by integer location

	df.iloc[loc]

	Series




	Cut rows

	df[5:10]

	Data framework




	Select rows by Boolean vector

	df[bool_vec]

	Data framework





 

Row selection, for example, returns a Series whose index is the columns of the DataFrame:
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Data alignment and arithmetic 

 

The alignment of data between DataFrame objects is automatically aligned on both the columns and the index (row labels). Again, the resulting object will have the union of column and row labels.
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When performing an operation between DataFrame and Series, the default behaviour is to align the index of Series in the columns of DataFrame , thus transmitting by rows. For example:
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Operations with scalars are as you would expect:
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Boolean operators also work:
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Transposing 

 

To transpose, access the Tatribute (also the transpose method), similar to an ndarray:
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DataFrame interoperability with NumPy functions 

 

Elementwise NumPy ufuncs (log, exp, sqrt, ...) and several other NumPy functions can be used without problems in Series and DataFrame, assuming that the data inside is numeric:
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DataFrame is not intended to be a direct replacement for ndarray, as its indexing semantics and data model are quite different in some places from an n-dimensional array.

Series implements __array_ufunc__, which allows working with the universal NumPy functions.

The ufunc is applied to the underlying array in a Series.
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Changed in version 0.25.0: when Series are passed multiple to an ufunc, they are aligned before the operation is performed.

Like other parts of the library, pandas will automatically align tagged entries as part of a ufunc with multiple entries. For example, using numpy.remainder() two differently ordered tagged Series will be aligned before the operation.
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As usual, the union of the two indices is taken and non-overlapping values are filled with missing values.
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When a binary ufunc is applied to a Series and Index, the series implementation takes precedence and a series is returned.
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It is safe to apply NumPy ufuncs Series backed by arrays that are not ndarrays, e.g. arrays.SparseArray. If possible, ufunc is applied without converting the underlying data to an ndarray.

Display of the console 

 

Very large DataFrames will be truncated for display in the console. You can also get a summary using info(). (Here I am reading a CSV version of the baseball dataset from the plyr R package):
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However, the use of to_string will return a string representation of the DataFrame in tabular form, although it will not always fit the width of the console:
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Wide data frames shall be printed in multiple rows by default:
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You can change how much to print in a single row by setting the display.width option:
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You can adjust the maximum width of the individual columns by setting display.max_colwidth
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You can also disable this function through the expand_frame_repr option. This will print the table in one block.

Access to DataFrame column attributes and completion of IPython 

 

If a DataFrame column label is a valid Python variable name, the column can be accessed as an attribute:
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The columns are also connected to IPython's completion mechanism so that they can be completed with tabs:
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3.1 Essential Core Functionalities 



 

Here we discuss many of the essential functions common to pandas data structures. To begin, let's create some example objects: 
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Beginning and end

 

To view a small sample of a Series or DataFrame object, use the head()and . tail()methods. The default number of elements to display is five, but you can pass in a custom number.
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Underlying attributes and data 

 

Panda objects have a number of attributes that allow you to access metadata.


	Shape : gives the dimensions of the object axis, according to ndarray



 


	Axle labels



 


	Series : index (single axle)



 


	DataFrame : index (rows) and columns



 

Please note that these attributes can be assigned in the following ways [image: Texto, Carta
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Pandas objects (Index, Series, DataFrame) can be thought of as containers for arrays, which hold the actual data and perform the actual computation. For many types, the underlying array is a numpy.ndarray file. However, pandas and third-party libraries can extend the NumPy type system to add support for custom arrays (see dtypes ).

To get the actual data within an Index or Series, use the .array property

[image: Texto, Carta
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Array shall always be an ExtensionArray. 

If you know you need a NumPy array, use[image: Image] or[image: Image] .
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When the Series or Index is backed by a[image: Image] it may involve copying of data and coercion of values. 

The[image: Image] method gives some control over dtype the numpy.ndarray result. For example, consider dates and times with timezones. NumPy does not have a dtype to represent timezone-aware dates and times, so there are two possibly useful representations:


	A[image: Image] with Timestamp objects

	A[image: Image] , where the values were converted to UTC and the time zone was discarded.



 

Time zones can be retained with [image: Image]
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Or pulled with [image: Image]
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Getting the "raw data" inside a DataFrame is possibly a bit more complex. When DataFrame only has a single data type for all columns, DataFrame.to_numpy() will return the underlying data:
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If a DataFrame contains homogeneously typed data, the ndarray can be modified in place and the changes will be reflected in the data structure. For heterogeneous data (e.g. some of the DataFrame columns are not all of the same type), this will not be the case. The value attribute itself, unlike axis labels, cannot be assigned.

Note

When working with heterogeneous data, the dtype of the resulting ndarray will be chosen to accommodate all data involved. For example, if strings are involved, the result will be of type object. If only integers and floats are involved, the resulting array will be of type float.

In the past, pandas recommended Series.values or DataFrame.values to extract data from a series or data frame. You will still find references to these in older codebases and online.  In the future, we recommend avoiding .values and using .array or .to_numpy(). .values has the following drawbacks:


	When your series contains an extension type, it is not clear whether Series.values returns a NumPy array or the extension array. Series.array will always return an ExtensionArray, and will never copy data. Series.to_numpy() will always return a NumPy array, potentially at the cost of copying/forcing values.

	When your DataFrame contains a combination of data types, DataFrame.values may involve copying data and forcing values to a common dtype, a relatively expensive operation. DataFrame.to_numpy(), being a method, makes it clearer that the NumPy array returned may not be a view of the same data in the DataFrame.



 

Accelerated operations 

 

Pandas has support for accelerating certain types of binary numeric and boolean operations using the numexpr library and the bottleneck libraries.

These libraries are especially useful when dealing with large datasets and provide large speedups. Numexpr uses smart fragmentation, caching and multiple cores. Bottleneck is a set of specialised cython routines that are especially fast when dealing with arrays that have nans.

Here is a sample (using 100 columns x 100,000 rows DataFrames):



	Operation

	0.11.0 (ms)

	Previous version (ms)

	Relationship to previous




	df1 > df2

	13.32

	125.35

	0.1063




	df1 * df2

	21.71

	36.63

	0.5928




	df1 + df2

	22.04

	36.50

	0.6039





 

We strongly recommend that you install both libraries. 

Both are enabled for use by default, you can control this by configuring the options:
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Flexible binary trading

 

With binary operations between pandas data structures, there are two key points of interest:


	Transmission behaviour between higher dimensional objects (e.g. DataFrame) and lower dimensional objects (e.g. Series).



 


	Data are missing in the calculations.



 

We will demonstrate how to handle these problems independently, although they can be handled simultaneously.

Coincidence / transmission behaviour

 

DataFrame has the methods add(), sub(), and related functions mul(), , ... to perform binary operations. For streaming behaviour, the series input is of primary interest. Using these functions, you can use to match the index or columns via the axis keyword : [image: Image]

[image: Texto, Carta

Descripción generada automáticamente]

[image: Texto

Descripción generada automáticamente]

[image: Texto, Tabla

Descripción generada automáticamente con confianza media]

 

In addition, you can align a level of a multi-indexed data frame with a series.
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Series and Index also support the built-in divmod() method. This function takes the floor division and module operation while returning a two tuple of the same type as the left hand side. For example:
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We can also elementwise divmod():
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Allocation of missing data

 

In Series and DataFrame, arithmetic functions have the option to enter a fill value, i.e. a value to replace when at most one of the values in a location is missing. For example, when adding two DataFrame objects, you may want to treat NaN as 0 unless both DataFrames are missing that value, in which case the result will be NaN (you can later replace NaN with some other fillna value if you wish).
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Flexible comparisons

 

Series and DataFrame have the binary comparison methods eq, ne, lt, gt, le and g whose behaviour is analogous to the binary arithmetic operations described above:
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These operations produce a pandas object of the same type as the left hand side entry which is of dtype bool. These booleanobjects can be used in indexing operations.

Boolean reductions

 

You can apply the reductions: empty, any(), all() and bool() to provide a way to summarise a boolean result.
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You can reduce to a final Boolean value.

[image: Image]

 

You can test whether a pandas object is empty, through the property[image: Image] .
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To evaluate single-element pandas objects in a boolean context, use the bool() method:
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Warning

You may be tempted to do the following:

[image: Image]

O

[image: Image]

 

Both will generate errors, as it is trying to compare multiple values:

[image: Image]

 

Comparing whether the objects are equivalent

 

Often you may find that there is more than one way to calculate the same result. As a simple example, consider and . To prove that these two calculations produce the same result, given the tools shown above, you can imagine using . But in fact, this expression is FALSE: [image: Image]
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Note that the Boolean data frame contains some false values! This is because NaNs are not compared as equals: [image: Image]
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Therefore, NDFrames (such as Series and DataFrames) have a method[image: Image] for testing equality, with the NaNs in the corresponding locations treated as equal.
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Note that the Series or DataFrame index must be in the same order for the equality to be True:
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Comparing matrix objects 

 

You can conveniently perform element comparisons by comparing a pandas data structure with a scalar value:
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Pandas also handles comparisons of elements between different objects similar to arrays of the same length:
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Attempting to compare Indexor Seriesobjects of different lengths will generate a [image: Image]
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Note that this is different from the behaviour of NumPy where a comparison can be passed on:
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or may return False if the transmission cannot be made:
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Combining overlapping datasets

 

A problem that occasionally arises is the combination of two similar data sets where the values of one are preferable to the other. An example would be two data series representing a particular economic indicator where one is considered to be of "higher quality". However, the lower quality series might extend further back in history or have more complete data coverage. As such, we would like to combine two DataFrame objects where missing values in one DataFrame are conditionally filled with values labelled as from the other DataFrame. The function that implements this operation is combine_first(), which we illustrate:
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General DataFrame combination

 

The[image: Image] method above calls the more general[image: Image] . This method takes another DataFrame and a combiner function, aligns the input DataFrame and then passes the combiner function pairs of Series (i.e. columns whose names are the same).

So, for example, to reproduce combine_first() as above:
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3.2 Descriptive statistics



 

There are a large number of methods for calculating descriptive statistics and other operations related to Series and DataFrame . Most of these are aggregations (hence produce a result of smaller dimension) such as[image: Image] , but some of them, such as[image: Image] and[image: Image] , produce an object of the same size. Generally speaking, these methods take an axis argument, such as[image: Image] , but the axis can be specified by name or integer:


	[image: Image] no axis argument needed

	[image: Image]index" (axis = 0, default), "columns" (axis = 1)



 

For example:
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All these methods have a skip option indicating whether missing data are excluded ([image: Image] by default):
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Combined with arithmetic/transmission behaviour, one can describe various statistical procedures, such as standardisation (representing data with zero mean and standard deviation of 1), in a very concise way:
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Note that methods like cumsum() and cumprod() preserve the location of NaN values. This is somewhat different from expanding() and rolling() as the NaN behaviour is further dictated by a min_periods parameter.
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Here is a quick reference summary table of common functions. Each also takes an optional level parameter that applies only if the object has a hierarchical index.
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Note that, by chance, some NumPy methods, such as mean, stdy sum, will exclude NAs in the Series entry by default:
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The series.nunique() method shall return the number of unique non-NA values in a Series:
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Summarising data: describes

 

There is a describe() method that calculates a variety of summary statistics on a Series or the columns of a DataFrame (excluding NA, of course):
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You can select specific percentiles to include in the result:
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By default, the median is always included.

For a non-numeric Series object, describe() shall give a simple summary of the number of unique values and the most frequently occurring values:
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Note that in a DataFrame object of mixed type,[image: Image] will restrict the summary to include only numeric columns or, if there are none, only categorical columns:
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This behaviour can be controlled by providing a list of types as[image: Image] arguments. The special value all can also be used:
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This function is based on select_dtypes. 

Index of min/max values 

 

The functions[image: Image] and[image: Image] in Series and DataFrame calculate the index labels with the corresponding minimum and maximum values:
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When multiple rows (or columns) match the minimum or maximum value[image: Image] and[image: Image] returns the first matching index:
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Note

The idxmin and idxmax methods are called argmin and argmax in NumPy.

Frequencies and histograms

 

The[image: Image] Series method and the top-level function calculate a histogram of an array of 1D values. It can also be used as a function on regular arrays:

In [118]: data = np.random.randint(0, 7, size=50)
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New in version 1.1.0.

The[image: Image] method can be used to count combinations across multiple columns. By default, all columns are used, but a subset can be selected using the subsetargument.
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Similarly, you can obtain the most frequently occurring values, i.e. the mode, of the values in a Data Series or Data Frame:
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Discretisation and quantisation

 

Continuous values can be discretised using the cut() (bins based on values) and qcut() (bins based on sample quantiles) functions:
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The[image: Image] method calculates sample quantiles. For example, we could divide some normally distributed data into quartiles of equal size, like this:
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We can also pass infinite values to define containers:
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3.3 Application of functions 



 

To apply your own or another library's functions to pandas objects, you should be aware of the three methods below. The appropriate method to use depends on whether your function expects to operate on the entire DataFrameo Series, on rows or columns, or on elements.


	Application of the Tablewise function : [image: Image]

	Row or column function application : [image: Image]

	Aggregation API :[image: Image] and [image: Image]

	Application of elementary functions : [image: Image]



 

Tablewise function application

 

DataFrames and Series can be passed to functions. However, if you need to call the function on a string, consider using the[image: Image] method.

First some configuration:

[image: Texto

Descripción generada automáticamente]

[image: Texto, Carta

Descripción generada automáticamente]

 

The functions[image: Image] and[image: Image] take and return DataFrames.

Now compare the following:
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It is equivalent to:

[image: Texto

Descripción generada automáticamente con confianza baja]

 

Pandas encourages the second style, which is known as method chaining.[image: Image] makes it easy to use your own or other library functions in method chains, along with Pandas methods.

In the example above, the functions[image: Image] and[image: Image] expected a DataFrame as the first positional argument. What if the function you want to apply takes your data as the second argument?  In this case, provide[image: Image] with a tuple that will route the argument specified in the[image: Image] DataFrame

For example, we can fit a regression using statsmodels. Its API expects a formula first and a DataFrame as the second argument. We pass the function, keyword pair to [image: Image]
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The pipeline method is inspired by Unix pipelines and, more recently, by [image: Image]and[image: Image] , which introduced the popular ((%>%)read pipeline) operator for R. The implementation of[image: Image] here is quite clean and suitable in Python. We encourage you to see the source code for[image: Image] .

Application of row or column functions

 

Arbitrary functions can be applied along the axes of a DataFrame using the method[image: Image] which, like descriptive statistics methods, takes an optional axisargument:
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The method[image: Image] shall also be sent in a string method name.
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The return type of the function passed apply() affects the final output type DataFrame.apply for the default behaviour:


	If the applied function returns a Series, the final output is a DataFrame. The columns match the Series index returned by the applied function.

	If the applied function returns any other type, the final result is a Series file.



 

This default behaviour can be overridden using[image: Image] , which accepts three options: and[image: Image][image: Image] . These will determine how the returned values are expanded (or not) to a DataFrame file.

The apply() method combined with some intelligence can be used to answer many questions about a dataset. For example, suppose we wanted to extract the date on which the maximum value of each column occurred:
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You can also pass additional arguments and keyword arguments to the method[image: Image] . For example, consider the following function that you would like to apply:

[image: Image]

 

You can then apply this function as follows:

df.apply(subtract_and_divide, args=(5,), divide=3)

 

Another useful feature is the ability to pass Series methods to perform some Series operation on each column or row:
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Finally,[image: Image] takes a raw argument that is False by default, which converts each row or column into a Series before applying the function. When set to True, the passed function will instead receive an ndarray object, which has positive performance implications if you do not need the indexing functionality.


3.4 Aggregation API 



 

The aggregation API allows possibly multiple aggregation operations to be expressed in a single concise way. This API is similar across all pandas objects, the[image: Image] API, the window API and the resampling API. The entry point for aggregation is[image: Image] , or the alias[image: Image] .

We will use a starting frame similar to the one above:
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Using a single function is equivalent to[image: Image] . You can also pass named methods as strings. These will return a Series of the aggregated outputs:
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Individual aggregations in a Seriesthis will return a scalar value:

[image: Image]

 

Aggregating with multiple functions

 

You can pass multiple aggregation arguments as a list. The results of each of the functions passed will be a row in the DataFrame file. These are naturally named after the aggregation function.

[image: Texto

Descripción generada automáticamente]

 

Multiple functions produce multiple rows:
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In a Series, several functions return Series indexed by function names:
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Passing a lambda function will produce a named row:
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Passing a named function will produce that name for the row:
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Aggregating with a dictionary

 

Passing a dictionary of column names to a scalar or a list of DataFrame.agg scalars allows you to customise which functions apply to which columns. Note that the results are not in any particular order, you can use an in your OrderedDictlugar to guarantee the order.
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Passing a similar list will generate a DataFrame output. You will get an array-like output of all aggregators. The output will consist of all unique functions. Those that are not annotated for a particular column will be NaN:
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Mixed types 

 

Deprecated since version 1.4.0: trying to determine which columns cannot be added and silently removing them from the results is deprecated and will be removed in a future version. If any part of the columns or operations provided fails, .aggse will generate the call to.

When presented with mixed types that cannot be aggregated, .agg will only take valid aggregations. This is similar to how[image: Image] works.
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Customised description 

 

With .agg()you can easily create a custom description function, similar to the built-in description function .
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API Transform 

 

The[image: Image] method returns an object that is indexed to the same size as the original. This API allows you to provide multiple operations at the same time instead of one by one. This API is quite similar to the .aggi API.

We create a framework similar to the one used in the previous sections.
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Transform the entire frame.[image: Image] allows input functions such as a NumPy function, a string function name or a user-defined function.
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Here[image: Image] was given a single function; this is equivalent to an application[image: Image] .
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Passing a single function to[image: Image] with a Series will produce a single Series.
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Transform with multiple functions

 

Passing multiple functions will produce a column[image: Image] DataFrame. The first level will be the column names of the original frame; the second level will be the names of the transformation functions.
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Passing multiple functions to a Series will produce a DataFrame. The resulting column names will be the transformation functions.
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Transform with a dictionary

 

Passing a dictionary of functions will allow selective transformation by column.

[image: Tabla
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Passing a list dictionary will generate a multi-indexed data frame with these selective transformations.

[image: Imagen de la pantalla de un celular con letras
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Applying elementary functions 

 

Since not all functions can be vectorised (accept NumPy arrays and return another array or value), the applymap() methods in DataFrame and similarly map() in Series accept any Python function that takes a single value and returns a single value. For example:

[image: Imagen que contiene Tabla
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[image: Image]has an additional feature. It can be used to easily "link" or "map" values defined by a secondary series. This is closely related to the merge/join functionality:

[image: Texto, Carta
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METHODS FOR INDEXING, LABELS, ALIGNMENT, PADDING, ITERATION, SORTING, COPYING AND DATA TYPES
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1.1 Reindexing and tag alteration 



The fundamental data alignment method in pandas is reindex(). It is used to implement almost all other features that depend on the tag alignment functionality. Reindexing means conforming the data to match a given set of tags along a particular axis. This accomplishes several things:


	Rearranges existing data to match a new set of labels

	Inserts missing value (NA) markers in tag locations where no data existed for that tag

	If specified, fill in data for missing labels using logic (very relevant for working with time series data).



 

The following is a simple example:

[image: Imagen que contiene Texto
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Here, the label was not included in the series and therefore the result appears as NaNen.

With a DataFrame, you can simultaneously reindex the index and the columns:

[image: Texto, Tabla
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You can also use reindex with an axis keyword:

[image: Tabla
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Note that Index objects containing the actual axis labels can be shared between objects. So, if we have a Series and a DataFrame, the following can be done:

[image: Texto, Carta
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This means that the index of the reindexed series is the same Python object as the DataFrame index.

[image: Image] also supports an "axis-style" calling convention, where a single labelsargument is specified and axis is applied.

[image: Tabla
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Note

When writing performance-sensitive code, there is a good reason to spend some time becoming a reindexing ninja: many operations are faster on pre-aligned data. Adding two unaligned DataFrames internally triggers a reindexing step. For exploratory analysis, you'll hardly notice the difference (because reindexing is largely optimised), but when CPU cycles are important, sprinkling in a few explicit reindex calls here and there can have an impact.

Reindexing to align with another object 

 

You may want to take an object and reindex its axes to label it as another object. While the syntax for this is simple yet detailed, it is a common enough operation that the[image: Image] method is available to make it simpler:

[image: Texto
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1.2 Align objects to each other with align



 

The align() method is the fastest way to simultaneously align two objects. It supports a joinargument (related to join and merge):


	[image: Image]: take the union of the indexes (default)

	[image: Image]uses the index of the calling object

	[image: Image]uses the index of the past object

	[image: Image]intersect the indices



Returns a tuple with the two reindexed Series:

[image: Tabla
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[image: Texto
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For DataFrames, the merge method shall be applied to both index and columns by default:
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You can also pass an axis option to align only on the specified axis:

[image: Texto, Carta
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If you pass a series to DataFrame.align(), you can choose to align both objects in the index or DataFrame columns using the axisargument:

[image: Texto
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1.3 Refill while reindexing



 

The reindex() method takes an optional method parameter which is a fill method chosen from the following table:



	Method

	Action




	cushion / padding

	Fill values forward




	bfill / filling

	Fill values backwards




	nearest

	Fill from nearest index value





 

We illustrate these filling methods in a simple series:

[image: Tabla
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[image: Texto
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These methods require the indices to be ordered in increasing or decreasing order.

Note that the same result could have been achieved using[image: Image] (except[image: Image] ) or[image: Image] :

[image: Texto

Descripción generada automáticamente]

 

The method[image: Image] will generate an[image: Image] if the index does not increase or decrease monotonically.[image: Image] and[image: Image] will not perform any check on the index order.

Filling limits during re-indexing 

 

The arguments[image: Image] and[image: Image] provide additional control over filling during reindexing. The limit specifies the maximum count of consecutive matches:

[image: Texto
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In contrast, the tolerance specifies the maximum distance between the index and the indexer values:

[image: Texto
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Note that when used in a[image: Image] it will be converted to a[image: Image] if possible. This allows you to specify the tolerance with the appropriate strings.

Release labels from an axis 

 

A closely related reindex method is the function[image: Image] . It removes a set of labels from an axis:

[image: Texto
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Note that the following also works, but is a little less obvious/clean:

[image: Texto
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Rename / map labels

 

The rename() method allows you to relabel an axis based on some mapping (a dictionary or Series) or an arbitrary function.

[image: Interfaz de usuario gráfica, Texto
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If you pass a function, it must return a value when called with any of the tags (and must produce a unique set of values). A dict or Series can also be used:

[image: Texto, Carta
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If the mapping does not include an index/column tag, it is not renamed. Note that additional tags in the mapping do not throw an error.

DataFrame.rename() also supports an "axis style" calling convention, in which it specifies a single mapper and the axis to apply that mapping.

[image: Una captura de pantalla de un celular
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The[image: Image] method also provides a parameter[image: Image] with default name[image: Image] and copies the underlying data. Pass[image: Image] to rename the data instead.

Finally,[image: Image] also accepts a scalar or similar to a list to alter the Series.name attribute.

[image: Texto
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The methods[image: Image] and[image: Image] allow you to change specific names of a [image: Image]

 

 

[image: Tabla
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[image: Texto
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1.4 Iteration



 

The behaviour of basic iteration on pandas objects depends on the type. When iterating over a series, it is considered as an array and basic iteration produces the values. DataFrames follow the dictation-like convention of iterating over the "keys" of the objects.

In summary, the basic iteration ( ) produces:[image: Image] object


	Series : values

	DataFrame : column labels



 

So, for example, iterating over a DataFrame gives you the column names:

[image: Texto, Carta
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Panda objects also have the items() method similar to dict to iterate over (key, value) pairs.

To iterate over the rows of a DataFrame, you can use the following methods:


	[image: Image] Iterate over the rows of a DataFrame as (index, Series) pairs. This converts the rows into series objects, which can change d-types and has some performance implications.

	[image: Image] Iterate over the rows of a DataFrame as named tuples of values. This is much faster than iterrows(), and in most cases is preferable for iterating over the values of a DataFrame.



Warning

Iteration through pandas objects is generally slow. In many cases, it is not necessary to manually iterate over rows and can be avoided with one of the following approaches:


	Look for a vectorised solution : many operations can be performed using built-in methods or NumPy functions, (Boolean) indexing, ...

	When you have a function that cannot run on the whole DataFrame/Series at once, it is better to use the[image: Image] instead of iterating over the values. See the documents on the implementation of functions.

	If you need to perform iterative manipulations on values but performance is important, consider writing the inner loop with cython or numba. See the Improving performance section for some examples of this approach.



Warning

You should never modify something you are iterating over. It is not guaranteed to work in all cases. Depending on the data types, the iterator returns a copy and not a view, and writing to it will have no effect!

For example, in the following case, setting the value has no effect:

[image: Texto
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Iteration via key-value pairs 

 

According to the dictionary-like interface,[image: Image] iterates through key-value pairs:


	Series : (index, scalar value) pairs

	DataFrame : (column, Series) pairs



 

For example:

[image: Texto, Carta
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Iterate through rows 

 

The[image: Image] method allows you to iterate through the rows of a DataFrame as Series objects. It returns an iterator that produces each index value along with a Series containing the data in each row:

[image: Texto, Carta
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Note

Because[image: Image] returns a series for each row, it does not preserve data types in the rows (data types are preserved in the columns for data frames). For example,

[image: Texto, Carta
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All values in row, returned as a series, are now converted to floats, also the original integer value in column x:

[image: Texto
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To preserve dtypes while iterating over rows, it is better to use[image: Image] to return tuples with named values, which is generally much faster than[image: Image] .

For example, an artificial way to transpose the DataFrame would be:

 

 

[image: Texto
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Iteration by tuples

 

The[image: Image] method shall return an iterator that produces a named tuple for each row in the DataFrame. The first element of the tuple shall be the corresponding index value of the row, while the remaining values are the row values.

For example:

[image: Texto
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This method does not convert the row to a Series object; it simply returns the values inside a named tuple. Therefore, itertuples() preserves the data type of the values and is generally faster than[image: Image] .

 

Note

Column names will be changed to positional names if they are invalid Python identifiers, repeated or start with an underscore. With a large number of columns (>255), regular tuples are returned.


1.5 Accessor .dt 



 

Series has an access descriptor to succinctly return date and time-like properties for the series values, if it is a date and time/period series. This will return a Series, indexed as the existing Series.

[image: Texto
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This allows for pleasant expressions like this one:

[image: Forma
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It can easily produce conscious transformations of tz:

[image: Texto

Descripción generada automáticamente]

 

You can also chain these types of operations:
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You can also format date and time values as Series.dt.strftime() strings that support the same formatting as the standard strftime().

[image: Texto
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[image: Texto
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The access .dt descriptor works for period and timedelta d types.

[image: Texto
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Note

[image: Image] will generate a[image: Image] if accessed with values other than date and time.


1.6 Vectorised string methods 



 

The series is equipped with a set of string processing methods that facilitate operation on each element of the array. Perhaps most importantly, these methods automatically exclude missing/NA values. These are accessed through the Series stratribute and generally have names that match the equivalent built-in string methods (scalars). For example:

[image: Texto, Carta
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Powerful pattern matching methods are also provided, but note that pattern matching generally uses regular expressions by default (and in some cases always does).

Note

Prior to pandas 1.0, string methods were only available at[image: Image] . pandas 1.0 added the StringDtype which is dedicated to strings. 


1.7 Ranking 



 

Pandas supports three types of sorting: sorting by index labels, sorting by column values and sorting by a combination of both.

By index 

 

The methods[image: Image] and[image: Image] are used to sort a pandas object by its index levels.
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[image: Una captura de pantalla de un celular
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New in version 1.1.0.

Sort by index also supports a key parameter that takes a callable function to apply to the index being sorted. For[image: Image] the objects, the key is applied per level to the levels specified by level.

[image: Texto
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By values 

 

The[image: Image] method is used to sort Series by their values. The[image: Image] method is used to sort DataFrame by its column or row values according to By. The optional parameter[image: Image] can be used to specify one or more columns to use to determine the sort order.

[image: Texto, Carta
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The parameter[image: Image] can take a list of column names, for example:

[image: Imagen que contiene Texto
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These methods have a special treatment of NA values through the na_position argument :

[image: Image]

 

 

[image: Texto, Carta
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New in version 1.1.0.

Sort also supports a keyparameter that takes a callable function to apply to the values being sorted.

[image: Texto, Carta
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For DataFrame objects, the key is applied per column, so the key must still expect a Series and return a Series, e.g.

[image: Interfaz de usuario gráfica, Texto, Correo electrónico
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The name or type of each column can be used to apply different functions to different columns.

By indices and values 

Strings passed as a parameter by DataFrame.sort_values() may refer to columns or index level names.

[image: Texto
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[image: Forma
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Sort by 'second' (index) and 'A' (column)

[image: Texto

Descripción generada automáticamente]

Note

If a string matches a column name and an index level name, a warning is issued and the column takes precedence. This will result in an ambiguity error in a future version.


1.8 orderly search 



 

Series has the[image: Image] method, which works similarly to[image: Image] .

[image: Tabla
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1.9 smaller / larger values 



 

Series has nsmallest() and nlargest() methods that return the smallest or largest value. For a large number of Series, this can be much faster than sorting the entire series and requesting head(n)the result.

[image: Texto
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[image: Texto
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DataFrame also has the methods nlargesty .nsmallest

[image: Diagrama
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[image: Imagen que contiene Texto
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1.10 Sort by a MultiIndex column



 

You must be explicit about the sorting when the column is a multiple index and fully specify all levels for by.

[image: Texto, Carta
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1.11 Copying 



 

The[image: Image] method on pandas objects copies the underlying data (though not the axis indices, as they are immutable) and returns a new object. Note that it is rarely necessary to copy . For example, there are only a handful of ways to modify a DataFrame in place :


	Insert, delete or modify a column.

	Assignment to attributes indexo .columns

	For homogeneous data, by directly modifying the values through attribute values or advanced indexing.



 

To be clear, no pandas method has the side effect of modifying its data; almost all methods return a new object, leaving the original object intact. If the data is modified, it is because you did it explicitly.


1.12 types of DATA



 

For the most part, pandas uses[image: Image] and[image: Image] arrays for Series or individual columns of a[image: Image] provides support for[image: Image] (note that NumPy does not support dates and times with time zone recognition). [image: Image]

Pandas and third-party libraries extend the NumPy type system in some places. This section describes the extensions that pandas has made internally.

The following table lists all types of pandas extensions. For methods that require dtype arguments, strings can be specified as indicated. See the respective documentation sections for more information on each type.



	Data type

	Data type

	Climb

	Training

	Chain aliases





[image: Tabla
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Pandas has two ways of storing strings.


	[image: Image]which can contain any Python object, including strings.

	[image: Image]which is dedicated to chains.



 

In general, we recommend using StringDtype.

Finally, arbitrary objects can be stored using the objectdtype, but should be avoided as much as possible (for performance and interoperability with other libraries and methods). 

A convenient[image: Image] attribute for DataFrame returns an array with the data type of each column.

[image: Diagrama, Tabla
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On a Serieso object, use the dtype attribute.

[image: Image]

 

If a pandas object contains data with multiple data types in a single column, the data type of the column shall be chosen to accommodate all data types (objects being the most general).

[image: Texto, Carta
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The number of columns of each type in a DataFramese can be found by calling[image: Image] .

[image: Texto
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Numeric dtypes shall be propagated and may coexist in DataFrames. If a dtype is passed (either directly via the dtypekeyword, a pass or a pass), then it shall be preserved in DataFrame operations. Also, different numeric types will NOT be combined. The following example will give you a like.ndarraySeries

[image: Texto
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[image: Forma
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Default types

 

By default, integer types are[image: Image] and float types are[image: Image] , regardless of the platform (32-bit or 64-bit). All of the following will result in[image: Image] .

[image: Texto, Correo electrónico
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Note that Numpy will choose platform-dependent types when creating arrays. The following will result in a 32-bit int32 platform.

[image: Image]

 

upcasting 

 

Types can potentially be converted when combined with other types, meaning that they are promoted from the current type (e.g. inta float).

[image: Image]
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DataFrame.to_numpy() will return the lowest common denominator of the dtypes, i.e. the dtype that can accommodate ALL types in the resulting homogeneous NumPy array. This may force some upcasting.

[image: Image]

 

astype

 

You can use the[image: Image] method to explicitly convert dtypes from one to another. By default, they will return a copy, even if the dtype did not change (type[image: Image] to change this behaviour). Also, they will raise an exception if the astype operation is invalid.

[image: Image] is always in accordance with the rules of[image: Image] . If two different types of d are involved in an operation, then the more general one will be used as the result of the operation.

[image: Image]
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Convert a subset of columns to a specific type using[image: Image] .

[image: Texto
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Convert certain columns to a specific dtype by passing a dictionary to[image: Image] .

[image: Texto
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Note

When attempting to convert a subset of columns to a specific type using astype() and loc(), an upconversion occurs.

loc() attempts to fit in what we are assigning to the current dtypes, while it will overwrite them by taking the dtype on the right-hand side. Therefore, the following code fragment produces the undesired result.

[image: Texto
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object conversion

 

Pandas provides several functions to attempt to force the conversion of types from the objectdtype to other types. In cases where the data is already of the correct type, but is stored in an objectmatrix, the methods[image: Image] and[image: Image] can be used to perform a soft conversion to the correct type.

[image: Texto

Descripción generada automáticamente]

 

[image: Imagen que contiene Forma
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Because the data were transposed, the original inference stored all columns as infer_objects.

[image: Imagen que contiene Texto
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The following functions are available for arrays of one-dimensional or scalar objects to perform a complete conversion of objects to a specific type:

[image: Image] (conversion to numeric types)

[image: Imagen de la pantalla de un celular con texto e imagen
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[image: Image] (conversion to date and time objects)

[image: Texto

Descripción generada automáticamente con confianza media]

[image: Image] (conversion to timedelta objects)
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To force a conversion, we can pass an errorsargument, which specifies how pandas should deal with elements that cannot be converted to the desired type or object. By default,[image: Image] means that any errors encountered will be generated during the conversion process. However, if[image: Image] , these errors will be ignored and pandas will convert the problematic elements to[image: Image] (for datetime and timedelta) or np.nan(for numeric). This may be useful if you are reading data that is mostly of the desired type (e.g. numeric, datetime), but occasionally has non-conforming elements interspersed in it that you wish to represent as missing:

[image: Texto
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The errors parameter has a third option of errors='ignore', which will simply return the passed data if it encounters an error with the conversion to a desired data type:

[image: Image]
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Descripción generada automáticamente]

 

In addition to object conversion,[image: Image] provides another argument[image: Image] , which provides the option to down-convert new (or existing) numeric data to a smaller d-type, which can conserve memory:

[image: Tabla
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As these methods apply only to arrays, lists or one-dimensional scalars; they cannot be used directly on multidimensional objects such as DataFrames. However, with apply() we can "apply" the function on each column efficiently:

[image: Texto
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Selecting columns based on dtype

 

The method[image: Image] implements subsets of columns according to their dtype.

First, let's create a DataFrame with a bunch of different data types:
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And the types of data:

 

[image: Texto
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The[image: Image] method has two include and exclude parameters that allow you to say "give me the columns with these dtypes" ([image: Image] ) and/or "give me the columns without these dtypes" ( ).[image: Image]

For example, to select[image: Image] columns:
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You can also pass the name of a dtype in the NumPy dtype hierarchy:
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The[image: Image] method also works with generic dtypes.

For example, to select all numeric and Boolean columns and exclude unsigned integers:
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To select string columns, you must use the dtype object:

[image: Imagen que contiene Texto
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To see all the secondary dtypes of a generic dtype such as[image: Image] , you can define a function that returns a tree of secondary dtypes:
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All NumPy dtypes are subclasses of numpy.generic:

[image: Texto, Carta

Descripción generada automáticamente]
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Note

pandas also defines the types category, and , which are not integrated in the normal NumPy hierarchy and will not appear with the above function. [image: Image]

 

 




Chapter 6

INPUT / OUTPUT AND GENERAL FUNCTIONS IN PANDAS


2  




2.1 METHODS OF ENTRY/EXIT OF PANDAS



 

The pandas I/O API is a set of methods for reading files of different formats, typically returning a pandas object. The corresponding write functions are object methods that allow writing to files of different formats. A table containing the available file read and write functions is shown below.

 

[image: Tabla

Descripción generada automáticamente]

[image: Imagen de la pantalla de un celular

Descripción generada automáticamente con confianza media]

 


2.2 METHODS OF ENTRY OF PANDAS



 


2.2.1 Reading CSV text files



 

The[image: Image] method reads a comma-separated values (CSV) text file and transforms it into a DataFrame.

 

[image: Image]

 


2.2.2 Reading text files in table format



 

The method[image: Image] reads a general delimited text file as a table (DataFrame) and transforms it into a DataFrame.

 

[image: Image]

 


2.2.3 Reading fixed-width text files



 

The method[image: Image] reads a fixed-width text file and transforms it into a DataFrame.

 

[image: Image] 

 


2.2.4 Reading JSON text files



 

The method[image: Image] reads a text file in JSON format and transforms it into a DataFrame.

 

Example of reading a JSON string:
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Example of reading a JSON file:
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2.2.5 Reading HTML text files



 

The method[image: Image] reads a text file in HTML format and transforms it into a DataFrame.

 

Example of reading an HTML file:

 

[image: Image]

 

Example of reading a file in a url:
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2.2.6 Reading XML text files



 

The method[image: Image] reads a text file in XML format and transforms it into a DataFrame.

 

Example of reading an XML file:
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2.2.7 Reading EXCEL files



 

The method[image: Image] reads a text file in HTML format and transforms it into a DataFrame.

 

Supports the extensions[image: Image] and[image: Image] read from a local file system or URL. Supports an option to read a single sheet or a list of sheets.

 

Example of reading an Excel file:

 

[image: Image] 

 

Example of reading a specific sheet from an Excel file:

 

[image: Image] 

 

The Excel file can be read without headers and without column index.
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2.2.8 Reading STATA format text files



 

The method[image: Image] reads a file in STATA format and transforms it into a DataFrame.
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2.2.9 Reading SAS format files



 

The method[image: Image] reads a file in SAS format and transforms it into a DataFrame.

 

[image: Image] 

 


2.2.10 Reading files in SPSS format



 

The pandas.read_spss method reads a file in SPSS format and transforms it into a DataFrame.

 

[image: Image]

 


2.3 METHODS OF EXIT OF PANDAS



 


2.3.1 Writing CSV text files



 

The method[image: Image] writes the dataframe to a text file with comma-separated values (csv).
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2.3.2 Writing text files in table format



 

The method[image: Image] writes the dataframe as a table (DataFrame) and transforms it into a DataFrame.
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2.3.3 Reading fixed-width text files



 

The method[image: Image] writes the dataframe as a fixed-width text file.
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2.3.4 Writing JSON text files



 

The method[image: Image] writes the dataframe as a text file in JSON format.
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2.3.5 Writing HTML text files



 

The method[image: Image] writes the dataframe as a text file in HTML format.
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2.3.6 Writing XML text files



 

The method[image: Image] writes the dataframe as a text file in XML format.
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2.3.7 Writing EXCEL files



 

Example of writing an Excel file:
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Create, write and save a workbook:
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To specify the name of the sheet:
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If you want to write to more than one sheet in the workbook, you need to specify an ExcelWriter object:
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ExcelWriter can also be used to add to an existing Excel file:
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To configure the library used to write the Excel file, you can pass the engine keyword (the default engine is automatically chosen according to the file extension):
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2.3.8 Writing text files in STATA format



 

The method[image: Image] writes the dataframe to a file in STATA format.
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2.3.9 Writing files in SAS format



 

The method[image: Image] writes the dataframe to a file in SAS format.
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2.3.10 Writing files in SPSS format



 

The method[image: Image] writes the dataframe to a file in SPSS format.
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2.4 General functions IN PANDAS



Data manipulations 



	melt(marco[, id_vars, value_vars, var_name, ...])

	Remove the pivot from a DataFrame from wide to long format and optionally leave the identifiers set.




	pivot(data[, index, columns, values])

	Returns the reshaped DataFrame organised by given index/column values.




	pivot_table(data[, values, index, columns, ...])

	Create a spreadsheet-style pivot table as a DataFrame.




	crosstab(index, columns [, values, row names, ...])

	Calculate a simple cross-tabulation of two (or more) factors.




	cut(x, bins[, right, labels, retbins, ...])

	Bin values in discrete intervals.




	qcut(x, q[, labels, retbins, precision, ...])

	Discretisation function based on quantiles.




	merge(left, right[, how, on, left_on, left_on, ...])

	Combine DataFrame or named series objects with a database style combination.




	merge_ordered(left, right[, on, left_on, ...])

	Perform a combination of sorted data with optional fill/interpolation.




	merge_asof(left, right[, on, left_on, ...])

	Perform a combination by key distance.




	concat(objs[, axis, join, ignore_index, ...])

	Concatenate pandas objects along a particular axis with optional set logic along the other axes.




	get_dummies(data[, prefix, prefix_sep, ...])

	Convert the categorical variable into dummy/indicator variables.




	factorize(values[, sort, na_sentinel, size_hint])

	Encode the object as an enumerated type or a categorical variable.




	unique(values)

	Returns unique values based on a hash table.




	wide_to_long(df, stubnames, i, j[, sep, suffix])

	Remove the pivot from a DataFrame from wide to long format.





Missing data from higher level 



	isna(target)

	Detects missing values for an array-like object.




	isnull(target)

	Detects missing values for an array-like object.




	notna(target)

	Detect non-missing values for an array-like object.




	notnull(target)

	Detect non-missing values for an array-like object.





High-level handling of numerical data 



	to_numeric(arg[, errors, down])

	Converts the argument to a numeric type.





Top level handling with data similar to date and time 



	to_datetime(arg[, errors, first day, ...])

	Convert argument to date and time.




	to_timedelta(arg[, unit, errors])

	Convert the argument to timedelta.




	date_range([start, end, periods, frequency, tz, ...])

	Returns a fixed frequency DatetimeIndex.




	bdate_range([start, end, periods, frequency, tz, ...])

	Returns a fixed frequency DatetimeIndex, with business day as the default frequency.




	period_range([start, end, periods, frequency, name])

	Returns a fixed frequency PeriodIndex.




	timedelta_range([start, end, periods, frequency, ...])

	Returns a fixed frequency TimedeltaIndex, with day as the default frequency.




	infer_freq(index[, warn])

	Infer the most likely frequency given the input rate.





Higher level handling with interval data 



	interval_range([start, end, periods, frequency, ...])

	Returns a fixed frequency interval index.





High-level assessment 



	eval(expr[, parser, engine, truediv, ...])

	Evaluate a Python expression as a string using various backends.





hash 



	util.hash_array(vals[, encoding, hash_key, ...])

	Given a 1d matrix, return a deterministic integer matrix.




	util.hash_pandas_object(obj[, index, ...])

	Returns a hash of Index/Series/DataFrame data.





Test 



	test([additional_arguments])

	Run the pandas test suite using pytest.





Working with options 



	describe_option(bed[, _print_desc])

	Prints the description of one or more registered options.




	reset_option(even)

	Resets one or more options to their default value.




	get_option(even)

	Retrieves the value of the specified option.




	set_option(pat, value)

	Sets the value of the specified option.




	option_context(*arguments)

	Context manager to set options temporarily in the context of declaration with .





Testing functions 



	testing.assert_frame_equal(left right[, ...])

	Verify that the left and right data frames are the same.




	testing.assert_series_equal(left right[, ...])

	Check that the left and right series are equal.




	testing.assert_index_equal(left right[, ...])

	Check that the left and right indices are equal.




	testing.assert_extension_array_equal(left right)

	Verify that the left and right ExtensionArrays are the same.





Exceptions and caveats 



	errors.AbstractMethodError(instance_class[, ...])

	Generate this error instead of NotImplementedError for abstract methods while maintaining compatibility with Python 2 and Python 3.




	errors.AccessorRegistrationWarning

	Warning of attribute conflicts in the access descriptor record.




	errors.DtypeWarning

	Warning generated when reading different types of d in a column of a file.




	errors.DuplicateLabelError

	An error was generated when an operation would introduce duplicate labels.




	errors.EmptyDataError

	Exception that occurs in pd.read_csv (by C and Python engines) when empty data or headers are encountered.




	errors.InvalidIndexError

	An exception was thrown when trying to use an invalid index key.




	errors.IntCastingNaNError

	Generated by attempting an astype operation on an array with NaN to an integer type.




	errors.MergeError

	An error occurs when problems arise during merging due to problems with the input data.




	errors.NullFrequencyError

	An error is generated when a null frequency attribute is used in an operation that requires a non-zero frequency, in particular DatetimeIndex.shift , TimedeltaIndex.shift , PeriodIndex.shift .




	errors.NumbaUtilError

	An error was generated for unsupported Numba engine routines.




	errors.OptionError

	Exception for pandas.options, backwards compatible with KeyError checks.




	errors.OutOfBoundsDatetime

	 




	errors.OutOfBoundsTimedelta

	Generated when a timedelta value is encountered that cannot be represented as timedelta64[ns].




	errors.ParserError

	Exception caused by an error encountered while parsing the contents of the file.




	errors.ParserWarning

	Warning generated when reading a file that does not use the default 'c' parser.




	errors.PerformanceWarning

	Warning generated when there is a potential impact on performance.




	errors.UnsortedIndexError

	An error was generated when trying to get a portion of a MultiIndex, and the index was not sorted by lex.




	errors.UnsupportedFunctionCall

	An exception was raised when trying to call a numpy function on a pandas object, but the object does not support that function, e.g.





Functionality related to data types 



	api.types.union_categoricals(a_union[, ...])

	Combine the categories of list-type union of categorical type.




	api.types.infer_dtype

	Efficiently infers the type of a passed value, or a list-like array of values.




	api.types.pandas_dtype(type of d)

	Convert the entry into a single pandas type object or a numeric type object.





Introspection type D 



	api.types.is_bool_dtype(arr_or_dtype)

	Check if the array or data type provided is of a Boolean data type.




	api.types.is_categorical_dtype(arr_or_dtype)

	Check if an array type or dtype is of the categorical dtype.




	api.types.is_complex_dtype(arr_or_dtype)

	Check if the array or data type provided is of a complex data type.




	api.types.is_datetime64_any_dtype(arr_or_dtype)

	Check if the array or type of data provided is of date and time type64.




	api.types.is_datetime64_dtype(arr_or_dtype)

	Check if an array type or dtype is of type datetime64 dtype.




	api.types.is_datetime64_ns_dtype(arr_or_dtype)

	Check if the array or data type provided is of data type datetime64[ns].




	api.types.is_datetime64tz_dtype(arr_or_dtype)

	Check if an array type or dtype is of type DatetimeTZDtype.




	api.types.is_extension_type(above)

	(DEPRECATED) Check if an array is an instance of pandas extension class.




	api.types.is_extension_array_dtype(arr_or_dtype)

	Check if an object is a pandas extension array type.




	api.types.is_float_dtype(arr_or_dtype)

	Check if the array or data type provided is of floating type.




	api.types.is_int64_dtype(arr_or_dtype)

	Check whether the array or data type provided is of data type int64.




	api.types.is_integer_dtype(arr_or_dtype)

	Check if the provided array or d type is an integer d type.




	api.types.is_interval_dtype(arr_or_dtype)

	Check if an array type or dtype is of interval type.




	api.types.is_numeric_dtype(arr_or_dtype)

	Check if the array or data type provided is of a numeric data type.




	api.types.is_object_dtype(arr_or_dtype)

	Check whether an array type or dtype is of object type.




	api.types.is_period_dtype(arr_or_dtype)

	Check if an array type or dtype is of the period type.




	api.types.is_signed_integer_dtype(arr_or_dtype)

	Check whether the provided array or d-type is a signed integer d-type.




	api.types.is_string_dtype(arr_or_dtype)

	Check if the provided array or string type is of type string.




	api.types.is_timedelta64_dtype(arr_or_dtype)

	Check if an array type or dtype is of type timedelta64 dtype.




	api.types.is_timedelta64_ns_dtype(arr_or_dtype)

	Check if the array or data type provided is of data type timedelta64[ns].




	api.types.is_unsigned_integer_dtype(arr_or_dtype)

	Check if the provided array or d-type is an unsigned integer d-type.




	api.types.is_sparse(above)

	Check whether an array is a sparse array of 1-D pandas.





Iterable introspection 



	api.types.is_dict_like(target)

	Check if the object is similar to a dictation.




	api.types.is_file_like(target)

	Check if the object is a file-like object.




	api.types.is_list_like

	Check if the object is similar to a list.




	api.types.is_named_tuple(target)

	Check if the object is a named tuple.




	api.types.is_iterator

	Check if the object is an iterator.





Scalar Introspection 



	api.types.is_bool

	Returns True if the given object is boolean.




	api.types.is_categorical(above)

	Check whether an array type is a categorical instance.




	api.types.is_complex

	Returns True if the given object is complex.




	api.types.is_float

	Returns True if the given object is a float.




	api.types.is_hashable(target)

	Returns True if hash(obj) succeeds, False otherwise.




	api.types.is_integer

	Returns True if the given object is an integer.




	api.types.is_interval

	 




	api.types.is_number(target)

	Checks if the object is a number.




	api.types.is_re(target)

	Check if the object is a regular expression pattern instance.




	api.types.is_re_compilable(target)

	Check if the object can be compiled into a regular expression pattern instance.




	api.types.is_scalar

	Returns True if the given object is a scalar.





 


2.5 EXAMPLES WITH FUNCTIONS
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The column names 'variable' and 'value' can be customised:
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The original index values can be kept around:

[image: Logotipo

Descripción generada automáticamente con confianza baja]
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If you have multiple index columns:
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You can also assign a list of column names or a list of index names.
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A ValueError is generated if there are duplicates.
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Note that the first two rows are the same for our index and column arguments.
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This first example aggregates values by taking the sum.
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We can also fill in missing values using the fill_value parameter.
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The following example is aggregated by taking the average of several columns.
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We can also calculate multiple types of aggregations for any given value column.
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Combine df1 and df2 in the lkey and rkey columns. The value columns have the default suffixes, _x and _y, attached.
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Combine DataFrames df1 and df2 with the specified left and right suffixes attached to the overlapping columns.
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Combine DataFrames df1 and df2, but generate an exception if the DataFrames have overlapping columns.
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We can also use indexed data frames.
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Here is an example of a real-world time series
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By default we are taking the asof of the inverted commas
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We only calculate within 2 ms between the quotation time and the trading time.

[image: Tabla

Descripción generada automáticamente]

 

We only calculate within 10 ms between the quote time and the trade time and exclude exact matches in time. However, the above data will be propagated forward.
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Delete the existing index and reset it in the result by setting the ignore_indexoption to True.
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Add a hierarchical index at the outermost level of the data with the keys option.
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Label the index keys you create with the namesoption.
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Combines two DataFrameobjects with identical columns.
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Combine DataFrameobjects with overlapping columns and return all. Columns outside the intersection shall be filled with NaNvalues.
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Combine DataFrameobjects with overlapping columns and return only those that are shared by passing them inneral joinargument keyword.
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Combine DataFrameobjects horizontally along the x-axis by passing axis=1.
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Prevent the result from including duplicate index values with the verify_integrity option.
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2.6 Statistical functions 



Percentage change 

Series and DataFramethave a method[image: Image] to calculate the percentage change over a given number of periods (using fill_method to fill in the NA/null values before calculating the percentage change).
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Covariance 

[image: Image] can be used to calculate the covariance between series (excluding missing values).
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Similarly,[image: Image] to calculate the pairwise covariances between the series in the DataFrame, also excluding NA/zero values.

Assuming that missing data are missing at random, this results in an estimate of the covariance matrix that is unbiased. However, for many applications, this estimate may not be acceptable because the estimated covariance matrix is not guaranteed to be positive semidefinite. This could lead to estimated correlations with absolute values greater than one and/or a non-invertible covariance matrix.
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[image: Image] also supports an optional min_periods keyword which specifies the minimum number of observations required for each pair of columns to have a valid result.
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Correlation 

Correlation can be calculated using the corr()method. Using the method parameter, several methods are provided to calculate correlations:



	Name of the method

	Description




	pearson (default)

	Standard correlation coefficient




	kendall

	Kendall Tau correlation coefficient




	spearman

	Spearman rank correlation coefficient





 

All of these are currently calculated using full pairwise observations. 
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Note that non-numeric columns will be automatically excluded from the correlation calculation.
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The argument method may also be callable for a generic correlation calculation. In this case, it should be a single function that produces a single value from two ndarray entries. Suppose we wanted to calculate the correlation based on the histogram intersection:
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A related corrwith() method is implemented in DataFrame to calculate the correlation between Series with similar tags contained in different DataFrame objects.
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Data classification 

The rank() method produces a ranking of data with links that are assigned the average of the (default) rankings for the group:
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[image: Image] is also a DataFrame method and can sort rows ([image: Image] ) or columns ([image: Image] ). NaNvalues are excluded from sorting.
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Rank optionally takes an ascending parameter which defaults to true; when false, the data is sorted inversely, and larger values are assigned to a smaller rank.

Ranka supports different tie-breaking methods, specified with the method parameter:

average: average rank of the tied group

min: lowest rank in the group

max: highest rank in the group

first: ranks assigned in the order in which they appear in the matrix
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3.1 Graphical display 



 

This chapter covers the basics in pandas to easily create decent looking visualisations. 

We start by importing the matplotlib library
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Basic layout: plot

 

The basic method for plotting in Series and DataFrame is[image: Image] which is just a simple wrapper[image: Image] :
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If the index consists of dates, call[image: Image] to try to format the x-axis correctly as above.

In DataFrame,[image: Image] it is convenient to draw all columns with labels:
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You can plot one column against another using the x and y keywords in plot():
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Layout styles

 

The plot methods allow a handful of plot styles other than the default line plot. These methods can be provided as the keyword kind argument to plot() and include:


	[image: Image]' or[image: Image] ' for bar charts

	[image: Image] for histogram

	[image: Image] for box diagram

	[image: Image] o[image: Image] for density diagrams

	[image: Image] for area plots

	[image: Image]' for scatter diagrams

	[image: Image] for hexagonal container diagrams

	[image: Image] for circular diagrams



 

For example, a bar chart can be created as follows:
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You can also create these other charts using the methods[image: Image] instead of providing the[image: Image] keyword argument. This makes it easier to discover the plotting methods and the specific arguments they use:
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In addition there are the methods DataFrame.hist() and DataFrame.boxplot() , which use a separate interface.

Finally, there are several pandas.plotting functions that take Series or DataFrame as an argument. These include:


	Dispersion matrix

	Andrews curves

	Parallel coordinates

	Delay graph

	Autocorrelation chart

	Bootstrap diagram

	RadViz



 

Diagrams can also be embellished with error bars or tables.

Bar charts 

 

For labelled data other than time series, you may want to generate a bar chart:
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Calling the method of a DataFrame plot.bar() produces a multiple bar chart:
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To produce a stacked bar chart, specify stacked=True:

[image: Image][image: ../_images/bar_plot_stacked_ex.png]

To obtain horizontal bar charts, use the barh method:
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Histograms 

 

Histograms can be drawn using the methods[image: Image] and . [image: Image]
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A histogram can be stacked using[image: Image] . The size of the container can be changed using the keyword  [image: Image]
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You can pass other keywords supported by matplotlib[image: Image] . For example, horizontal and cumulative histograms can be drawn using [image: Image][image: Image] .
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DataFrame.hist can still use the existing interface to plot the histogram.
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[image: Image] plots the histograms of the columns in several sub-plots:

[image: Texto

Descripción generada automáticamente con confianza media]

[image: ../_images/frame_hist_ex.png]

 

The keyword[image: Image] can be specified to plot grouped histograms:

[image: Texto

Descripción generada automáticamente]

[image: ../_images/grouped_hist.png]

In addition, the by-keyword can also be specified at[image: Image] .

Changed in version 1.4.0.

[image: Texto, Carta

Descripción generada automáticamente]

[image: ../_images/grouped_hist_by.png]

Box diagrams 

 

Boxplot can be plotted using the methods[image: Image] ) and[image: Image] , or[image: Image] to visualise the distribution of values within each column.

For example, here is a box plot representing five trials of 10 observations of a uniform random variable at [0,1).

[image: Texto

Descripción generada automáticamente con confianza media]

[image: ../_images/box_plot_nuevo.png]

The boxplot can be coloured by passing the keyword[image: Image] . You can pass other keys such as[image: Image] and[image: Image] . If these keys are missing, the corresponding default colours are used. In addition,[image: Image] has the keyword[image: Image] for specifying styles. 

When you pass arguments through a keyword[image: Image] , boxes, whiskers and medians will be coloured in the box plot.

The colours are applied to all boxes to be drawn.

[image: Texto, Carta

Descripción generada automáticamente]

[image: ../_images/box_new_colorize.png]

In addition, you can pass other keywords supported by matplotlib[image: Image] . For example, horizontal and custom position box plots can be drawn using[image: Image] and[image: Image] .

[image: Image][image: ../_images/box_new_kwargs.png]

The existing interface[image: Image] can still be used to draw box plots.

[image: Imagen que contiene Texto

Descripción generada automáticamente]

[image: ../_images/box_plot_ex.png]

You can create a layered boxplot by using the keyword argument by to create clusters. For example,

[image: Texto
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[image: ../_images/box_plot_ex2.png]

You can also pass a subset of columns to plot, as well as group by multiple columns:

[image: Texto
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[image: ../_images/box_plot_ex3.png]

You can also create groupings with[image: Image] , for example:

Changed in version 1.4.0.

[image: Image]

 

[image: Texto
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[image: ../_images/box_plot_ex4.png]

At[image: Image] the return type can be controlled with the keyword[image: Image] . We have the following options



	return_type

	faceted

	Output type




	[image: Image]

	No

	axes




	[image: Image]

	Yes

	2-D ndarray of axes




	[image: Image]

	No

	axes




	[image: Image]'

	Yes

	series of axes




	[image: Image]

	No

	artists' dictation




	[image: Image]

	Yes

	Artist dictation series




	[image: Image]

	No

	named tuple




	[image: Image]

	Yes

	Series of named tuples





 

Groupby.boxplot always returns a return_type series.

[image: Texto, Carta
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[image: Texto
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[image: ../_images/boxplot_groupby.png]

 

The sub-plots above are divided first by the numeric columns and then by the value of the gcolumn. Below, the sub-plots are divided first by the value of g and then by the numeric columns.

[image: Image][image: ../_images/groupby_boxplot_vis.png]

Area charts 

 

You can create area charts with[image: Image] and[image: Image] . Area charts are stacked by default. To produce a stacked area chart, each column must have all positive or negative values.

When the input data contains NaN, it will be automatically populated with 0. If you want to discard or populate with different values, use[image: Image] or[image: Image] before calling [image: Image]

[image: Texto

Descripción generada automáticamente con confianza baja]

[image: ../_images/area_plot_stacked.png]

To produce an unstacked frame, pass[image: Image] . The alpha value is set to 0.5 unless otherwise specified:

[image: Image][image: ../_images/area_plot_unstacked.png]

Scatter diagram 

 

The scatter diagram can be drawn using the method[image: Image] . The scatter diagram requires numerical columns for the x and y axes. These can be specified using the x and y keywords.

[image: Texto, Carta
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[image: ../_images/scatter_plot.png]

 

To plot several groups of columns on a single axis, repeat the plot method by specifying target ax. It is recommended to specify colour and label keywords to distinguish each group.

[image: Imagen que contiene Carta

Descripción generada automáticamente]

[image: ../_images/scatter_plot_repeated.png]

 

The keyword c can be given as the name of a column to provide colours for each point:

[image: Image][image: ../_images/scatter_plot_colored.png]

 

If a categorical column is passed to c, a discrete colour bar will be produced:

New in version 1.3.0.

[image: Image]

[image: ../_images/scatter_plot_categorical.png]

 

You can pass other keywords supported by[image: Image] . The following example shows a bubble chart using a column of[image: Image] as the bubble size.

[image: Image][image: ../_images/scatter_plot_bubble.png]

 

Hexagonal bin chart 

 

You can create hexbin charts with[image: Image] . Hexbin charts can be a useful alternative to scatter plots if your data is too dense to plot each point individually.

[image: Texto
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[image: ../_images/hexbin_plot.png]

 

A useful keyword argument is gridsize; it controls the number of hexagons in the x-direction and the default value is 100.

By default, a histogram of the counts around each point is calculated. You can specify alternative aggregations by passing values to the arguments and . specifies the value at each point and is a function of an argument that reduces all values in a container to a single number (e.g. , , , , , ). 

[image: Texto
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[image: ../_images/hexbin_plot_agg.png]

Pie charts

 

You can create a pie chart with[image: Image] or[image: Image] . If your data includes any NaN, it will be automatically filled with 0.

[image: Texto

Descripción generada automáticamente con confianza media]

[image: ../_images/series_pie_plot.png]

For pie charts, it is best to use square figures, i.e. a figure aspect ratio of 1. You can create the figure with the same width and height, or force the aspect ratio to be the same after plotting.

Note that the pie chart with DataFrame requires you to specify a target column by the argument y or[image: Image] . When y is specified, the pie chart for the selected column will be drawn. If[image: Image] is specified, the pie charts for each column are drawn as subcharts. A legend will be drawn on each pie chart by default; specify[image: Image] to hide it.

[image: Texto

Descripción generada automáticamente]

[image: ../_images/df_pie_plot.png]

You can use keywords and[image: Image] to specify the labels and colours for each wedge.

[image: Texto

Descripción generada automáticamente]

[image: Image]

 

If it passes values whose sum total is less than 1.0, matplotlib draws a semicircle.

[image: Imagen que contiene Texto

Descripción generada automáticamente][image: Image]

Plot with missing data 

 

Pandas tries to be pragmatic about plotting DataFrames or Series containing missing data. Missing values are removed, omitted or filled in depending on the type of chart.



	Type of chart

	NaN management




	Line

	Leaving gaps in NaNs




	Line (stacked)

	fill 0




	Bar

	fill 0




	Dispersion

	Release NaN




	Histogram

	Release NaNs (in columns)




	Box

	Release NaNs (in columns)




	Area

	fill 0




	WHERE

	Release NaNs (in columns)




	hexbin

	Release NaN




	Cake

	fill 0





 

If any of these defaults are not what you want, or if you want to be explicit about how missing values are handled, consider using[image: Image] before plotting.

Plotting tools 

 

These functions can be imported from pandas.plotting and take a Series or DataFrame as argument.

Scatter matrix diagram 

 

You can create a scatter plot matrix using the scatter_matrix method in pandas.plotting:

[image: Texto
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[image: Image]

Density graph 

 

You can create density diagrams using the methods[image: Image] and  [image: Image]

[image: Imagen que contiene Texto

Descripción generada automáticamente][image: ../_images/kde_plot.png]

Andrews Curves 

 

Andrews curves allow multivariate data to be plotted as a large number of curves that are created using the attributes of the samples as coefficients for the Fourier series. By colouring these curves differently for each class, it is possible to visualise the clustering of data. Curves belonging to samples of the same class will normally be closer together and form larger structures.

[image: Texto

Descripción generada automáticamente con confianza media]

[image: ../_images/andrews_curves.png]

Parallel coordinates 

 

Parallel coordinates are a plotting technique for plotting multivariate data. Parallel coordinates allow you to see clusters in the data and to estimate other statistics visually. Using parallel coordinates, points are represented as connected line segments. Each vertical line represents an attribute. A set of connected line segments represents a data point. Points that tend to cluster together will appear closer together.

[image: Texto

Descripción generada automáticamente]

[image: ../_images/coordenadas_paralelas.png]

Delay graph 

 

Delay diagrams are used to verify whether a data set or time series is random. Random data must not exhibit any structure in the lag diagram. Non-random structure implies that the underlying data is not random. The lagargument can be passed, and when lag=1 plot is essentially [image: Image]

[image: Texto
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[image: ../_images/lag_plot.png]

 

Autocorrelation graph 

 

Autocorrelation plots are often used to test for randomness in time series. This is done by calculating autocorrelations for data values at different time lags. If the time series is random, such autocorrelations should be close to zero for each and every time lag separation. If the time series is non-random, one or more of the autocorrelations will be significantly different from zero. The horizontal lines shown in the graph correspond to 95 % and 99 % confidence bands. The dashed line is a 99% confidence band. 

 

[image: Interfaz de usuario gráfica, Texto, Aplicación, Correo electrónico
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[image: ../_images/autocorrelation_plot.png]

 

Boostraping diagram 

 

Boostraping plots are used to visually assess the uncertainty of a statistic, such as mean, median, mean range, etc. A random subset of a specified size is selected from a data set, the statistic in question is calculated for this subset, and the process is repeated a specified number of times. The resulting graphs and histograms are what constitute the bootstrap plot.

[image: Texto
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[image: ../_images/bootstrap_plot.png]

 

RadViz 

 

RadViz is a way to visualise multi-variable data. It is based on a simple spring tension minimisation algorithm. Basically you set up a bunch of points in a plane. In our case, they are equally spaced on a unit circle. Each point represents a single attribute. Then you simulate that each sample in the dataset is attached to each of these points by a spring, whose stiffness is proportional to the numerical value of that attribute (they are normalised to the unit interval). The point in the plane, where our sample sits (where the forces acting on our sample are in equilibrium) is where a point representing our sample will be drawn. Depending on which class that sample belongs to, it will be coloured differently. See the R Radviz package for more information.

[image: Texto

Descripción generada automáticamente]

[image: ../_images/radviz.png]

 

Plotting directly with matplotlib 

 

In some situations, it may be preferable or necessary to prepare graphs directly with matplotlib, for example when pandas does not (yet) support certain graph type or customisation. Seriesand DataFrame objects behave like arrays and can therefore be passed directly to matplotlib functions without explicit conversions.

Pandas also automatically registers formatters and locators that recognise date indexes, thus extending date and time support to virtually all chart types available in matplotlib. While this format does not provide the same level of refinement that you would get when plotting through pandas, it can be faster when plotting a large number of points.

[image: Interfaz de usuario gráfica, Texto, Aplicación, Correo electrónico
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[image: Texto
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[image: ../_images/bollinger.png]

 

 

 




Chapter 8

MISING DATA PROCESSING IN PANDAS


4  




4.1 Working with missing data 



 

This chapter deals with missing values (also known as NA) in pandas. The choice to use NaN ([image: Image] ) internally to indicate missing data is largely for reasons of simplicity and performance.

As data comes in many shapes and forms, pandas aims to be flexible with respect to handling missing data. While NaN is the default missing value marker for reasons of convenience and computational speed, we should be able to easily detect this value with data of different types: floating point, integer, boolean and general object.

Note

If you want to consider inf and -infs er "NA" in the calculations, you can configure[image: Image] .

[image: Texto
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[image: Tabla

Descripción generada automáticamente]

 

To facilitate the detection of missing values (and in different types of arrays), pandas provides the functions[image: Image] and[image: Image] , which are also methods on Series and DataFrame objects:

[image: Texto
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[image: Tabla
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[image: Interfaz de usuario gráfica
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Integer d types and missing data 

 

Because NaN is a float, a column of integers with even one missing value becomes a floating point dtype. pandas provides an array of nullable integers, which can be used by explicitly requesting the dtype:

[image: Imagen que contiene Texto

Descripción generada automáticamente]

 

Alternatively, you can use the string alias dtype='Int64' (note the capital "I").

See Nullable integer data type for more information.

Dates and times 

 

For[image: Image] types, NaT represents missing values. This is a pseudo-native sentinel value that can be represented by NumPy in a singular dtype ([image: Image] ). Pandas objects provide compatibility between NaT and NaN.

[image: Tabla
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[image: Una captura de pantalla de un celular
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Insert missing data 

 

You can insert missing values by simply assigning them to containers. The actual missing value used shall be chosen according to the type of d.

For example, numeric containers shall always be used NaN regardless of the type of missing value chosen:

[image: Texto
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Similarly, date and time containers will always use NaT.

For object containers, pandas will use the given value:

[image: Imagen que contiene Gráfico
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[image: Forma
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Calculations with missing data 

Missing values are naturally propagated through arithmetic operations between pandas.

[image: Imagen de la pantalla de un celular de un mensaje en letras negras

Descripción generada automáticamente con confianza baja]

 

The descriptive statistics and computational methods discussed in the overview of the data structure (and listed here and here) are all written to account for missing data. For example:


	When aggregating data, NA (missing) values shall be treated as zero.

	If all data are NA, the result will be 0.

	Accumulative methods like[image: Image] and [image: Image] which ignore NA values by default, but retain them in the resulting arrays. To override this behaviour and include NA values, use[image: Image] .



 

[image: Texto

Descripción generada automáticamente]

Sum/product of gaps/nans 

The sum of an empty or totally NA series or column of a data frame is 0.

[image: Image]

 

The product of an empty or totally NA series or column of a data frame is 1.

[image: Imagen que contiene Texto

Descripción generada automáticamente]

NA values on GroupBy 

NA groups at[image: Image] are automatically excluded. This behaviour is consistent with R, for example:

[image: Texto

Descripción generada automáticamente]

 

See the groupby section here for more information.


4.2 Clean/IMPUTE missing data



 

Panda objects are equipped with various data manipulation methods to deal with missing data.

Allocate missing values: [image: Image] 

 

The[image: Image] method can "populate" NA values with non-NA data in a couple of ways, which we illustrate:

Replace NA with a scalar value

[image: Tabla
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Impute missing data forward or backward

Using the same padding arguments as reindexing, we can propagate non-NA values forward or backward:

[image: Texto
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Limit the amount of the imputation

If we only want consecutive blanks to be filled up to a certain number of data points, we can use the keyword limit:

[image: Texto
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As a reminder, these are the filling methods available:



	Method

	Action




	cushion / padding

	Fill values forward




	bfill / filling

	Fill values backwards





With time series data, the use of padding/filling is extremely common so that the "last known value" is available at each time point.

ffill() is equivalent to[image: Image] and[image: Image] is equivalent to [image: Image]

Charging with a [image: Image]

You can also fill using a dict or Series that is alignable. The labels of the dict or index of the Series must match the columns of the frame you want to fill. The use case for this is to fill a DataFrame with the average of that column.

[image: Tabla
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[image: Texto, Tabla
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Same result as above, but you are aligning the 'fill' value which is a series in this case.

[image: Texto, Tabla
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Removal of axis labels with missing data: [image: Image] 

You may simply want to exclude tags from a dataset that refer to missing data. To do this, use [image: Image]:

 

[image: Tabla
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An equivalent to[image: Image] is available for Series. 

Interpolation 

Both Series and DataFrame objects allow interpolation with the method[image: Image] , by default interpolation at missing data points is linear.

[image: Imagen que contiene Texto
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[image: Texto
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[image: ../_images/series_before_interpolate.png]

[image: Image]

[image: ../_images/series_interpolate.png]

[image: Tabla

Descripción generada automáticamente]

 

For a floating point index, use[image: Image] :

 

[image: Texto
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You can also interpolate with a DataFrame:

 

[image: Tabla
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If[image: Image] is installed, there is access to other interpolation methods. 

[image: Tabla
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When interpolating by a polynomial or spline approximation, you must also specify the degree or order of the approximation:

[image: Interfaz de usuario gráfica, Texto
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[image: Forma
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To compare various methods, we could do the following:

[image: Texto, Correo electrónico
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[image: ../_images/comparar_interpolaciones.png]

Another use case is interpolation into new values. Suppose you have 100 observations from some distribution. 

[image: Texto
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Interpolation limits 

Like other pandas fill methods, interpolate() accepts a limit argument. Use this argument to limit the number of consecutiveNaN values filled since the last valid observation:

[image: Texto, Carta
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[image: Texto, Carta
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By default, NaN values are populated in a forward direction. Use the limit_direction parameter to fill as backward or from both directions.

[image: Texto, Carta
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[image: Texto, Carta
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By default, NaN values are populated whether they are inside (surrounded by) existing valid values or outside existing valid values. The parameter[image: Image] restricts the filling to inside or outside values.

[image: Texto, Carta
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[image: Texto
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Replacing generic values 

 

Often we want to replace arbitrary values with other values.

The[image: Image] in Series and DataFrame method provides an efficient but flexible way to perform such replacements.

For a Series, you can replace a single value or a list of values with another value:

[image: Texto
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You can replace a list of values with a list of other values:

[image: Imagen que contiene Texto
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You can also specify a mapping dictionary:

[image: Imagen que contiene Texto
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For a DataFrame, you can specify individual values per column:

[image: Texto
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Instead of replacing with specific values, you can treat all given values as missing and interpolate them:

[image: Imagen que contiene Texto
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String/regular expression replacement

 

Replace '.' with NaN (string -> string):

[image: Texto, Carta
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Now do it with a regular expression that removes the surrounding whitespace (regex -> regex):

[image: Imagen que contiene Texto
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Replace some different values (list -> list):

[image: Imagen que contiene Interfaz de usuario gráfica
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list of regular expressions -> list of regular expressions:

[image: Imagen que contiene Interfaz de usuario gráfica
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Just look in column 'b'(dict -> dict):

[image: Imagen que contiene Interfaz de usuario gráfica
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Same as the previous example, but use a regular expression to search instead (dict of regex -> dict):

[image: Texto
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You can pass in nested dictionaries of regular expressions that 

[image: Imagen que contiene Texto
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Alternatively, you can pass the nested dictionary like this:

[image: Imagen que contiene Texto
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You can also use the group of a regular expression match by replacing (dict of regex -> dict of regex), this also works for lists.

[image: Texto
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You can pass a list of regular expressions, of which those that match will be replaced by a scalar (list of regular expressions -> regular expressions).

[image: Texto
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All regular expression examples can also be passed with the to_replaceargument as regexargument. In this case, the value argument must be explicitly passed by name or regexmust be a nested dictionary. The above example, in this case, would then be:

[image: Texto, Carta
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This can be convenient if you don't want to pass regex=Truec every time you want to use a regular expression.

Note

Wherever in the above replaceexamples you see a regular expression, a compiled regular expression is also valid.

Numerical replacement 

The replace() method is similar to[image: Image] .

[image: Texto
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It is possible to replace more than one value by passing a list.

[image: Texto
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You can also operate on the DataFrame instead:

[image: Image]

[image: Image] 

 

[image: Image] implements the NumPy protocol. Most ufuncs work with NA, and generally return NA:

[image: Forma
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Warning

Currently,[image: Image] involves a[image: Image] and NA will return an object type filled with NA values.

[image: Imagen que contiene Diagrama
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The return type here may change to return a different type of array in the future.

Conversion 

If you have a DataFrame or Series that uses traditional types that have missing data represented using np.nan, there are convenient methods such as[image: Image] on Series and[image: Image] on DataFrames that can convert data to use the newer dtypes for integers, strings and booleans listed here. 

In this example, the types of all columns are changed and the results for the first 10 columns are shown.

[image: Texto
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5.1 Scaling to large datasets 



 

Pandas provides data structures for in-memory analysis, which makes using pandas to analyse datasets that are larger than in-memory datasets somewhat complicated. Even datasets that are a considerable fraction of memory become difficult to handle, as some pandas operations need to make intermediate copies.

This document provides some recommendations for scaling your analysis to larger datasets. It is a companion to Improving Performance, which focuses on speeding up the analysis of datasets that fit in memory.

But first, it is worth considering when not to use pandas. Pandas is not the right tool for every situation. If you are working with very large datasets and a tool like PostgreSQL fits your needs, then you should probably use it. Assuming you want or need the expressiveness and power of pandas, let's move on.

First we import the pandas and numpy libraries.

[image: Image]

Upload less data 

Suppose our raw data set on disk has many columns:

[image: Tabla
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[image: Image]

 

To load the columns we want we have two options. Option 1 loads all the data and then filters according to what we need.

[image: Image]

[image: Tabla
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Option 2 only loads the columns we requested.

[image: Tabla
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If we were to measure the memory usage of the two calls, we would see that specifying columns would use approximately 1/10 of the memory in this case.

With[image: Image] , you can specify in usecols to limit the columns that are read into memory. Not all file formats that pandas can read offer an option to read a subset of columns.

Using efficient data types 

 

The default pandas data types are not the most memory efficient. This is especially true for columns of text data with relatively few unique values (commonly known as "low cardinality" data). By using more efficient data types, you can store larger data sets in memory.

[image: Tabla
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Now, let's inspect the data types and memory usage to see where we should focus our attention.

[image: Texto, Carta
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The name column takes up much more memory than any other column. It only has a few unique values, so it is a good candidate for conversion to a Categorical file. With a Categorical, we store each unique name once and use space-saving integers to know which specific name is used in each row.

[image: Texto, Carta
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We can go a step further and reduce the numeric columns to their smallest types using[image: Image] .

[image: Texto
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In total, we have reduced the memory footprint of this dataset to 1/5 of its original size.

Use fragmentation 

Some workloads can be achieved with fragmentation: split a big problem like "convert this directory from CSV to Parquet" into a bunch of small problems ("convert this single CSV file into a Parquet file. Now repeat that for each file in this directory. "). As long as each chunk fits in memory, you can work with datasets that are much larger than memory.

Note

Fragmentation works well when the operation you are performing requires no or minimal coordination between fragments. For more complicated workflows, it is better to use another .

Suppose we have an even larger "logical dataset" on disk that is a directory of parquet files. Each file in the directory represents a different year of the entire dataset.

[image: Texto
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We will now implement an out-of-core value_counts. The maximum memory usage of this workflow is the largest chunk, plus a small series that stores the unique value counts up to this point. As long as each individual file fits in memory, this will work for data sets of arbitrary size.

 

[image: Texto
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Some readers, such as[image: Image] , offer parameters to control the chunksizereading of a single file.

Manual chunking is a good option for workflows that do not require very sophisticated operations. Some operations, such as groupby, are much more difficult to perform piecewise. In these cases, it is better to switch to a different library that implements these algorithms outside the kernel for you.

Using other libraries 

Pandas is just one library that provides a DataFrame API. Due to its popularity, the Pandas API has become a kind of standard that other libraries implement. The Pandas documentation maintains a list of libraries that implement a DataFrame API on our ecosystem page.

For example Dask , which is a parallel computing library, has[image: Image] , a pandas-like API for working with larger-than-memory datasets in parallel. Dask can use multiple threads or processes on a single machine, or a cluster of machines to process data in parallel.

We will import[image: Image] and notice that the API feels similar to pandas. We can use Dask's[image: Image] function, but we provide a global string of files to read.

[image: Tabla
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Upon inspection of the ddfobject, we see a few things.


	There are familiar attributes such as[image: Image] and [image: Image]

	There are familiar methods such as[image: Image] , etc.

	There are new attributes such as[image: Image] and [image: Image]



 

Partitions and splits are the way Dask parallelises the computation. A[image: Image] is made up of many pandas DataFrames. A single method call on a Dask DataFrame ends up making many pandas method calls, and Dask knows how to coordinate everything to get the result.

[image: Texto
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One big difference: the dask.dataframe API is lazy. If you look at the above replay, you'll notice that the values don't actually print; only the column names and types of d. That's because Dask hasn't read the data yet. Instead of executing immediately, doing operations generates a task graph.

[image: Texto
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Each of these calls is instantaneous because the result is not yet calculated. We're just creating a list of calculations to do when someone needs the result. Dask knows that the return type of a pandas.series.value_counts is a pandas series with a certain type and a certain name. 

Then, the Dask version returns a Dask series with the same type of d and the same name.

To get the actual result, you can call .[image: Image] .

 

[image: Texto
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At that point, you get the same thing you would get with pandas, in this case, a concrete set of pandas with the count of each one named.

The .compute call causes the complete task chart to be executed. This includes reading the data, selecting the columns and doing the value_counts. The execution is done in parallel whenever possible, and Dask tries to keep the overall memory footprint small. It can work with datasets that are much larger than memory, as long as each partition (a normal pandas data frame) fits in memory.

By default, dask.dataframe operations use a cluster of threads to perform operations in parallel. We can also connect to a cluster to distribute the work across many machines. In this case, we will connect to a local "cluster" composed of several processes on this single machine.

[image: Texto, Carta
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Once[image: Image] is created, all Dask computation will be performed on the cluster (which are just processes in this case).

Dask implements the most commonly used parts of the pandas API. For example, we can do a family groupby aggregation.

[image: Texto
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Clustering and aggregation takes place outside the core and in parallel.

When dask knows the divisions of a dataset, certain optimisations are possible. When reading parquet datasets written by dask, the divisions will be known automatically. In this case, since we create the parquet files manually, we must provide the divisions manually.

[image: Tabla
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Now we can do things like fast random access with .loc.

[image: Tabla
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Dask knows that he only needs to look at the third partition to select values in 2002. He does not need to look at any other data.

Many workflows involve a large amount of data and process it in a way that reduces the size to something that fits in memory. In this case, we will resample to the daily frequency and take the average. Once we've taken the average, we know that the results fit in memory, so we can safely call compute without running out of memory. At that point, it's just a normal pandas object.

[image: Image]

[image: ../_images/dask_resample.png]

All of these Dask examples have been realised using multiple processes on a single machine. Dask can be deployed in a cluster to scale to even larger datasets.

 

 




 

Chapter 10.

ADVANCED INDEXING


6  




6.1 MultiIndex / advanced indexing 



 

This chapter covers indexing with MultiIndex and other advanced indexing features.

 


6.1.1 Hierarchical indexing (MultiIndex) 



 

Hierarchical/multilevel indexing is very exciting, as it opens the door to some pretty sophisticated data analysis and manipulations, especially for working with higher dimensional data. In essence, it allows you to store and manipulate data with an arbitrary number of dimensions in lower dimensional data structures such as Series(1d) and DataFrame(2d).

In this section, we will show what exactly we mean by "hierarchical" indexing and how it integrates with all the pandas indexing functions described above and in previous sections. Later, when we look at clustering by and pivoting and reshaping data, we will show non-trivial applications to illustrate how they help structure data for analysis.


6.1.2 Create an object[image: Image] (hierarchical index) 



 

The MultiIndex object is the hierarchical analogue of the standard Index object that normally stores axis labels in pandas. You can think of MultiIndex as an array of tuples where each tuple is unique. You can create a MultiIndex A from a list of arrays (using MultiIndex.from_arrays()), an array of tuples (using MultiIndex.from_tuples()), a cross-set of iterables (using[image: Image] ) or a DataFrame (using[image: Image] ). The Index constructor will attempt to return a MultiIndex when passed a list of tuples. The following examples show different ways to initialise MultiIndexes.

[image: Tabla
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Descripción generada automáticamente]

[image: Forma, Rectángulo

Descripción generada automáticamente]

 

When you want each pairing of the elements in two iterables, it may be easier to use the method[image: Image] :

[image: Tabla
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You can also build from MultiIndex a DataFrame directly, using the method[image: Image] . This is a complementary method to[image: Image] .

[image: Image]

 

For your convenience, you can pass a list of arrays directly to Series or DataFrame to build a MultiIndexautomatically:

 

[image: Tabla
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All MultiIndex constructors accept an argument[image: Image] which stores string names for the levels themselves. If no names are provided, Nonese will be assigned:

[image: Image]

 

This index can support any axis of a pandas object, and the number of index levels is up to you:

[image: Image]

 

[image: Tabla
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We have "scattered" the higher levels of the indexes to make the console output a little more pleasing to the eye. Note that the way the index is displayed can be controlled using the[image: Image] option at[image: Image] :

[image: Imagen que contiene Texto
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It is worth noting that there is nothing to prevent you from using tuples as atomic labels on an axis:

[image: Texto
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The reason MultiIndex matters is that it can allow you to perform grouping, selection and reshaping operations. You may find yourself working with hierarchically indexed data without explicitly creating a MultiIndex. However, when loading data from a file, you may want to generate MultiIndexes of your own when preparing the dataset.


6.1.3 Rebuilding the level labels



 

The method[image: Image] will return a vector of the labels for each location at a particular level:

[image: Texto
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6.1.4 Basic on-axis indexing with [image: Image]



 

One of the important features of hierarchical indexing is that you can select data using a "partial" tag that identifies a subgroup in the data. The partial selection "drops" the hierarchical index levels in the result in a manner completely analogous to selecting a column in a normal DataFrame:

[image: Imagen que contiene Texto
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6.1.5 Defined levels 



 

The[image: Image] keeps all defined levels of an index, even if they are not actually used. When cutting an index, you may notice this. For example:

[image: Texto
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This is done to avoid a recalculation of the levels in order to make the cut have a high performance. If you want to see only the levels used, you can use the method[image: Image] .

[image: Texto
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To reconstruct MultiIndex with only the levels used, the method[image: Image] can be used.

[image: Imagen que contiene Diagrama
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6.1.6 Data alignment and use of [image: Image]



 

Operations between objects indexed differently MultiIndexed on the axes will work as expected; data alignment will work like a tuple index:

[image: Tabla
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The method[image: Image] em Series/ DataFrames can be called with another MultiIndex, or even with a list or array of tuples:

[image: Texto
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[image: Imagen que contiene Texto
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6.2 Advanced indexing with hierarchical index 



 

The MultiIndex syntax integration in advanced indexing with .loces is a bit challenging, but we have done our best to do it. In general, MultiIndex keys take the form of tuples. For example, the following works as you would expect:

[image: Tabla
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Note that it would also work in this example, but this abbreviated notation can lead to ambiguity in general.  [image: Image]

If you also want to index a specific column with .loc, you must use a tuple like this:

[image: Image]

 

You do not have to specify all levels of MultiIndexing by passing only the first elements of the tuple. For example, you can use "partial" indexing to get all elements in the first level as follows:

[image: Tabla
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The "partial" cut also works quite well.

[image: Texto
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You can split with a 'range' of values, providing a portion of tuples.

[image: Image]

 

Passing a list of tags or tuples works in a similar way to reindexing:

 

[image: Imagen que contiene Calendario
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Note

It is important to note that tuples and lists are not treated identically in pandas when it comes to indexing. While a tuple is interpreted as a multi-level key, a list is used to specify multiple keys. Or in other words, tuples go horizontally (cross-levels), lists go vertically (scan levels).

It is important to note that a list of tuples indexes several complete MultiIndex keys, while a list tuple refers to several values within one level:

[image: Texto
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Using segmentations 

 

You can segment a MultiIndex by providing multiple indexers.

You can provide any of the selectors as if you were indexing by tag.

You can use slice(None) to select all contents of that level. You do not need to specify all deeper levels, they will be implicit as slice(None).

You must specify all axes in the .locespecifier, i.e. the indexer for the index and for the columns. There are some ambiguous cases where the passed indexer could be misinterpreted as indexing both axes, rather than, for example, MultiIndex for rows.

[image: Image]

 

You shouldn't do this:

[image: Texto
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[image: Tabla
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Multiple indexes using lists and tags.

[image: Tabla
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[image: Tabla
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It is possible to make quite complicated selections using this method on multiple axes at the same time.

[image: Tabla
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[image: Forma
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Using a Boolean indexer, you can provide a selection related to the .

[image: Texto, Tabla
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You can also specify the axis argument to interpret .loc segmentations passed on a single axis.

[image: Tabla
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In addition, you can set the values using the following methods.

[image: Tabla

Descripción generada automáticamente]

 

You can also use the right side of an alignable object.

[image: Tabla
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Cross-section 

 

The xs() method of DataFrame additionally takes a level argument to facilitate the selection of data at a particular MultiIndex level.

[image: Tabla
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You can also select on columns with xs, providing the axis argument.

[image: Texto
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[image: Texto, Tabla
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xs also allows multi-key selection.

[image: Texto, Carta
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You can pass[image: Image] to xs to retain the level that was selected.

[image: Tabla
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Compare the above with the result using drop_level=True(the default).

[image: Texto
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Advanced reindexing and alignment 

 

Using the level parameter in the[image: Image] and[image: Image] methods of pandas objects is useful to transmit values through a level. For example:

[image: Tabla
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[image: Texto
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[image: Imagen que contiene Interfaz de usuario gráfica
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Swapping levels with swaplevel

The[image: Image] method can change the order of two levels:

[image: Texto
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Reordering levels with reorder_levels

The[image: Image] method generalises the swaplevel method, allowing you to swap hierarchical index levels in a single step:

[image: Tabla
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Renaming Index or MultiIndex names

The method [image: Image] method is used to rename the labels of a MultiIndex file, usually used to rename the columns of a DataFrame file. The rename columnsargument allows you to specify a dictionary that includes only the columns you want to rename.

[image: Imagen que contiene Tabla
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This method can also be used to rename specific tags in the main index of the DataFrame file.

[image: Tabla
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The[image: Image] method is used to rename an Index or MultiIndex. In particular, in MultiIndex you can specify the names of the levels, which is useful. [image: Image] is used to move MultiIndex values to a column.

[image: Image]

 

Using[image: Image] with the columns argument will change the name of that index.

[image: Image]

 

Both rename and rename_axis support the specification of a dictionary or a mapping function to map labels/names to new values.

When working with an Index object directly, instead of through a[image: Image] you can use it to change the names.

[image: Texto, Carta
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You cannot set MultiIndex names across a level.

[image: Texto

Descripción generada automáticamente]

 

Use[image: Image] instead.

Ordering a MultiIndex

As with any index, you can use[image: Image] .

 

 

[image: Tabla
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[image: Texto, Carta
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[image: Image]

 

You can also pass a level name[image: Image] if the MultiIndex levels are named.

[image: Tabla
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On higher dimensional objects, you can sort any of the other axes by level if they have MultiIndex:

[image: Tabla
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Indexing will work even if the data is not sorted, but it will be quite inefficient (and will show a PerformanceWarning). It will also return a copy of the data instead of a view:

[image: Texto
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In addition, if you try to index something that is not fully classified, this may generate:

[image: Texto
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The is_monotonic_increasing() method on a MultiIndex shows whether the index is ordered:

[image: Texto
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[image: Texto
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And now the selection is working as expected.

[image: Imagen que contiene Texto
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np.true_divide (b, b.sun())).sun()

In [26]: frame.corr(method=histogram intersection]
out[26]:
a b o
a 1.000000 -6.404882 -2.058431
b -6.404882  1.000000 -18.255743
© -2.053431 -19.255743  1.000000
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In [16]: ser.to_numpy(dtype="datetime€d[ns]")
out16]
array (['1999-12-31T23:00:00.000000000"
01T23:00:00.000000000 1,
dtype='datetine64 (ns]

12000-01-






images/image805.png
DataFrame.plot. hist()





images/image77.png
In [9]: titanic.groupby("Sex").mean()
out[o]:

PassengerId Survived  Pclass Age  sibSp  Parch Fare
Sex
female 431.028662 0.742038 2.159236 27.915709 0.694268 0.649682 44.479518
male  454.147314 0.188908 2.389948 30.726645 ©.429809 0.235702 25.523893
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DataFrame

column
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In [91]: df[:5].reorder levels([1l, O], axi:

puctea:

0 1
y one  1.519970 -0.433662
x one  0.600173 0.274230
y zezo 0.132335 -0.023632
S oorm Pucoiiee fecaean
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# fill one consecutive value backwards

In [96]: ser.interpolate(limit=1, limit_directio:

out[26]
Nex

5.0

5.0

Nax

NaN

1.0

13.9|

NaN

NaN

dtype: floates

‘bacisard")

# £ill one consecutive value in both directions
In [97]: ser.interpolate(limit=1, limit_directiom:

bothn)
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reindex
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foo bar
one_trunc 2.0
Name: b, dtype: object

df.iloc[2]

3.0
3.0
True
bar
NaN
¢, dtype: object
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DataFrame vlot <kind=
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In [253

Out [253;

date
2013-01-01
2013-01-01
2013-01-01
2013-01-01
2013-01-01

“o.

5

.403310
.30162¢
=i,
.462696

369345

826591

1.

¢ pd.read json(json)

a

176442
0.
o
0.

154951
179361
554208
743161
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In [47]: data = np.zeros((2,), dtype=[("A", "i4"), ("B",
vggmy, ("C, "alo™)])

In [48]: datal:] = [(1, 2.0, "Hello"), (2, 3.0, "World")]

In [49]: pd.DataFrame (data)





images/image-468.png
In [76]: df.xs(("one", "bar"), level=("second",
axis=1)

out[76]:

first par

second one

a 0.895717

5 0.410835

c -1.413681

# using the slicers

In [77]: af.loc[:, ("bazr”, "ome™)]

out[77]
A 0.895717
5 0.210835
c  -1.a13681
Name: (bar, one), dtype: floaté4

"firsth),
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In [17]: stations_coord = pd.read_csv("data/air_quality_stations.csv")

In [18]: stations_coord.head()

out[18]
location coordinates.latitude coordinates.longitude
o BELALEL 51.23619 238522
1 sELHE2: 51.17030 4.3a100
2 BELLDOL 51.10998 5.00455
3 BELLDE2 51.12038 5.02155
4 BELRS33 51.32766 2.36226





images/image-433.png
arrays = [

In [1]
. ["baz", "bar", "baz", "baz", "foo", "foo", "qux",

["one", "two", "ome", "two", "ome", "two", "ome”,

In [2]: tuples = list(zip(*arrays))
I (310 tuples
out (31 :
[('bazr', 'one'),
('bar', 'two'),
('baz', 'one'),
("baz', 'two'),
("foo', 'one'),
("foo', 'two'),
("qux', 'one'),
("qux', 'two')]
In [41: index = pd.Multilndex.from tuples (cuples,
names=["first", "second"])
In [5]: index
out 51+
MaltiTndex ([ (*baz’, 'one’),
('bar', 'two'),
('baz', 'one'),
("baz', 'two'),
("foo', 'one'),
("foo', 'two'),
("qux', 'one'),
('gux', 'two')],
"first', 'second'])
In [6]: s = pd.Series(np.random.randn(8), index=index)
In [7]: s
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In [20]): df.T

out [20
2013-01-01

2013-01-06

A 0.469112

-0.673690

B -0.282863

0.113648

c  -1.509059

-1.478427

D -1.135632

0.524988

2013-01-02

1.212112

-0.173215

0.119209

-1.044236

2013-01-03

-0.861849

-2.104569

-0.494929

1.071804

2013-01-04

0.721555

-0.706771

-1.039575

0.271860

2013-01-05

-0.424972

0.567020

0.276232

-1.087401
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In [112]: df.replace(r"\s*\.\s*", np.nan, regex=True)

out [112]

a b ¢
o 0 a a
1 1 b b
2 2 NaN NaN
3 3 NaN  d
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In [5]: dates = pd.date_range("20130101", periods=6)

In [6]: dates
out [6] :
DatetimeIndex (['2013-01-01', '2013-01-02', '2013-01-03",
'2013-01-04",
'2013-01-05', '2013-01-06'1,
dtype='datetime64[ns]', freg='D')

In [7]: df = pd.DataFrame (np.random.randn (6, 4), index=dates
columns=1ist ("ABCD"))

In [8]: df

out [8

a B G] D
2013-01-01 0.469112 -0.282863 -1.509059 -1.135632
2013-01-02 1.212112 -0.173215 0.119209 -1.044236
2013-01-03 -0.861849 -2.104569 -0.494929 1.071804
2013-01-04 0.721555 -0.706771 -1.039575 0.271860
2013-01-05 -0.424972 0.567020 0.276232 -1.087401
2013-01-06 -0.673690 0.113648 -1.478427 0.524988
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1982): tsdf .transform(np.abs)
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DataFrame, Jndex.set names()
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In [7]: d = {"b": 1, "a": 0, "c": 2}

In [8]: pd.Series (d]
out[8]
b 1
a 0
c 2

dtype: inté4
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In [92]: ser = pd.Series([np.nan, np.nan, 5, np.nan, np.nan,
np.nan, 13, np.nan, np.nan])

In [93]:
Out [23]
Nax
NeN
5.0
Nax
NaN
Nax
13.0
Nax
NaN
deype: floates

# £ill all consecutive values in a forward direction
In [94]: ser.interpolate()
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In [35]: s.rank()
out[3s]:

b
a

dtype: floaté4
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In [10
out [10

O~ e whHE o
coonvorOR

o

9 13.

In [10
out [10

array ([

312403
337092
.690438
353713
327710
.230066
379495
623732
.397301
009059 4.

5]: np.exp (df)

513
a

MooRNOROO

6
6

.525

1:
1:
[
[-
[
[-
[
[-
[-
[-0.472
[-

[

~ o o o H o H o H o

.2719,
.0874,

.0393,
.8449,
L4694,
.9689,

.9231,
.5656,

B
.653788
.509824
498861
.690288
.932249
429065
.274028
986137
449092
183951

np.asarray (df)

-0.425

wWNvOoOROOORE R

-0.6737,

, 0.4047,

0.357

, -0.014

-0.3706,
1.0758,

-1.2945,

0.8957,
1.4313,

® D
.763006 1.318154
.120358 0.227996
.780770 0.179963
.314148 0.260719
.896686 5.173571
.509360 0.169161
.512461 1.318720
.695904 0.993865
.237242 0.299269
.820223 0.310274

.567 , 0.2762
.1136, -1.4784
0.577 , -1.715
-1.1579, -1.3443
-0.109 , 1.6436
-0.6746, -1.7769
0.4137, 0.2767
-0.3625, -0.0062
0.8052, -1.2064
1.3403, -1.1703

)
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In [77]: left = pd.DataFrame ({"key": ["foo",

In [78]: right = pd.DataFrame ({"key": ["foo"

In [79]: left
out[79]:
key 1val

"foo"],

"foon],

"lval":

"rval":
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In [12]: titanic["Pclass”].value_counts()

out[12]:
3 ao1
1 26
2 18a

Name: Pclass, dtype: int6d
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In [228

zng = pd.date_range("1/3/2000", pericds:

In [229]: ts = pd.Series(np.random.randn(s), index=rng
In [230]: ts2 = ts[[0, 3, 611
In [231]: ©s

out[231]:

2000-01-03  0.183051
2000-01-0¢  0.400528
2000-01-05  -0.015083
2000-01-06  2.385438
2000-01-07  1.414806
2000-01-08  0.118428
2000-01-09  0.733639
2000-01-10  -0.936077

Freq: D, dype: floatéd
In [232]: ©s2
out[232]

2000-01-03  0.183051
2000-01-06  2.385438
2000-01-09  0.733639
Freq: 3D, dtype: floatéd

In [233]: ts2.reindex(ts.index)
Out [233;

2000-01-03  0.183051
2000-01-04 Nax
2000-01-05 Nax

2000-01-06  2.395438
2000-01-07 Nan
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remove_unused_levels()
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axis=)
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DataFrame.plot. box()





images/image-182.png
In [445
Out[445] :
booll bool2
0 True False
1 False True
2 True False

df.select_dtypes (includes

booll)
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In [68]: s = pd.Series(np.random.randint (0, 7, size=10))

LI U e WN PO

dtype: inté4

In [70]: s.value counts ()
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In [76]: df.plot.scatter(x="a", y="b", s=df["c"] * 200);





images/image-441.png
In [23]: index.get_level values(0)
Out(23]: Tndex(['bar’, 'Bar', 'baz’, 'baz’, 'foo',
"qux’', 'qux'l, doype='object!, name='first')

In [24]: index.get_level values("second”)
Out[24]: Index(['ome’, 'Two', 'ome’, 'two', 'one’,
Oy Oy CERTml T s, AETmelerear )

tfoo',

o',
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In [28]: df.loc["20130102", ["A", "B"]
out[29]:
a 1.212112

B -0.173215
Name: 2013-01-02 00:00:00, dtype: floaté64
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ndex. from_tuples

(e Bl ey 2y (5, By @0
324]: idx.names = ["first", "second"
d DataFrame
325]: df_mulci = pd.DataFrame ({"A": mp.arange(6, 0, -1)),

dex=idx)

326
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In [4]
out[a]:
PassengerId Survived

titanic.head(8)

NouwbwNRe
PR

[8 rous x 12 columns]

«

Pclass

Name
Braund, Mr. Owen Harris

Cumings, Hrs. John Bradley (Florence Briggs Th.
Heikkinen, Miss. Laina
Futrelle, Mrs. Jacques Heath (Lily May Peel)
Allen, Hr. william Henry
Horan, Mr. James
McCarthy, Mr. Timothy 3
Palsson, Haster. Gosta Leonard

Sex
male
female
female
female
male
male
male
male





images/image-228.png
0 foo 7
1 foo :
2 bar 7
3 bar e
af1 = pd.DataFrame(
¢
nkeym: [man, "o, mew, waw, wow, mem],
"lvalue": [1, 2, 3, 1, 2, 3],
ngroupn: [va®, "am, wan, wpw, wpw, W]
)
900 D
>>> ar1
key lvalue group
0o a 1 a
1oc 2 a
2 e s a
3 a 1 b
4 c 2 b
5 e s b
>>> df2 = pd.DataFrame ({"key": ["b", "c", "d"], "rvalue":
2, 31n)
>>> a2
key rvalue
o b 1
1oc 2
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Series.dt
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In [184]: tsdf["A"].transform([np.abs, lambda
Out [194] :

x + 11)

absolute <lambda>
2000-01-01 0.428759 0.571241
2000-01-02 0.168731 0.831269
2000-01-03  1.621034 -0.621034

2000-01-0¢ Nan Nan
2000-01-05 Nan Nan
2000-01-06 Nan Nan
2000-01-07 Nan Nan
2000-01-08 0.254374 1.25437¢
2000-01-09  0.157785 0.842205
2000-01-10 0.030876 0.969124





images/image148.png
In [18]: df2.to_numpy ()
out[18]:
array([[1.0, Timestamp('2013-01-02
'test', 'foo'l,

[1.0, Timestamp('2013-01-02
'train', 'foo'l,

[1.0, Timestamp('2013-01-02
'test', 'foo'l,

[1.0, Timestamp('2013-01-02
'train', 'foo'll,

dtype=object)

00:

00:

00:

00:

00:

00:

00:

00:

00"),
00"),
00"),

00"),
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two three
True False
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True True

af % 2).a11(
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In [74]: df
out [74] :

0
0 -0.548702
1 1.637550

= pd.DataFrame (np.random.randn (10,

1 2 3
1.467327 -1.015962 -0.483075
-1.217659 -0.291519 -1.745505

4))
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1g object
El inces
b intes
= intes
n intes
x2p intee

dtype: cbject
In [172]: bbn = bb.convert_dtypes ()

In [173]: bbn(bbn.colums[:10]].dtypes

out[173]:
player  string
year Intes
stinc Intes
tean string
1g string
El Inces
b Intes
= Intes
n Intes
x2p Intes

eromen csoss





images/image-423.png
$itime
files
b.Path ("data/tineseries/") .glob ("ts*.parques”)
counts = pd.Series (dtype=int)
for path in files:
df = pd.read_parquet (path)
counts = counts.add(df ["name”] .value_counts(),

counts.astype (int)
CPU times: user 1.36 s, sys: 83.2 ms, total: 1.45 s
Wall tim =
our[18;
Alice 229302
Bob 22021
Charl 229303
230!
230;
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Out[117]:

jolie

jim joe
0 x  0.450671
x  0.120248
1y 0.110868
z  0.537020

In [11%]: dfm.index.is_monotonic_increasing
Out{112]: True
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>>> pd.read sas('data.sas7bdat')
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In [37]: data = pd.DataFrame(
3 i

"a": np.random.

np. random.

+ np.random.

np. random.
B

In [38]

data.plot.hist (by=["a",

choice(["x", "y", "z"l,
choice(["e", "£", "g"l,
randn (1000) ,

randn (1000) - 1,

wbn], figsize=(10, 5));:
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In [44]: df = pd.DataFrame (np.random.rand(10, 5))
In [45]: plt.figure();
In [46]: bp = df.boxplot()
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def add countr:

ame (df, cou

Chicago -> Chicago-US for ci

ar df[col] + councry name
return df
In [144]: d4f_p = pd.DataFrame ({"city_and code": ["Chicago,

ey
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>>> pd.melt(df, id var:
ignore_index=False)
A variable value
0 a B 1
1 B 3
- B 5

['A'], value vars=['B', 'C'],
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In [82]: left = pd.DataFrame ({"key": ["foo"
1, 21n
In [83]: right = pd.DataFrame ({"key": ["foo"
4, s1hH

In [84]: left

out [84]:

key 1lval
0 foo 1
1 bar 2

In [85]: right

out [85] :

key rval
0 foo 4
1 bar 5

In [86]: pd.merge(left, right, on="key")
out [86] :
key 1lval rval
0 foo 1 4
1 bar 2 5

"bar"l,

"harn],

"lval":

"rval":
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In [3358.
out[358] ¢

0
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=iy
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23242
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aataframe.to_csv
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>>> table = pd.pivot_table (df,

£311
>>> table
c large smal

rrar,
c=np. sum,

"B'1,
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>>> pd.read html ('data.xl=sx, sheet name='Sheet3')
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In [84]: series = pd.Series(3 * np.random.rand(4),
inde; series”)

nan, "pn, nn, man], name

In [85]: series.plot.pie(figsize-

6, 6)):





images/image879.png
DataFrame nlot scatter()





images/image-107.png
2000-01-02 Hali
2000-01-09  0.73363%
2000-01-10 Nan
Freq: D, deype: floates

In [234]: ts2.reindex(ts.index, method="ffill"

Out [234]

2000-01-03  0.183051
2000-01-04  0.183051
2000-01-05  0.183051
2000-01-06  2.395489
2000-01-07  2.395489
2000-01-08  2.395489
2000-01-09  0.73363%
2000-01-10  0.73363%

Freq: D, deype: floates

In (235]: ts2.reindex(ts.index, method="bfill"

out [235]

2000-01-03  0.183051
2000-01-04  2.395489
2000-01-05  2.395489
2000-01-06  2.395489
2000-01-07  0.73363%
2000-01-08  0.73363%
2000-01-09  0.733639
2000-01-10 Nan

Freq: D, dtype: floatéd
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In [76]: def combiner(x, v):
. zeturn np.where (pd.isna(x), v, x)

In [77]: dfl.combine(df2, combiner)
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to_datetime()





images/image-419.png
In [8]: ts.dtypes

out[s]
ia intee

name  object

x floatss

v Tloates

deype: obiect

In (]: te.memory usage(deep=True) # memory usage in bytes
out[e]

Index 2402608

ia 409608

name 65537768

x 409608

v 8408608

dtype: intéd
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XI5 , XISX , xism . x50 . odf . ods
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In [4]: air_quality[*london_mg_per_cubic”] = air_quality["station_london"] * 1.882

In [5]: air_quality.head()

out[5]:
station_antwerp station_paris station_london london_mg_per_cubic

datetine

2019-05-07 02:00:00 Nall Nall 2.0 43.286

2019-05-07 03:00:00 0.5 25.0 19.0 35.758

2019-05-07 04:00:00 5.0 27.7 19.0 35.758

2019-05-07 05:00:00 Nall 0.4 6.0 s0.112

2019-05-07 06:00:00 NaN 61.9 NaN NaN
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In [35]: df.iloc([1:3,
out[35]:

a B G] D
2013-01-02 1.212112 -0.173215 0.119209 -1.044236
2013-01-03 -0.861849 -2.104569 -0.494929 1.071804
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read_parquet
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iris.query("SepallLength > 5")
.assign(
SepalRatio=lambda x: x.SepalWidth /

x.Sepallength,
cooc PetalRatio=lambda x: x.PetalWidth /
x.Petallength,
- )
o000 .plot (kind="scatter", x:
y="PetalRatio")
)

SepalRatio",

<Axessubplot:xlabel='SepalRatio',
PetalRatio'>
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>>> s["f"]
KeyError: 'f'
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dataframe.to_stata
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foriin
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ValueError:
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pipe





images/image-348.png
10

05

0.0

-1.0

SepalWidth
P © rrissetosa

@ rris-versicolor

.' 'i @ Iris-virginica
.
Petallength SepalLength
. o

.
.

Petalwidtn®

15 -10 05 00 05 10 15





images/image202.png
In [1l13]: rng = pd.date_range("1l/1/201l27, periods=o,
P———
In [114]: ts = pd.Series (np.random.randn(len(rng)),
index=rng)

In [115]: ts
out[115]:

2012-01-31  -1.475051
2012-02-29 0.722570
2012-03-31  -0.322646
2012-04-30  -1.601631
2012-05-31 0.778033
Freq: M, dtype: floaté4

In [116]: ps = ts.to_period()

In [117]: ps
out[117]:

2012-01  -1.475051
2012-02 0.722570
2012-03  -0.322646
2012-04  -1.601631
2012-05 0.778033
Freq: M, dtype: floaté4

In [118]: ps.to_timestamp(
out[118]:

2012-01-01  -1.475051
2012-02-01 0.722570
2012-03-01  -0.322646
2012-04-01  -1.601631
2012-05-01 0.778033
Freq: MS, dtype: floaté4
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In [39]): df = df.T

In (40
out[40]

ar

a 5
rirst second

bar one 0.895717 0.410835
two 0.20524¢ 0.313850
paz one  -1.206412 0.132003
two 2.565646 -0.527317
foo  one 1.231256 -0.076467
two 1.340308 -1.18767%
qux  one  -1.170298 1.130127
two  -0.226169 -1.436737

In [41]: df.loc[("bar®, "two")

out[41]
A 0.80524¢
5 0.s13350
c  1.607920
Name: (bar, two), dtype: floaté4d

c

La13631
.607920
.024180
.569605
.875906
.211372
.974166
L006747
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gcfl).autofint_xdate()
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In [139]: arr = np.random.randn(20)

In [140]: factor = pd.cut(arz, [-np.inf, 0, mp.inf])

In [141]: factor
Out [141] :

[(-inf, 0.0], (0.0, infl, (0.0, inf], (-inf, 0.0], (-inf,
.01, ..., (-inf, 0.01, (-inf, 0.01, (-inf, 0.01, (0.0, infl,
(0.0, inf]]

Length: 20

Categories (2, intervallfloatéd, rightl): [(-inf, 0.0] <
(0.0, inf]]
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In [113]: df.replace(["a", "."], ["b", np.nan])

out[113]:
a b ¢
oo b b
11 b b
2 2 NaN Nan
3 3 NaN a
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In [111]: df.
out[111]:

x x v v
0 0.600178 2.410175 1.519870 0.132885
1 0.274230 1.450520 —0.493662 -0.023688
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In [42]: df.index
out[42]: Index(['a', '

In [43]: df.columns
Out[43]: Tndex(['one', 'two'], dtype:

, 'c', 'd'l, dtype='object')

object')
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DataFrame.agerecate()
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21]: with pd.option_context("display
False):

multi sparse”,

ar
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in [21]: column = dff"two®]

In (2215 af.sub(zow, axis="columas”)
ouc[221+

one two  three
s 1.051928 -0.130606 Nax

b 0.000000 0.000000 0.000000
c 0.352192 -0.43375¢ 1.277825
a Nal -1.632779 -0.562782

In [23]: df.sub(row, axis:
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In [26]: s.get("f")

In [27]: s.get("f", np.nan)
out[27 nan
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In [394]: m = ["Sus", pd.Timedelta("lday")]
Tn [3951: pd.vo_timedelta (m)

Out[395]: TimedeltaIndex(['0 days 00:0
days 00:00:00'], drype='timedelta6é(ns]’, freg=None)

0.000005*, *1
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2013-01-01
2013-01-02
2013-01-03
2013-01-04
2013-01-05
2013-01-06

D

1135632
.044236
.071804
.271860
.087401
.524988

df.sort_index(axis=

®

.509059
.119209
494929
.039575
.276232
478427

ascending=False)

B

.282863
.173215
.104569
.706771
.567020
.113648

a

.469112
.212112
.861849
.721555
424972
.673690
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In [112]: ts_utc.tz_convert("US/Eastern")
out[112 - -
2012-03-05 19:00:00-05:00 1.857704
2012-03-06 19:00:00-05:00 -1.193545

2012-03-07 19:00:00-05:00 0.677510
2012-03-08 19:00:00-05:00 -0.153931
2012-03-09 19:00:00-05:00 0.520091

Freq: D, dtype: float64
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In [62]: from dataclasses import make_dataclass

In [63]: Point = make dataclass("Point", [("x", int), ("y",
int) 1)
In [64]: pd.DataFrame([Point(0, 0), Point(0, 3), Point(2,
3
out [64]:
x y
0 0 0
1 0 3
2 2 3
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In [283]: s.dt.strftime("3Y/3m/3d")

Out[285] :

o 2013/01/01

1 2013/01/02

2 2013/01/03

3 2013/01/04

deype: object

# PeriodIndex

In [286]): s = pd.Series(pd.period range ("20130101",
periods=4))

In [287]: s
out [287]

0 2013-01-01
1 2013-01-02
2 2013-01-03
3 2013-01-0¢
dtype: pericd(D]

In [288]: =.dt.strftime("¥¥/in/3d")
out[288] :

o 2013/01/01

1 2013/01/02

2 2013/01/03

3 2013/01/04

dtype: object
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In [147]: pd.read_excel("foo.xlsx", "Sheetl", index col=None,
na_values=["NA"])

out[147]:

Unnamed: 0 a B G] D
0 2000-01-01 0.350262 0.843315 1.798556 0.782234
1 2000-01-02 -0.586873  0.034907 1.923792 -0.562651
2 2000-01-03 -1.245477 -0.963406 2.269575 -1.612566
3 2000-01-04 -0.252830 -0.498066 3.176886 -1.275581
4  2000-01-05 -1.044057 0.118042 2.768571  0.386039

995 2002-09-22 -48.017654 31.474551 69.146374 -47.541670
996 2002-09-23 -47.207912 32.627390 68.505254 -48.828331
997 2002-09-24 -48.907133 31.990402 67.310924 -49.391051
998 2002-09-25 -50.146062 33.716770 67.717434 -49.037577
999 2002-09-26 -49.724318 33.479952 68.108014 -48.822030

[1000 rows x 5 columns]
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In [7]: df[:2.
Out [7] 1

a 5 c
2000-01-01 -0.173215 0.119208 -1.044236
2000-01-02 ~0.861849 ~2.104569 -0.494929

In (8]: df.columns = [x.lower() for x in df.columns

In [9]: df
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In [27]

plt.figure();

In [28]: df4.plot.hist(stacked=True, bins=20);
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In (2831 = = pd.Series(pd.period range ("20130101%, pericds=s, freq=
Im (2501 5

Ous [250]
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3 20130008
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In (251 5.dc.year
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in [78]: drf.xs("one®, leve.
drop_level=True)

Out [79] ¢
first bar baz foo qux
A 0.895717 -1.206412 1.431256 -1.170299
5 0.410835 0.132003 -0.076467 1.130127

c _1.413681 1.024180 0.875906 0.974466
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In [101]: import random
In [102]: random.shuffle(cuples)

In [103]: 5 = pd.Series (np.random.zandn (s),
index=pd.MultiIndex. from_tuples (cuples))

In [104]: s

out[104]:
bar ome  0.206053

two  -0.251905
foo ome  -2.21358%
qux one  1.063327
foo two  1.266143
qux two  0.298368
baz twe -0.36333%

one  0.40820¢

dtype: floates
In [105]: s.sorc_index()

out[105] :
bar ome  0.206053
two  -0.251905
baz ome  0.40820¢
two  -0.86333%
foo ome  -2.21358%
two  1.266143
qux ome  1.063327
two  0.299368

dtype: floates

In [106]: s.sort_index(level=0)
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In [75]: df.locl
out [75] 1

rirst par
second one
A 0.895717
s 0.410235

- 1 213631

paz
-1.206412
0.132003
1. 024120

(slice (None),

"one")]

foo qux
1.431256 -1.170289
-0.076467 1.130127
0.875906 0.974466
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In [4

long_series = pd.Series(np.random.randn(1000))

In [5

long series.head()
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In [126]: 85 = pd.Series([1, 1, 3, 3, 3, 5, 35,

In [127]: s5.mode ()
our [127]
o 3
1 7
atyp:

In [128]

intes
ars

pd.DataFrame

"A": np.random.randint (0, 7,
"B": np.random.randint (-10,

In [129]
our [129] ¢

A s
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ars.mode ()
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7. 70

size=50),

15,
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In [107]: rng = pd.date_range("3/6/2012 00:00", periods=>5,
freq="p")

In [108]: ts = pd.Series (np.random.randn(len(rng)), rng

In [109]: ts
out[109]:

2012-03-06 1.857704
2012-03-07  -1.193545
2012-03-08 0.677510
2012-03-09  -0.153931
2012-03-10 0.520091
Freq: D, dtype: floaté4

In [110]: ts_utc = ts.tz_localize("UTC")

In [111]: ts_utc

out [111]:

2012-03-06 00:00:00+00:00 1.857704
2012-03-07 00: 0+00:00  -1.193545
2012-03-08 00:00:00+00:00 0.677510
2012-03-09 00: 0+00:00  -0.153931
2012-03-10 00:00:00+00:00 0.520091
Freq: D, dtype: floatéd
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In [8]: iterables = [["bar", "baz", "foo", "qgux"], ["one",
"twon] ]
In [9]: pd.Multilndex.from product (iterables, names=("firsc",
"second"])
out [9] ¢
ulciIndex ([ (*baz’, ‘one’),

(*baz’, 'twa'),

(*baz’, ‘one'),

(*baz’, ‘twa'),

(*fo0', ‘tone'),

(*fo0', 'twa'),

(*qux’, ‘one'),

(qux’, ttwo')],

‘first', 'second'])
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In [17]
out[17]

df.index.names
FrozenList ([None, Nonel)
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>>> pd.read_excel ('tmp.xlsx', index col: heade:

o 1 2
0 Nan Neme Value
1 0.0 stringl 1
2 1.0 stringz 2
3 2.0 #Comment 3
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1665 Gname.secter
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1667 if self. no_setting_name
1668 # Used In MultiTndex.levels to avoid silently
ignoring name updates.
raise RuntimeError(
"Cannot set name on a level of a

Use "
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dex.set_names' instead.”

)
naybe_extract :
self. name

Nome, type (self))
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In [14]: ser = pd.Series(pd.date_range("2000", periods:
tz="CET"))

In [15]: ser.to_numpy (deyp

out [15]

arzay ([Timestamp (*2000-01-01 Of
Timestamp ('2000-01-02 O

dtype=cbiect)

biect)
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# £ill all consecutive values in both directions
In [98]: ser.interpolate(limit_direction="both")
out [98]

5.0
5.0
5.0
7.0
5.0
11.0
13.0
13.0
13.0
dtype: £l

catés
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In [118]: df.replace(regex-

"b": {x"\s*\.\s*": np.nan}})

out[118]

00 a a
11 b b
2 2 NaN Nan
3 3 NaN d
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In [320]:

2,

In [321]
out [321]

313)

Bawe

b

1
s
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df = pd.DataFrame ({"a":

af.sorc_values (by="a”)
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"eml,

In [322]: df.sorc_values(by="a”, key=lambda col:
col.str.lower())

out[322]:

awe

b

2
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"b":
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method_name
for method_name in dir(air_quality.plot)
if not method_name.startswith("_")

out[s]

[‘area’,
“bar®,
*barh’,
*box’,
*density’,
*hexbin®,
*hist’,
*kde®,
“line’,
‘pie’,
*scatter’]
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In [9]: air_quality.plot.box()
out[9]: <Axessubplot:>





images/image867.png
In [65]: bp = df box.groupby ("g") .boxplot ()
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»»> from dask.distributed import Client, LocalCluster
cluster
client
client
enc: 'tep://127.0.0.

LocalCluster (

Client (cluster)

53349" processe;
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in [311]: dfl = pd.Dataframe(
o0 trone™: [2, 1, 1, 1], "two":
“three™: (5, 4, 3, 21}
N

In [312]: afl.sorc_values (by="two")
Out [312]
one two three
o 2 1 s
2 1 2 s
11 s .
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n,
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41,
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In [32]: s = pd.Series(np.random.randn(5), name="something")

In [33]: s
out [33]:

0 -0.494929
1 1.071804

2 0.721555

3 -0.706771

4  -1.039575

Name: something, dtype: floaté4

s.name
"something"
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ser.replace([0, 1, 2, 3, 4], [4, 3, 2, 1, O])

loates
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In [6]: air_quality.city.unique() 3
out[6]: array(['Paris’, ‘Antuerpen’, 'London'], dtype=object)
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Format | Data description Reading ‘Writing
ope (Formats)

texto csv pread csv___| pd DataFrame.to_csv
texto Tabla pd.read table | pd DataFrame to_table
texto ‘Archivo de texto | pdsead_fnf | pd DataFrame.to_fwt

de ancho fijo
texto 150N pead_json | pd DataFrameto_json
texto HIML pead_html | pd DataFrame.to_html
texto Litex pdStyler.to_latex.
texto XL pread_xml | pd DataFrame.to_xml
texto Portapapeles pd.read ‘pd DataFrame.to

local _clipboard _clipboard
binario MS Excel pd.read _excel | pd DataFrameto_excel
binario Formato HDF5__| pdsead hdf | pd DataFrameto_hdf
binario Formato Parquet | pd.read_parquet | pd DataFrame.to _parquet
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In [1]: index

pd.date_range("1/1/2000", periods:

In [2]: s = pd.Series(np.random.randn(s), index:
T, i, Sl

In [3): df = pd.DataFrame (np.random.randn (s, 3), index:
columns=["A", "B", "C"])
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plt.plot()
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pandas.to_numeric().
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fig, axs = plt.subplots(figsize=(12, 4)) # Create an empty matplotlib Figure and Axes
air_quality.plot.area(ax=axs) # Use pandas to put the area plot on the prepared
axs.set_ylabel("NOS_28 concentration”) # Do any matplotlib customization you Like

fig.savefig("no2_concentrations.png") # Save the Figure/Axes using the existing matplotl
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In [58]: dfl.dropna(how="any")

out[58]:

2013-01-02

a B
1.212112 -0.173215

G]
0.119209

D
5

1.
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In [78]:
In [79]:
out[79]:
one
a 1.0
b 2.0
c 3.0
d NaN

df ["one_trunc"] = df["one"][:

af

flag
False
False
True
False

foo
bar
bar
bar
bar

one_trunc
T 1.0
2.0

NaN

NaN
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>>> pd.read html('data.html
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In [120]: df.replace([r"\s*\.\s*", r"a|b"], np.nan,
regex=True)

out [120] ¢

a b o
0 0 NaN NaN
1 1Na¥ NaN
2 2 NaN NaN
3 3 NaN  d
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DataFrame.plot. areaf).
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In [20]
out[20]
(Int6aIndex([2019, 2019, 2019, 2019, 2019, 2019, 201, 2019, 2019, 2019,

no_2.index.year, no_2.index.weekday

2019, 2019, 2019, 2019, 2019, 2619, 2019, 2019, 2019],
int6a’, name='datetime’, length=1033),
T 8 &y Ty 1y T 5 0y

3,3,3,3,
int6d’, name

3,3, 3, 4],

datetime’, length=1033))
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In [96]: stacked = df2.stack()

In [97]: stacked

out[97]:
first second
bar one A -0.727965
B -0.589346
two a 0.339969
B -0.693205
baz one A -0.339355
B 0.593616
two a 0.884345
B 1.591431

dtype: floatéd
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DataFrame.infer_objects()
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In [372]: dfc(["a",

In [373]: dft
out [373
a b

0 1
12
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.
s
i

In [374
out[374] :
a  uince
b uince
¢  intes
dtype: object

afc.dcypes

dft = pd.DataFrame ({"a'

"bm1]

1.

arcirmar,

2, 3], "b": [4, 5, 8],

"b"]] .astype (np.uincs)
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In [11]
out[11]:
location
date.utc
2019-04-09 01:00:00+00:00
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BETREDL
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In [28]: s + s
out[28]:

a 0.938225
b -0.565727
c -3.018117
d -2.271265
e 24.000000

dtype: floaté4

In [29]: s * 2
out [29]:
0.938225
-0.565727
.018117
-2.271265
24.000000
dtype: floaté4

o aa0oce
|
w

In [30]: np.exp(s)
out[30]:

a 1.598575
b 0.753623
c 0.221118
d 0.321219
e 162754.791419

dtype: floatéd
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In [5]: air_quality.plot()
Out[5]: <AxesSubplotixlabel='datetime’>
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1321:
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Series.plot.kde()
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Out[206] :
1.595148
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dtype: floates

PROTR

In [207]: s.zeindex(["e", "B, "£", "d"])
out[207] :
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£ Nax
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dtype: floatéd
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In [8]: titanic.head()

out[8]:

PassengerId Survived
o 1 o
1 2 1
2 H 1
H a 1
a s e

[5 rows x 12 columns]

Pclass

Name
Braund, Mr. Owen Harris

Cumings, Mrs. John Bradley (Florence Briggs Th
Heikkinen, Miss. Laina

Futrelle, Mrs. Jacques Heath (Lily May Peel)
Allen, Hr. william Henry

Sex
male
female
female
female
male





images/image-54.png
Out[125]:

IEEEE

intes

dtype:





images/image105.png
In [16]
out[16]
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In [216]: df2

Out [216;

one two
a 1.394881 1.772517
b 0.34305¢ 1.812123
c 0.695245 1.478363

In [217
out [217

ars

one two
a 0.533338 0.05151¢
b -0.468040 0.191120
c -0.115848 -0.24263¢

In [218]
Out [218]

df.reindex_like(df2)

one two
a 1.394881 1.772517
b 0.34305¢ 1.812123
c 0.695246 1.473369
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In [89]: df.loc["b"]
out [89

one 2.0
bar 2:0

flag False
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In [167]: tsdf["A"].agg("sum")
Out[167]: 3.033606102414146
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In [45]: df
out[4s]:

one two three

NaN -0.282863 -1.509059

NeN 1.212112 -0.173215

0.118208 -1.044236 -0.861849

-2.104569 -0.494928 1.071304

NaN -0.706771 -1.038575

PHoap

In [46]: df.fillna(method="pad")
out[46]:

one two three
a NaN -0.282863 -1.509059
o NeN 1.212112 -0.173215
e 0.115209 -1.044236 -0.861845
£ -2.104569 -0.494929 1.071804
h -2.104569 -0.706771 -1.039575
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In [304]: unsorted df.

out [304
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a Nax
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In [5]: df.foo<TAB> # noga: E225, E999
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In [69]: df = pd.DataFrame (np.random.rand(50, 4),

columns—["a", "b", "en, "d"])

In [70]: af["species"] = pd.Categorical(
["setosa" * 20 + ["versicolor"] + 20 +
["virginica"] * 10

In [71]: df.plot.scatter(x="a", y="b"):
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In [20]: s.to_numpy()
out[20]: array([ 0.4691, -0.2829, -1.5091, -1.1356, 1.2121])
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In [15]: frame = pd.DataFrame (np.random.randn (1000, 5)

columns=["a”, "b", "c", "%, "e"])

In [16]: frame.iloc(

np.nan

# Series with Series
In [17]: frame["a"].corr(Erame["b"])
Out[171: 0.013475040400098775

In [18]: frame["a"].corr(frame["b"], method="spearman”
Out[18]: -0.007289885159540637
# Pairwise correlation of DataFrame columns
In [19]: frame.corr(
Out[19]:
a b o a e

1.000000 0.013479 -0.049269 -0.042238 -0.028525
.013478  1.000000 -0.020433 -0.011138 0.005654

-0.049269 -0.020433 1.000000 0.018587 -0.054268
d -0.042239 -0.011139 0.018587 1.000000 -0.017060

0w
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air_quality_no2 = pd.read_csv("data/air_guality _no2_long.csv",
parse_dates=True)

In [3]: air_quality_no2 = air_quality_no2(["date.utc", "location",
“paraneter”, “value"]]

In [4]:
out[4]

=ir_quality_no2.head()

Gate.utc location paramter value

0 2019-06-21 00:00:00+00:00 FRO4214 no2  20.0
1 2019-06-20 23 FRO4014 no2 218
2 2019-06-20 22! FRo4014 no2 265
3 2019-06-20 21 FRO4014 no2 289
4 2019-06-20 20: FRO4014. no2 1.4
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In [42]
Out[42]

df.loc[("bar", "two"), "A"]
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In [224]: sl.align(s2, joii
out [224] 1

(2 -0.136646

b -1.65242¢

& -0.303393
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left™)
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In [237]

ts2.reindex(ts.index).fillna (method="ffill™

out [237] ¢
2000-01-03  0.183051
2000-01-0¢  0.183051
2000-01-05  0.183051
2000-01-06  2.385439
2000-01-07  2.395439
2000-01-08  2.385439
2000-01-09  0.733639
2000-01-10  0.733639

Freq: D, dtype: floaté4d
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In [7]: titanic = pd.read_excel("titanic.xlsx", sheet_name="passengers”)
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In [50]: df.loc[:, "D"] = np.array([5] * len(df))
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In [33]: plt.figure();

In [34]: df.diff().hist(color="k", alpha=0.5, bins:
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In [60]: pd.isna(dfl)
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df.apply (np.cumsum)
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In [12

arrays = [

np.array(["bar", "bar", "baz", "baz",

"foo", "qux", "qux"l),

np.array(["one", "two", "ome", "two",

ncuon, monen, "twonl),

nfoor,

In [13]: = = pd.Series(np.random.randn(8), index=arrays)

In [14]: 5
out [14] 1
par one  -0.861349
two  -2.104569
paz ome  -0.494928
two  1.07130¢
foo ome  0.721555
two  -0.706771
qux ome  -1.039575
two  0.271360
dtype: floates
In [15]: df = pd.DataFrame (np.random.randn (2,
index=arrays)
In [16]: df

out [16;
o 1 2

par one -0.424972 0.567020 0.276232 -1.087401
two -0.673680 0.11364% -1.478427 0.524988
paz one 0.404705 0.577046 -1.715002 -1.03826%
two -0.370647 -1.157852 -1.344312 0.844385
foo one 1.075770 -0.109050 1.643563 -1.46338%
two 0.357021 -0.674600 -1.776804 -0.968914
qux one -1.204524 0.413738 0.276662 -0.472035
two -0.013960 -0.362543 —0.006154 —0.923061
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In [61]: df.mean()

A -0.004474
B -0.383981
c  -0.687758
D 5.000000
F 3.000000
dtype: floaté4

Realizando la misma operacién en el otro eje:
In [62]: df.mean (1)

out[62]:

2013-01-01 0.872735
2013-01-02 1.431621
2013-01-03 0.707731
2013-01-04 1.395042
2013-01-05 1.883656
2013-01-06 1.592306

Freq: D, dtype: float64
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>>> dataframe.to_xml('data.xml')
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In [19]: air_quality.head()
out[19

date.utc

2067 2019-05-07 01
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1095 2019-05-07 01:00:00+00:00
1109 2019-65-07 01:

location parameter

London Westminster
FRO4014
BETRS21
BETRS21
London Westminster

no2
no2
pm2s
no2
pm2s

value
2.0
.0
12.5
0.5
5.0





images/image208.png
In [129]: df.sort_values (by="grade")
out[129]: -
id raw_grade grade
6 very bad
good
good
very good
very good
very good

W W ohHEG;
G W
Voo o





images/image634.png
select_atypes()





images/image213.png
In [136]: plt.show();





images/image-94.png





images/image58.png
station_paris

100

80

60

40

20

20

40 60
station_london

80

100





images/image-379.png
In [70]: sexr
Out [70] :

0.0 0.0
1.0 Nax

10.0  10.0
dtype: floatéd

In (71]: ser.interpolate()
Out (71

0.0 0.0
1.0 5.0
10.0  10.0
dtype: floatéd

In (72]: ser.interpolate (method="values")
out [72] :

0.0 0.0

1.0 1.0

10.0  10.0
dtype: floaté4
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In [26]: df["bar", "one"]
out (26
A 0.885717
5 0.410835
c  -1.413681
Neme: (bar, onme), dtype: floatéd

In (27
out [27
A 0.885717
5 0.410835
c  -1.413681
Name: one, dtype: floatéd

ag["baz"] ["one"]

In (28
out [28] 1
one  -1.039575
two  0.271860
dtype: floatéd

s["qux"]
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In [126]: df["grade"
"very bad"]

.cat.categories = ["very good", "good"
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In [24]: df4 = pd.DataFrame(

i
"a": np.random.randn(1000) + 1,
"b": np.randon.randn(1000)
np. random. randn (1000) - 1,
B
columns=["a", "B", "c"],

In [25]: plt.figare();

In [26]: df4.plot.hist (alph:
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pd.read_csv("../data/air_quality_no2_long.csv", parse_dates=["datetime"])
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In [3]: s = pd.Series([l, 3, 5, np.nan
In [4]: s

out [4]
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4 6.0

5 8.0

dtype: floaté4
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import matplotlib.pyplot as plt

plt.close("all")
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In [13]: air_quality = air_guality.sort_values("date.utc")

In [14]: air_quality.head()

out[14]:

location parameter
2067 2019-05-07 01:00! London Westminster no2
1003 2019-05-67 01:00! FRO4014 no2
100 2019-05-07 01:00! BETRS21 pm2s
1095 2019-05-07 01:00! BETRS21 no2
1109 2019-05-07 1:00: London Westminster pm25
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2.0
.0
12.5
0.5
5.0
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In [196]:
"sqrenl))
Out (1961 :
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In [240]: df

out 2401 ¢

one two chree]
2 1.394981 1.772517 NaN
b 0.34305¢ 1.912123 -0.0503%0
c 0.695286 1.473369 1.227435
a NN 0.279344 -0.613172

In [241]:
out [241]

daf.drop(["a", "d"], axis=0)

one two three
b 0.34305¢ 1.912123 -0.0503%0
c 0.695286 1.473369 1.227435

In [242]:
out [242]

daf.drop(["one"], axis=1)

two three
772517 Nax
.912123 -0.050390
475368 1.227435

1
1
1
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>>> table = pd.pivot_table(df, values=['D', 'E'], index=['A’,
e,

aggfunc={'D': np.mean,
'E': [min, max, np.mean]})
>>> table
D E

a ¢
bar large 5.500000 9 7.500000 6

small 5.500000 9 8.500000 &
foo large 2.000000 5 4.500000 4

emall 2.333333 6 4.333333 2

df1 = pd.DataFrame ({'lkey’': ['foo', 'bar', 'baz', 'foo'l,
. 2, 3, 519
»»> df2 = pd.DataFrame ({'rkey': ['foo', 'bar', 'baz', 'foo'],

'value
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df = pd.DataFrame (
np.random. randn (s, 3),
index=["a", "c", "e", "f", "h"],
columns=("onen, "twow, nthreen],

In [1]
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In [28]: df.loc["20130102":"20130104", ["
out[28]:

, "B"1]

a B
2013-01-02 1.212112 -0.173215
2013-01-03 -0.861849 —-2.104569
2013-01-04 0.721555 -0.706771
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¢ df3 = pd.DataFrame (np.random.randn (1000, 2),
"B", "C"]).cumsum()

In [11]: df3["A"] = pd.Series(list (range(len(df))))

In [12]:

4£3.plot (x="A", y="ET);
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In [3]: columns = ["id 0", "name O", "x 0", "y_0"]

In [4

pd.read parquet ("timeseries wide.parquet") [columns]
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In [1]: import pandas as pd
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In [8]: titanic["Name"].str.contains("Countess™)

out[8]:
o False
1 False
2 False
H False
a False

586 False
857  False
585 False
859 False
890  False
Name: Name, Length: 891, dtype: bool
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In [115]: df.replace({"b": "."}, {"b": np.nan})

Out[115]
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id 0 name 0 x 0 ¥ 0 id 1 name 1 x1 .
name 8 xs v ids name o xe v.o
tinestamp

2000-01-01 00:00:00 1015 Michael -0.399453 0.085427 994
Frank -0.176842 Dan -0.315310 0.713882 1025
Victor -0.135779 0.346801

2000-01-01 00:01:00 969 Patricia 0.650773 -0.874275 1003
Laura 0.459153 Ursula 0.913244 -0.630308 1047

Wendy -0.886285 0.035852

2000-01-01 00:02:00 1016  Victor -0.721465 -0.584710 1046
Michael 0.524994 Ray -0.656593 0.692568 1064
Yvonne 0.070426 0.432047

2000-01-01 00:03:00 939 Alice -0.746004 -0.908008 936
Ingrid -0.414523 Jerry -0.958994 0.608210 978
Wendy 0.855249 -0.643938

2000-01-01 00:04:00 1017 Dan 0.519451 -0.803504 1048
Jerry -0.569235 Frank -0.577022 -0.409088 994

Bob -0.270132 0.335176

2000-12-30 23i56:00 999 Tim 0.162578 0.512817 973
Kevin -0.403352 Tim -0.380415 0.008097 1041
Charlie 0.181477 -0.589518

2000-12-30 23:57:00 970 Laura -0.433586 -0.600288 958
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2000-12-30 23:58:00 1065 Edith 0.232211 -0.454540 971
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0.031345 -0.657755

2000-12-30 23:50:00 1018  Ingrid 0.322208 -0.615974 981
Hannah 0.607517 Sarah -0.424440 -0.117274 990
George -0.375530 0.563312

2000-12-31 00:00:00 937  Ursula -0.906523 0.943178 1018
Alice -0.564513 Jerry 0.236837 0.807650 985

Oliver 0.777642 0.783392
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In [379]: dft = pd.DataFrame({"a": [1, 2, 3], "b": [4, 5,
"e": [7, 8, 913)
In [380]: dfc.loc[:, ["a", "b"]].astype (np.uints) .dcypes

our [380] ¢
2  uints
o uints

dtype: object

In [381]: dft.loc[:, ["a”, "b"]] = dft.locl:, ["a",
"b"]].aztype (np.uints)
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In [265
Out[265] :

row["int"].dtype
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In [266]: df_orig["int"].dtype
Out[266]: dtype ('inté4')
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>>> dl

ke

merge (df2, left on right_
suffixes=(False, False))

Traceback (most recent call last):

columns overlap but no suffix specified:
Index(['value'], dtype='cbject’)

>>> dfi = pd.DataFrame({'a': ['foo’, 'bar'l, 'b': [1, 21})
>>> df2 = pd.DataFrame({'a': ['foo’, 'baz'l, 'c': [3, 41})
>>>
a b

0 foo 1

par
>>> afz
0 foo 3

paz 4

>>> afl.merge (af2, how:
a b c

0 foo 1 3

>>> afl.merge (af2, how:
a b c

0 foo 1 3.0

1 par Nax

>>> df1 = pd.DataFrame ({'left': ['foo’, 'bar'l})
>>> df2 = pd.DataFrame({'right': [7, 21})
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In [9]
out[o]:
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air_quality["datetime”].min(), air_quality["datetime"].max()
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In [446]: df.select_dtypes(include;
out [446] ¢
booll bool2
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In [56]: df = pd.DataFrame (np.random.rand(10, 3).,

columns=["Coll", "Col2", "Col3"])
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In [116]: df.replace({"b": r™\s*\.\s*"}, {"b": np.nan},
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In [89]: df.groupby("A")

out [89]:

® D
A
bar 1.732707 1.073134
foo 2.824590 -0.574779

-sum()
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In [88]: ser
pd.Series (np.sort (np. random.uniforn(size=100)))

# interpolate at new_index
In [29]: new_index = ser.index.union(pd.Index([49.25, 49.5,
49.75, 50.25, 50.5, 50.751))

In [90]: interp_s
ser.reindex (new_index) . interpolate (metho

"pehipn)

In [91]: interp_s(49:51]
our (91

45.00  0.471410
49,25  0.476841
49,50  0.481750
49.75  0.485998
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51.00  0.48707¢

dtype: floatéd
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_and_code city :
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In (23]
out[se]:

In [89]:

out[89]

np.mean (df["one"])
0.8110935116651152

np.mean (4f ["one"] . to_numpy () )
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In [86]: df = pd.DataFrame(
3 * np.random.rand(4, 2), index=["a", "B",
[

"a"], columns

In [87]: df.plot.pie(subplots=True, figsize:

a));
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baseball = pd.read csv("data/baseball.csv"

print (baseball)

player year stint team lg g ab
cs bb  so ibb hbp sh sf gidp
womacto0l 2006 2 cHN NL 13 50
1.0 4 4.0 0.0 0.0 3.0 0.0 0.0
schilcudl 2006
0.0 0 1.0 0.0

aloumo01 2007
0.0 27 0 s.0
alomasa02 2007
0.0 0.0 0.0 0 3.0 0.0

[100 rows x 23 columns]

Tn [122]: baseball.info()
<class 'pandas.core.frame.DataFrame’>
RangeIndex: 100 entries, 0 to 99
Data columns (total 23 columns):
# Column Non-Nall Count Dtyp

o id 100 non-null  int64
1 player 100 non-null  object
2 year 100 mon-null  intéd
3 stint 100 non-null  intéd
4 team 100 mon-mnull  object
5 1g 100 non-null  object
6 g 100 non-null  inté4
7 ab 100 non-null  inté4
8 = 100 non-null  int64
9 n 100 non-null  inté4
10 x2b 100 non-null  int64
11 x3b 100 non-null  int64
12 hr 100 non-null  inté4
13 rbi 100 non-null  float64
14 =b 100 non-null  float64
15 cs 100 non-null  float64
16 bb 100 non-null  inté4
17 so 100 non-null  float64
18 ibb 100 non-null  float64
19 hbp 100 non-null  float64
20 sh 100 non-null  float64
21 sf 100 non-null  float64
22 gidp 100 mon-null  float64

dtypes: float64(9), int64(11), cbject(3)
memory usage: 18.1+ KB

B x2b
14 1
10
12 19
31

%36 hr
0 1
0 o
113
0 o
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iterrows()
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Out[19]:

a NaN 0.
o NeN 1.
e 0.115209 -1.
£ -2.104569 0.
n NeN 0.
In [20]:
out[20]
floatee

object

bool

datetine64[ns]
dtype: inté4

two
252363
212112
044236
294929
706771

s
1
1
1

=i,
0.
0.

1.
=i,

three
508058
173215
s61345
071504
039575
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par
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daf2.dcypes.value_counts (

five
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True
False
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timestamp
NaT
NaT
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datetime64/ns]
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In [4]: titanic["Age"].mean()
out[4]: 29.69911764705882
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In [40]: df
out[40] :

one two three
a NaN -0.282863 -1.509059
c NeN 1.212112 -0.173215
e 0.119209 -1.044236 -0.861849
£ -2.104569 -0.494525 1.071804
n NaN -0.706771 -1.038575

In [41]: df.groupby("one”).mean(
Out[41]:

two three
~2.104569 -0.494929 1.071804
0.119209 -1.044236 —0.861849
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pd.DataFrame (data, index=["first", "second"]

c
b'Hello'
b'World'
pd.DataFrame (data, columns=["C", "A", "B"]
c A B
0 b'Hello' 1 2.0
1 b'World' 2 3.0
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In [51]: df = pd.DataFrame (np.random.rand (10, 3),
"Coll", "Col2", "Col3"])

columns=[

In [521: AE["X"] — pd.Series(["A", "A", "A", "A®, "AW, nBW,
wgn, wBw, "B, "Bn])

In [53]: Af["Y"] = pd.Series(["A", "B", "A", "B", "A", "B",
nan, wBw, nan, wBn])

In [54]: plt.figure();

In [55]: bp = df .boxplot (column:
f—

"Coll", "Col2"], by=["X",





images/image189.png
0 foo

1
2

right
rval

4
5

lval
1

1 foo

In [80]:

out [80]:
key

0 foo

1 foo

In [81]:
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>>> pd.read spss('data.sav')
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In [306]: unsorted df["three"].sort_index()

out [306] ¢
a Nax
b -0.088217
e 1.27338%

4 -0.252916
Name: three, dtype: floaté4
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In [125]: df00 = df.iloc[0, O

In [126]: df.replace([1.5, df00], [np.nan, "a"])
Out [126] :

o 1
a -1.021415
0.432396 -0.323580
0.423325 0.795180
1.262612 0.751965
Nax NaN

Nax NaN

-0.498174 -1.060799
0.591667 -0.183257
1.018855 -1.482465

NeN Nax

In [127]: df[1].dtype

out[127]: dtype ('floatéd’)
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ndarray.{sum, std, ...}
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In [6]: air_guality[“ratio_paris_antwerp"] = (
:  Tair_quality["station paris"] / air_quality["station_antuerp"]

In [7]: air_quality.head()

out[7]:
station_antwerp station_paris station_london london_mg_per_cubic

datetine

2019-05-07 02:00:00 Nall Nall 2.0 43.286

2019-05-07 03:00:00 0.5 25.0 19.0 35.758

2019-05-07 04:00:00 a5.0 2.7 19.0 35.758

2019-05-07 05:00:00 Nall s0.4 16.0 s0.112

2019-05-07 06:00:00 NaN 61.9 NaN NaN
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In [170]: tsdf["A"].agg(["sum”, "mean®])
out[170] :

sum 3.033606

mean  0.505601

Name: &, dtype: floatéd
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dfl.columns = pd.MultiIndex.from tuples(

In [345]
. [("a", "one"), ("a", "two"), ("b", "three")]

)

In [346]: dfl.sorc_values (by=("a", "twa"))

out[346]:
a b

one two three

o 2 1 s
2 1 2 s
11 03 .
3 1 e 2
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In [47
Out [47] ¢

df.loc[[("bar", "two"), ("qux", "one")]]

a 5 c
rirst second

par  two 0.80524¢ 0.313850 1.607920
qux  one  -1.170298 1.130127 0.974466
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In [66]: df = pd.DataFrame (np.random.rand(10, 4),
columns=["a", "b", "c", "ar])

In [67]: df.plot.area();
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Out[331): arrav([l, 3])

In [332]:
out [332]

ser.searchsorted([1, 3], side="left”)
array([o, 21)

In [333]: ser = pd.Series([3, 1, 2])

In [334]: ser.searchsorted([0, 3], sorter=np.argsorc(ser))
Out[334]: array([0, 2])
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In [8]: frame = pd.DataFrame(np.randem.randn (1000, 5),
columns=["a", "b", "c", "d", "e"])
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In [243]: df.reindex(df.index.difference(["a", "d"])
out [243

one two three
b 0.343054 1.912123 -0.050390
c 0.695246 1.478369 1.227435
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ous[322]

t Bank NameBank civycicy
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In [112]): data
out[119]:
array([6, 6 2, 3, 5, 3, 2, 5, 4, 5 4,3, 4,5 0,2 0, 4,
2,0, 3, 2,

2,5 6,5 3,4, 6 4, 3,56 4, 3,6 2 66 2
G < 2 4y

6 2, 6 1,5 41)

In [120]: s = pd.Series(data)

In [121]: s5.value_counts()

out[121]:
& 10
2 10
7 s
s i
s :
1 s
1 2

deype: intes

In [122]: pd.value_counts(data)

out[122]:
& 10
2 10
. s
s :
s :
1 s
1 2

inteq
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Sswaplevel()





images/image-297.png
In [39]: df = pd.DataFrame(np.random.rand(10, 5),
columns—["A", "B", "C", "DM, "E"])

In [40]: df.plot.box():
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>>> with pd.ExcelWriter('output.xlsx',
mode='a’) as writer:

df.to_excel (writer, sheet_name='Sheet_name 3')
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In [386]: df
out [386

0 1 2
0 1 a 2016-03-02
1 2 b 2016-03-02
In [387]: df.dtypes
Out [387
0 object
1 object
2 datetimes¢lns]

Stype: obsect
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In [89]: series = pd.Series([0.1] * 4, index=[ "b", "em,

"a"], name="series2")

In [90]: series.plot.pie(figsize=(6, 6));
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In [36]: div, rem = divmod(idx, 3)

In [37]: div
Out[37]: Inté4Index([0, 0, 0, 1, 1, 1, 2, 2, 2, 3],

dtype='inte4’)
In [38]: rem
Out[38]: Inté4Index([0, 1, 2, 0, 1, 2, O, 1, 2, 0],

dtyp:

inte4r)
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In [94]: df.
out[94]:
abe def
ome y 1
x 0
zeroy 0
2

rename_axis (index=["abc",

o

.519970
.600178
.132885
Ti10179

1

-0.493662
0.274230
-0.02368%
1 2c0520

"def"])
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In
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[571:

[58]:

from collections import namedtuple
Point = namedtuple ("Point", "x y")

pd.DataFrame ([Point (0, 0), Point (0,

3),
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In [238]:
out [238]
2000-01-03  0.183051
2000-01-04  0.183051
2000-01-05 Nax
2000-01-06  2.395489
2000-01-07  2.395489
2000-01-08 Nax
2000-01-09  0.73363%
2000-01-10  0.733639
Freq: D, dtype: £loaté4

ts2.reindex(ts.index, method="ffill", limit=l
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In [37]: s.reindex(index[:3])

out[37]:

first second

bar  onme ~0.361829
two ~2.10569

baz  onme —0.494925

dtype: floaté4





images/image254.png





images/image300.png
datetime04 [ ns/-diype numpy.nadarray
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In [178]: mdf.agg(["min", "sum"])

out[178]

A s c D
min 1 1.0 bar 2013-01-01
sum 6 6.0 foobarbaz NaT
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tn L-bUl: series.describe(percentiies=il.bs, Ueeo, .09,
0.951)

Out [100] :

count  500.000000
nean ~0.021282
ta 1.015506
nin —2.683763
5 -1.645423
25 -0.695070
s0% ~0.068718
5% 0.712483
o5 1.711408
nax 3.160915

stype: floatéd
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In [33]: rem

out [33]
o o
11
2 2
s o
t
s 2
s o
71
s 2
s o

dtype: intes
In [34]: idx = pd.Index (np.arange (10))
In [35]: idx

Out([35]): Inté4Index([0, 1, 2, 3, 4, 5, 6, 7, & 9,
dtype='int64')
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Series.plot.areaf()
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DataFrame.sort index()
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In [208]: plt.plot(price.index, price, "k");

In [209]: plt.plot(ma.index, ma, "b");

In [210]: plt.fill between(mstd.index, ma - 2 * mstd, ma + 2
B", alpha=0.2);

* mstd, color=
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>>> dataframe.to spss('data.sav')
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extract_city_name
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In [8]: air_quality renamed = air_guality.rename(

column:

"station_antuerp”: "BETRS@1",
"station paris”
"station_london"

Ro4014",
London Hestminster”,

In [9]: air_quality_renamed.head()

out[9]:

datetine
2019-05-07 02: 0
2019-05-07 03:00:00
2019-05-07 04:0x
2019-05-07 ©5:00:00
2019-05-07 06:00:00

sETRSEL

Nall
s0.5
as.0
Nall
Nal

FRO4014 London Westminster

Nall 2.0
25.0 195.0
27.7 1.0
0.4 5.0

61.9 Nal

london_mg_per_cubic

43.286
35.758
35.758
30.112

NaN

ratio_paris_antu

0.495
0.615
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in [1es
out [168

tedf.agg([fsum®l)

a 5 c
sum 3.033606 -1.803879 1.57551
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>>> pd.concat ([s1, s2], keys=['sl', 's2']
names=['Series name', 'Row ID'I)
Series name Row ID

s1 a
1 b
=2 o o
1 a

H
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In [145
out[145

pd.read_hdf ("foo.h5", "df")

a B G] D
2000-01-01  0.350262  0.843315 .798556  0.782234
2000-01-02 -0.586873  0.034907 .923792 -0.562651
2000-01-03 -1.245477 -0.963406 .269575 -1.612566
2000-01-04 -0.252830 -0.498066 .176886 -1.275581
2000-01-05 -1.044057  0.118042 .768571  0.386039

(SRR,

2002-09-22 -48.017654 31.474551 69.146374 -47.541670
2002-09-23 -47.207912 32.627390 68.505254 -48.828331
2002-09-24 -48.907133 31.990402 67.310924 -49.391051
2002-09-25 -50.146062 33.716770 67.717434 -49.037577
2002-09-26 -49.724318 33.479952 68.108014 -48.822030

[1000 rows x 4 columns]
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DataFrame.rename_axis()





images/image159.png
In [30]: df.loc[dates([0], "A"]
out[30]: 0.4691122999071863
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groupby
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In [19]: s.array
out [19] ¢

<PandasArray>

[ 0.4691122999071863, —-0.2828633443286633, -
1.5090585031735124,

-1.1356323710171934, 1.2121120250208506

5, dtype: floaté64
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DataFrame_hist()
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In [11]: fig, axs = plt.subplots(figsize=(12, 4))

In [12
out[12

air_quality.plot.area(ax=axs)
<axesSubplot:xlabel="datetine’>

In [13
out[13

axs.set_ylabel("NOS_2§ concentration”)
Text(0, 0.5, 'NO$_2§ concentration’)

In [14]

fig.savefig("no2_concentrations.png")
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In [135]
out [195] ¢

tsdf.transform({"A": np.abs, "B": lambda x: x + 1})

a 5
2000-01-01 0.428758 0.135110
2000-01-02 0.168731 2.33814¢
2000-01-03 1.621034 1.438107

2000-01-0¢ Nan Nan
2000-01-05 Nan Nan
2000-01-06 Nax Nax
2000-01-07 Nan Nax

2000-01-08 0.254374 -0.240447
2000-01-09 0.157795 1.791187
2000-01-10 0.030876 1.371900
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dataframe.to_json
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>>> pd.merge_asof(
trades,
tolerance=pd.Timedelta ("2ms")

)

ask
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fn [396]: import datetime

In [397]: m = ["apple", datetime.datetime(2016, 3, 2)]

In [398]: pd.to_datetime (m, errors=rcoerce")
Out[392] : DatetimeIndex(['NaT', '2016-03-02'],
dtype='datetine6s[ns]’, freg=None)

In [399): m = ["apple”, 2, 3]

In [400]
Out [400] :

pd. to_numeric(m, errors="coerce")
array([nan, 2., 3.])

In [401): m = ["apple", pd.Timedelta("lday")]

In [402]: pd.to_timedelta(m, errors="coercer)
Out[402]: TimedeltaIndex([NaT, 'l days'l,
dtype='timedeltaéé[ns]’, freg=lNone)






images/image-395.png
ser.replace({

100})

cated





images/image-46.png
In [103]: frame = pd.DataFrame({"a
"No"], "br: range(2)})

["Yes™, "Yes", "No",

In [104]: frame.describe(

Out[104] :

b
count  4.000000
mean  1.500000
std 1.29099¢
min  0.000000
258 0.750000
50t 1.500000
75 2.250000
max  3.000000
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In [66]: pd.DataFrame.from dict(

diet(r("a", [1, 2, 31), ("B", [4, 5, 61)1),
orient="index",
columns=["one", "two", "three"l],
three
3
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Jeries.rename_axis()
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In [29]:

In [30]:

out[30]:
o

s = pd.Series (np.arange (10))

deype: intes
In [31]: div, rem = divmod(s, 3)
In [32]: div
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o o
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pandas.read_csv





images/image129.png
location
n o mETREOL
—o- FROZ014
—e— London Viestminster

5 o kg 3 o T





images/image306.png
pd.set_option("compute.use bottleneck", False)
pd.set_option("compute.use numexpr", False)
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In [211]: rs

s.reindex (df.index)

In [212]: zs
out[212]

= 1l.69514%
o 1.328612
¢ 1l.2326%6
4 -0.335345
atype: floates

In [213]
Out [213]

zs.index is df.index
Troe
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In [42]: df2
out[42]

a NaN 0.
c NeN 1.
e 0.118208 -1.
£ -2.104569 0.
5 NeN 0.

two
282363 1.
212112 0.
044236 0.
294525 1.
706771 1.

In [43]: df2.fillna(0)
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In [163
Out [169]

tsdf.agg(["sum”, "mean"])

a 5 c
sum  3.033606 -1.203879 1.575510
mean  0.505601 —0.300647 0.262585
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in [430]: subdtypes(np.generic)
Out [450;
[numpy.generic,
[ (numpy . number,
[ (numpy. integer,
[[nunpy. signedinteger,
[nunpy. int8,
numpy. int16,
numpy. int32,
numpy. incé4,
nunmpy. longlong,
numpy. cimedeltas4l],
[numpy . unsignedinteger,
[numpy.uints,
numpy.uint16,
numpy.uint32,
numpy.uwinté4,
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Out[106]:

bar one  0.206053
two  -0.251905
baz one  0.40820¢
two  -0.86333%
foo ome  -2.21358%
two  1.266143
qux one  1.063327
two  0.299368

dtype: floates

In [107]: s.sort_index(leve.

out[107]:
bar one  0.206053
baz one  0.40820¢
foo ome  -2.21358%
qux one  1.063327
bar two -0.251805

paz two -0.863838
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Out [226;
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In [29]: stime ddf["name"].value counts () .compute ()
CPU times: user 1.54 s, sys: 211 ms, total: 1.75 s
Wall ctime: 1.2 =

Out [29] ¢
Laura 230506
Ingrid 230838
Kevin 230692
Dan 230621
Frank 230595
Ray 228603
Xavier 220553
Charlie 229303
Bob 220211
fvonne 228768

Name: name, Length: 26, dtype: inté4
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>>> dataframe.to_table('data.csv')
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In [14]: fig, axs = plt.subplots(figsize=(12, 4))

In [15:

air_quality.groupby(air_quality[datetine”].dt.hour)["value"].mean().plot(
kind="bar', rot=0, a
)

out[15:

<Axessubplotixlabel="datetine’>
In [16]: plt.xlabel("Hour of the day"); # custom x Label using matplotlib

In [17]: plt.ylabel("$NO_2 (ug/m3)$");
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In [33]: s = pd.Series(np.random.randn(S),
index=1ist ("abcde"))

In [34]: s["d"] = s["b"] # so there's a tie
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In [227]: df.align(df2.iloc[0], axi:
out [227

( one three two
a 1.392981 NN 1.772517
b 0.32305¢ -0.050390 1.912123
c 0.695226 1.227435 1.473363
a NaN -0.613172 0.279344,
one 1.394981
three Nax
two 1.772517

Name: a, drype: floatéd)
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In [98]: stacked.unstack()

out[98]:
a B
first second
bar  one -0.727965 -0.589346
two 0.339969 -0.693205
baz one -0.339355 0.593616
two 0.884345 1.591431

In [99]: stacked.unstack(l

out[99]:

second one two

first

bar A -0.727965 0.339969
B -0.589346 -0.693205

baz A -0.339355 0.884345
B 0.593616 1.591431

In [100]: stacked.unstack (0
out[100]:

first bar baz

second

one A -0.727965 -0.339355
B -0.589346 0.593616

two A 0.339969 0.884345
B -0.693205 1.591431
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>>> df.columns
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EDD
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In [124]: df(["grade"] = df["raw_grade"].astype ("category")

In [125]: df(["grade"]
out[125]:

0 a

1 b

2 b

3 a

4 a

5 e

Name: grade, dtype: category
Categories (3, object): ['a',
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time ticker
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2016-05-25 13:30:00.023  GOOG 720.
0.023 MSFT  51.
2016-05-25 13:30:00.030 MSFT  S1.
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def subtract_and divide(x, sub, di
return (x - sub) / divide
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In [11S:
Out[115] :
In [116

dfm.index.is_monotonic_increasing
False
dfm = dfm.sorc_index()

In [117]: dfm
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In [127]: datafile = {

"path": [

"media/user_name/storage/folder 01/filename 01",
"media/user_name/storage/folder_02/filename 02",
1,

In [128]: pd.set_option("display.max_colwidth", 30)

In [129]: pd.DataFrame (datafile)
out [129] :

filename path
0 filename 01 media/user_name/storage/fo...
1 filename 02 media/user name/storage/fo...

In [130]: pd.set_option("display.max_colwidth", 100)
In [131]: pd.DataFrame (datafile)

out [131] :
filename

"filename": ["filename 01", "filename 02"],

path

0 filename 01 media/user_name/storage/folder 01/filename 01
1 filename 02 media/user_name/storage/folder 02/filename 02
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>>> df3 = pd.DataFrame([['c', 3, 'cat'], ['d', 4, 'dog'll,

columns=['letter’, ‘mumber’,

‘animal'])
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In [144

df.to _hdf ("foo.h5", "df")
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In [82]: iris = pd.read csv("data/iris.data")

In [83]: iris.head()

Name

Iris-setosa
Iris-setosa
Iris-setosa
Iris-setosa
Iris-setosa

sepal_ratio

0.

26275

L612245
.680851
673913

out [83]

Sepallength SepalWidth Petallength PetalWidth
5.1 3.5 1.4 0.2
1 2.9 3.0 1.4 0.2
2 4.7 3.2 1.3 0.2
3 4.6 3.1 15 0.2
: 5.0 3.6 1.4 0.2
In [84]: iris.assign(sepal_ratio=iris["SepalWidth"] /
iris["SepalLength"]).head()
out [84]

Sepallength SepalWidth Petallength Petaliis Name
0 s 1.4 0.2 Iris-setosa

o e 0.2 Iris-setosa

2 2 13 0.2 Iris-setosa
5 1 s 0.2 Iris-setosa
s 6 1 0.2 Iris-setosa

0
0
0
0

~720000
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Series lengths
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must match to compare
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>>> dfl.to_excel ("output.xlsx",
sheet_name='Sheet_name_1')
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In [43]: df.plot.box(vert=False, positions

1, 4, 5, 6, 8]):
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In [22]: monthly max = no_2.resample("M").max()

In [23]: monthly_max
out[23]
location

datetine
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52,
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2013-01-04 -2.278445 -3.706771 -4.039575
2013-01-05 -5.424972 -4.432980 -4.723768
2013-01-06 NaN NaN NaN

NaN NaN
NaN NaN
4.0 1.0
2.0 0.0
0.0 -1.0
NaN NaN
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In [314]: s[2] = np.nan

Tn [315]: s.sort values()
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>>> dfl

lerc
0 foo
1 par
>>> dfz
right
0o 7
1oe

>>> dfl.merge (df2, how='cross')
left rignt
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In [166
Out [166;

op.log(pd.NA)
P

In [167
Out[167

np.add (pd.NA, 1)
<A
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In [135]: arr = np.random.randn(30)
In [136]: factor = pd.gout(arr, [0, 0.25, 0.5, 0.75, 1])

In [137]: factor
Out[137] ¢

[(0.569, 1.184], (-2.278, -0.301], (-2.278, -0.3011, (0.569,
1.184], (0.569, 1.184], ..., (-0.301, 0.569], (1.184, 2.346],
(1.184, 2.346], (-0.301, 0.569], (-2.278, -0.301]]

Length: 30

Categories (4, interval[floaté4, rightl): [(-2.278, -0.301] <
(-0.301, 0.569] < (0.569, 1.184] <
(1.184, 2.3461]

In [138]: pd.value_counts (factor)
out [138]
(-2.278, -0.301] 8
(1.184, 2.316) :
7
7

(-0.301, 0.569]
(0.569, 1.184]
dtype: intéd
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In [55]: dfl
columns=1list

In [56]:

In [57]: dfl
out[57]:

2013-01-01
2013-01-02
2013-01-03 -
2013-01-04

= df.reindex(index=dates[0:4],

(df . columns)

dfl.loc[dates[0]

a
0.000000 O.
1.212112 -0.
0.861849 -2.
0.721555 -0.

+ ["E"])
dates[1], "E"]
B c
000000 -1.509059
173215 0.119209
104569 -0.494929
706771 -1.039575
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In [307]): =1 = pd.DataFrame({"a": ["B", "a",

2, 31, "c": (2, 3, 41)).set_index(
R 1list (mab")

In (308]: s1
Out [308]

2 b

51 2

22 3

cs 4

In [309]: s1.sort_index(level=ra")
Out [302]

2 b

51 2

cs 4

22 3

In [310]: sl.sorc_index(level="a”, key=lambda idx:

dx.stz. lover ())

Out (3101 :
2 b

22 3
51 2
-3 4

"cnl, bt
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In [€7]: pd.Series(["foo", "bar", "baz"]) == pd.Index(["foo"

"bazr", "qux"

out 167
0 True

True
2 False

: bool

In [68]: pd.Series(["foo", "baz", "baz"]) == np.array(["foo"

"bazr", "qux"

out68] ¢
True
True
2 False

bool
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>>> pd.read excel('data.xlsx')
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<do
</doc
<doc: row>

ides>4.0</dos
ow>

ides>

<do
<do
<do
</doc
<doc: row>

nape>circlec/doc: shape>
egrees>360</doc:degrees>
ides/>

ow>

<do

hape>trianglec/doc:shape>
<doc:degrees>180</doc:degrees>
<doc: sides>3.0</doc: sides>
</doc:row>
</doc:data>"
>>> df = pd.read_xml (xul,

xpath="//doc:row",
) namespaces={"doc":
"nttps://example.con"})
>>> af

shape degrees sides
0 sauare 360 4.0
1 cizcle 360 NaN

> triangle 180 3.0
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In [72]: ax = df.plot.scatter(:
label="Group 1")

"a", y="b", color="DarkBlue",

In [73]: af.plot.scatter(x="c", y="d", color="DarkGreen",
label="Group 2", ax=ax);:
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In [32]: df.rename(column: "eold®, 1: feoll®h)
Out [92] ¢
col0 co11
one 'y 1.519970 -0.493662
x 0.600178 0.274230
zero y 0.132885 -0.023638
X 2.410179 1.450520
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In [278]: stz
In [280]
our [280] ¢
0 2013-01-01
1 2013-01-02
2 2013-01-03 00

5 2013-01-02 0:12-05:00

dtype: datetinees(ns, US/Zastern]

In [281]: stz.dc.tz
Out[281]: <DstTzInfo 'US/Eastern’ LMT-1 day, 19:04:00 STD>

s.dt.tz_localize ("US/Eastern™
stz

00
100
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# filter for no2 data only
In [8]: no2 = air_quality[air_quality[“parameter”]

"no2"]
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fillna()
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>>> df = pd.DataFrame({'A': {0: 'a', 1: 'bB', 2: 'c'},
TG 08 D A8 B 8 By
Crrogo: 2, 1: 4, 2: 6)})
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1In [3]: air_guality
1n [4]: air_quality
In [5]: air_quality.
out[s]

city country
o Paris =
1 Paris =
2 Paris =
3 paris =
4 Paris =

= pd.read_csv("data/air_quality_no2_long.csv")
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In [403]: import datetime
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o 1

one y 1.060074 -0.108716
X 1.06007¢ -0.109716
zero y 1.271532 0.713416
X 1.271532 0.713416
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In [44]: d = {"one": [1.
2.0, 1.01}
In [45]: pd.DataFrame (d]

out [45] :
one two
0 1.0 4.0
1 2.0 3.0
2 3.0 2.0
3 4.0 1.0

In [46]: pd.DataFrame (d,

out [46] :
one two
a 1.0 4.0
b 2.0 3.0
c 3.0 2.0
i 4.0 1.0

index=["a",

e,

e,

nany)
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In [69]
out [69]

np.array([1, 2, 3]) == np.array([2])
array([False, True, False])
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In [340]: df = pd.DataFrame(
a0a0 ¢
e

-2, -1, 1, 10, 8, 11, -1,
1ist ("abdcetf™),
[1.0, 2.0, 4.0, 3.2, np.nan, 3.0,

In [341]: df.nlargest(3, "a")
out [341]
a b o
s 11 £ 3.0
5 10 ¢ 3.2

s 5 e NaN

In [342]: df.nlazgest(S, ["a", "c"])
out [342]
a b c
s 11 £ 3.0
5 10 ¢ 3.2
s 5 e NaN
2 1 4 4.0
6 -1 £ 4.0
In [343]: df.nsmallest(3, "a”)
out [343] ¢
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In [6]: df = pd.DataFrame (np.random.randn (1000, 4),
index=ts.index, columns=1ist("ABCD"))

In [7]: df = df.cumsum()
In [8]: plt.figure():
In [9]: df.plot():
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In [142]: df.to_csv("foo.csv")
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In [100]: ser.interpolate(limit direction:
limit_area="outside")
out[100] :

5.0
5.0
5.0
Nax
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Nax
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deype: floates
# £ill all consecutive outside values in both directions
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In [98]: dfl =
dtype=bool)
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dtype=bool)
In [100]: dfl &
out[100] :

a b
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2 True False
In [101]: dfl |
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a b
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In [368]: df3
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In [13]: s[O]
out([13]: 0.4691122999071863

In [14]: s[:3]

out [14

a 0.469112
b -0.282863
c -1.509059

floaté4

s[s > s.median()]

.469112
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In [5]: ages = pd.Series([22, 35, 58], name:

In [6]: ages
out[6]:
0o 22
13
2 s
Name: Age, dtype: intsd
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In [22]: df2.plot.bar(stacked=True);
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[22, 35, 58,
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In [3]: df
out[3]:

Name Age  Sex
© Braund, Mr. Owen Harris 22 male

1 Allen, hr. William Henry 35  male
2 Bonnell, Miss. Elizabeth 58 female
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In [76]: df.interpolate (method="barycentric"
Out [76] ¢
a) 5
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In [77]: df.interpolate (method="pchip")
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In [6]: type(titanic[“Age"])
Out[6]: pandas.core.series.Series
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In [218]: = = pd.Sexies(np.random.randn(S), index=["a", "b",
)

In [220]: s1 = s[:4]
In [221]: s2 = s
In [222]: sl.align(s2)
Out [222]

(2 -0.136646

b -1.65242¢
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c  -0.303393
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In [26]: dfmi = df.copy()
In [27]: dfmi.index = pd.MultiIndex.from tuples(

- [, "a"), (1, "o"), (1, "e™), (2, "a")]
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)

In [28]: dfmi.sub(column, axis=0, level="second")
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In [80]: af
columns=["a", "b"1)

pd.DataFrame (np.random.randn (1000,

In [81]: Af["b"] = AE["b"] + np.arange(1000)

In [82]: Af["z"] = mp.random.uniforn(0, 3, 1000)

In [83]: df.plot.hexbin (x- =,

* function-np.max, gridsize

an, y=mbn,
25)

reduce.
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In [91]: from pandas.plotting import scatter matrix
In [92]: 4f = pd.DataFrame (np.randon.randn (1000, 4),
columns=["a", "b", "", "d"])

In [93]: scatter matrix(df, alpha=0.2, figsize
diagonal="kde") ;

6, 6,
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In [79]: df.interpolate (method="spline”, order=2)
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In [130]: arr = np.random.randn(20)
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In [112]: dfm = pd.DataFrame(
im3am": [0, 0, 1, 1], "joe": ["x", "x", "z"

np. random. rand (4) )

"y"], "jolie"

)

In [113]: dfm = dfm.set_index(["3im", "joe"])
In [114]: dfm
Out [114
solie

jim joe
0 x  0.450671

x  0.120248
1z 0.537020

v 0.110068
In [4]: dfm.locl(l, 'z')]
PerformanceWarning: indexing past lexsort depth may impact
performance.

out[4]:
jolie

jim joe

1z 0.64094
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In [25]: no_2.resample( ", figsize=(10, 5));
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In [80]: midx = pd.MultiIndex(

L levels=[["zero", "omel, ["x", "y"1], codes=I[1,
1, 0, 01, 11, 0, 1, 011
)

In (811 df = pd.DataFrame (np.random.randn(4, 2), index—midx)

In [82]: af
out [82]

o 1

one y 1.519870 -0.493662

x 0.600178 0.274230

zero y 0.132885 -0.023638

x 2.410178 1.450520

In [83]: df2 = df.groupby(leve

In [84]: af2
out[84]:

0) .mean ()

o 1
one  1.06007¢ -0.109716
zero 1.271532 0.713416

In [85]: df2.reindex(df.index, leve
Out[85]
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o 1
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In [204]: s.map(t)
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255]: for col in af:
print (co1)
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In [261]: df _orig
"floac"])

pd.DataFrame ([[1, 1.5]], columns=["int",

In [262]: df orig.dtypes
Out [262] :

int intes

float  floatét

dtype: object
In [263]: row = mext(df_orig.iterrows()) (1]

In [264]
out [264] :
int 1.0
float 1.5

Jame: O, dtype: floatéd
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In [29]: plt.figure();
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In [22]: pd.Series(np.random.randn(8), index=tuples)|
Out [22] ¢
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In [62]: ts.count(
out(62]: 66

In [63]: ts.plot(
Out[63]: <AxesSubplot:>
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In [15]: air_quality_ = pd.concat([air_quality_pm25, air_guality_no2], keys=["PM25", "N02"])
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In [89]: df[:5]
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In [63]: s = pd.Series([1, 3, 5, np.nan, €
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In [64]: s

out [64
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out[7]
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figsize=(6, 4));:
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In [7]: titanic["Age"].shape
out[7]: (891,)
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# Datetimelndex

In [283]: s = pd.Series(pd.date_range("20130101", periods
In [284]: s

out [284] ¢

0 2013-01-01

1 2013-01-02

2 2013-01-03

5 2013-01-02

dtype: datetime64([ns]
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combine_first()
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In [1S9:
Out[159] ¢

tsdf

a 5 c
2000-01-01 -0.158131 -0.232466 0.321604
2000-01-02 -1.810320 -3.105758 0.43333¢
2000-01-03 -1.208847 -1.156793 -0.136794

2000-01-0¢ Nax Nax Nax
2000-01-05 Nan Nan Nan
2000-01-06 Nan Nan Nan
2000-01-07 Nax Nan Nax

2000-01-08 -0.653602 0.178875 1.00829%

2000-01-08 1.007996 0.462824 0.254472

2000-01-10 0.307473 0.600337 1.643850
a.

In [160

©tsaf.apply(pd.Series.interpolate:

out[160] :

a 5 c
2000-01-01 -0.158131 -0.232466 0.321604
2000-01-02 -1.810320 -3.105758 0.43383¢
2000-01-03 -1.209847 -1.156793 -0.13679¢
2000-01-04 -1.09858% -0.889658 0.092225
2000-01-05 -0.987345 -0.622526 0.321243
2000-01-06 -0.376100 -0.355352 0.550262
2000-01-07 -0.764851 -0.088258 0.779280
2000-01-08 -0.653602 0.178875 1.00829%
2000-01-08 1.007996 0.462824 0.254472
2000-01-10 0.307473 0.600337 1.643950
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In [60]: Point3D = namedtuple ("Point3D", "x y z")

In [61]: pd.DataFrame ([Point3D(0, 0, 0), Point3D(0, 3, 5),
Point (2, 3)1)

out[61]:

x y z
0 0 0 0.0
1 0 3 5.0
2 2 3 NaN
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e In [389]: m = ["1.17, 2, 3]
« In [390]: pd.to_numeric(m)
o Out[390]: arzay([1.1, 2. , 3. 1)
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p>> dataframe.to_csv('data.csv')

55> dataframe.to csv('folder/subfolder/out.csv')
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-DataFrame (

"A": ["one", "one", "two", "three"] * 3
wBM: ["A", "BM, "CM] % 4
newi ["foo", "foo", "foo", "bar", "bar

"D": np.random.randn(12),
"E": np.random.randn(12),

-
5
=
S
1§
o
&

® D E
foo -1.202872 0.047609
foo -1.814470 -0.136473
foo 1.018601 -0.561757
bar -0.595447 -1.623033
bar 1.395433 0.029399
bar -0.392670 -0.542108
foo 0.007207 0.282696
foo 1.928123 -0.087302
foo -0.055224 -1.575170

P EOOS00E WwN P o
o
E
o
QEFaTFAQER QDD

one bar 2.395985 1.771208
0 two bar 1.552825 0.816482
1 three bar 0.166599 1.100230
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applvf()
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In [131]: import matplotlib.pyplot as plt

In [132]: plt.close("all"™)
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In [13]: titanic["Sex_short"] = titanic["Sex"].replace({"male":

, "female”:

)

In [14]: titanic["Sex_short"]

out[14]:
o n
1 E
2 E
H E
4 n
E
57 F
E
s M
se M

Name: Sex_short, Length: 891, dtype: object
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In [119]
out[119]

dfm.loc[(0, "y"): (1,

jolie

3im joe
1y o.110068
z  0.537020

"z") ]
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xml

<?xml versiol

1.0" encoding='utf-8'?>
<data zmlns="http://example.con">
<zow>

<shape>square</shape>





images/image-308.png
In [57]: Af["X"] = pd.Series(["A", "A", "A", "A", "A", "B",
wBn, nBw, "BW, nBW])

In [58]: plt.figare();

In [59]: bp = df.plot.box (column-

"Coll", "Col2"], by="X")
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In [155]: df.apply("mean")

Out [155!
one 0.81109¢
two 1.360582
three  0.18795%

dype: floates

In [156;
Out [156]
a  1.583748
b 0.731828
¢ 1.133833
4 -0.1s6912
dtype: floaté4d

f.apply ("mean”, axis=1)
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In [94]

series = pd.Series(np.random.randn(1000))

In [95]: series(::2] = np.nan

In (96

series.descrive()

out [96] 1
count  500.000000
nean 0021292
sta 1.015506
nin —2.ez3763
252 01639070
so¢ -0.069718
758 0.714483
nax 3.160915

dtype: floatéd
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In [101]

pd.Series(["a", "a", "b", "b", "a", "a",

np.nan, "c", "d", "a"])
In [102]: =.describe()
out [102]

count. s

unique 4

top a

freq s

Gtype: obsect
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‘value': (S, 6 7, 811)
>>> ar1

lrey value
0 foo
1 bar 2
2 baz s
s foo s
>>> afz

rkey value
0 foo
1 bar &
2 baz 7
3 foo B
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In [7]: df2["one"]
out[7]:

0.469112

Nax
-1.135632

Nax
0.118208
-2.10569

Nax
0.721555

one, deype: floates

ZFammpooe

In [8]: pd.isna(df2["one"])
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In : pd.DataFrame (
{
("a", "b"): (("A", "B" (man, " 21,
("a", mam): {(("A", "C (man, "y : 4y,
("a", mem): (("A", "BM (man, " : o6},
(b, mam): (("A", "C ("a", "B"): 8},
("B, "BU): {("A", "Dm (A", "™y : 107,
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In [37]: ddf.1oc["2002-01-01 12:01":"2002-01-01

12:05"] . compute (

out[37]:

timestamp
2002-01-01
2002-01-01
2002-01-01
2002-01-01
2002-01-01

1a

583
1001
108

593
1014

Laura
Laura

oliver
Kevin

vonne

EPEEE
.523118
L612836
.451877
loazear

0.
0.
.208650
.332847
381748

v

078392
226026
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In [87]: dfa = pd.DataFrame({"A": [1, 2, 3], "B": [4, 5, 6]})

In [88]: dfa.assign(C=lambda x: x["A"] + x["B"], D=lambda X:
x["A"] + x["C"])

out [88]

A B C D
01 4 5 6
125 17 9
2 3 6 9 12
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In [59]: np.nan == np.nan
Out(59]: False
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images/image-84.png
2000-01-04 Nal Nal Nal

2000-01-05 Nan Nan Nan
2000-01-06 Nan Nan Nan
2000-01-07 Nan Nax Nan

2000-01-08 0.25¢374 1.240447 0.201052
2000-01-08 0.157785 0.791197 1.144208
2000-01-10 0.030876 0.371800 0.061932

In [190
out[190] :

x.abs())

taaf.transform(lambda

a 5 c
2000-01-01 0.428759 0.8648%0 0.675341
2000-01-02 0.168731 1.33814 1.279321
2000-01-03 1.621034 0.438107 0.80379¢

2000-01-0¢ Nax Nan Nax
2000-01-05 Nax Nax Nax
2000-01-06 Nan Nan Nan
2000-01-07 Nan Nax Nan
2000-01-08 0.25¢374 1.240447 0.201052
2000-01-08 0.157785 0.791197 1.144208

2000-01-10 0.030876 0.371900 0.061932
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‘replace()
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Out [23] :

a 1.05192%
b 0.000000
c 0.352182
a Nax
In [24]: af.
out [24]

a -0.377535
b -1.562069
¢ -0.783123
a Nan
In [25]: af.
Out [25]

a -0.377535
b -1.562069

¢ -0.783123
a NaN

0.

o.
0.
=ilo

two  three
139606 wan|
000000 0.000000
33754 1.277825
632779 -0.562782

sub(column, axis="index")

two three
0.0 Nan
0.0 -1.962513
0.0 -0.250833
0.0 -0.892516

sub(column, axi;

two three
0.0 Nan
0.0 -1.962513
0.0 -0.250833
0.0 -0.892516
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In [327

out[327]:

df_multi.sort_values(by=["second",

a

first second

b

b

1

"A"])
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In [11]:

In [12]
out[12]

hUNED

city country

Paris
Paris
Paris
Paris
Paris

R
R
R
R
B

air_quality.head()

datetime location parameter
2019-06-21 00:00:00+00:00

2019-06-20 23:00:00+00:00
2019-06-20 22:00:00+00:00
2019-06-20 21:00:00+00:00

FRO4014
FRO4014
FRO4014
FRO4014
FRO4014

no2
no2
no2
no2
no2

air_quality["month"] = air_quality["datetime"].dt.month

value
20.0
215
2.5
2.9
2.4

unit
ug/m?
ug/m®
ug/m*
ug/m*
pg/m?

month
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In [96]: mi = pd.Multilndex.from product([[1, 2],
"b"]], names=["x", "y"])

In (97]: mi.names
out[97]: FrozenList(['x', 'y'])
In [98]: mi2 = mi.rename("new name”, level:
In (99]: mi2
Out [99]
Multilndex([(1, 'a’),

a, v,

2, ran),

(2, 41,

names=['new name', 'y'])
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In [85]: iris.assign(sepal_ratio=lambda x: (x["Sepalwidth"] /
x["SepallLength"])) .head ()

ouc [85]

Sepallen Sepalfiidth Petallength PetalWidth Name sepal_ratio
0 5.5 1. 0.2 Iris-setosa 0.886275
1 3.0 1. 0.2 Iris-setosa 0.612245
2 5.2 1. 0.2 Iris-setosa 0.680851
5 51 1 0.2 Iris-setosa 0.673913
3 3.6 1. 0.2 Iris-setosa 0.720000
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>>> dfl.to_excel('outputl.xlsx', engine='xlsxwriter')
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In [239]: ts2.reindex(ts.index, method="ffill", toleranc:
day)

out [232]

2000-01-03  0.183051
2000-01-04  0.183051
2000-01-05 Nax
2000-01-06  2.395485
2000-01-07  2.395489
2000-01-08 Nax
2000-01-08  0.73363%
2000-01-10  0.73363%
Freq: D, dtype: float64
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In [49]: dff = pd.DataFrame (np.random.randn(10, 3)
columns=1ist ("ABC™) )

In [50]: dff.iloc(3:5, 0] = mp.nan

In [51]: dff.iloc[4:6, 1] = np.nan

In [52]: dff.iloc($:8, 2] = mp.nan

In [53]
Out [53]

are

a 5 g

-0.968914 -1.294524 0.413738
0.276662 -0.472035 -0.013960

0 0.271860 -0.424972 0.567020
1 0.276232 -1.087401 -0.673690
2 0.113648 -1.478427 0.524988
3 NN 0.577046 -1.715002
1 Nax NeN -1.157892
5 -1.344312 NaN Nax
6 -0.109050 1.643563 NaN
7 0.357021 -0.674600 NaN
s

s

In [54]: dff.fillna(dff.mean()
Out[54]:

a 5 g
.271860 -0.424972  0.567020
1276232 -1.087401 -0.673690
113648 -1.478427 0.524988
120857 0.577046 -1.715002
1140857 -0.401419 -1.157892
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In [3]: air_quality = pd.read_csv("data/air_guality no2.csv”, index_col=9, parse_dates=True)

In [4]: air_quality.head()
out[4]

station_antwerp station_paris station_london
datetine
2013-05-07 02:00:00 Nalt Nan 2.0
2013-05-07 03:00:00 50.5 2.0 1900
2013-05-07 04:00:00 5.0 277 1900
2013-05-07 05:00:00 Nalt 0.4 6.0
2019-05-67 06:00:00 el 61.9 Nal
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In [108]: =1 = pd.Series(np.random.randn(S)

In 109
Out [109)

1.118076
-0.352051
-1.242883
-1.277185
-0.641184
dype: floates

s1

s1.idxmin(), s1.idxmax()
(3, 0)

pd.DataFrane (np. random. zandn (S, 3),
e A T

a 5 c
0 -0.327863 -0.946180 -0.137570
1 -0.126235 -0.257213 -0.426567
2 -0.507027 -0.871258 -0.111110
3 2.000339% -2.430505 0.03875%
4 -0.321434 -0.033695 0.096271
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color.
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>>> dfl = pd.DataFrame([['a’, 1], ['b', 2],

columns=['letter’, 'number'l)
>>> ar1
letter number
o a 1
1 b 2

>>> df2 = pd.DataFrame([['c’, 3], ['d’, 41]

columns=['letter’, 'number'l)
>>> arz
letter number
o o s
1 a .

>>> pd.concat ([df1, df2])
letter number

b
a
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putls.
o -1.1s7392
1 -1.318312
2 o.sssmss
s
s

1.075770
-0.108050
deype: floates

In [6]
out[6]
997 -0.23933%
998 -1.02054¢
995 0.539993
dtype: floatéd

long_series.cail(s:
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In

In
af
af
af
ar

15

-plot
-plot
-plot

.plot.

daf = pd.

a.plot.
.nist
.pax

Kde

DataFrame ()

<TAB> # noga:

af.plot.barh
df.plot.line
af.plot.box
4f.plot.pie

E225, E999
af.plot.density
df.plot.scacter
df.plot.hexbin
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In [45]: df.loc[("baz", "two"):("qgux", "one")
out[45]:

a 5 c
first second
baz  two 2.565646 ~0.327317 0.569605
foo  one 1.231256 -0.076467 0.575906

two 1.320308 -1.18767% -2.211372

qux  ome  -1.170299 1.130127 0.974466
In [46]: af.loc[("baz", "two"):"foo"]
out[46]:

a 5 c
first second
baz  two 2.565646 ~0.327317 0.569605
foo  one 1.231256 -0.076467 0.575906

two 1.340309 -1.187678 -2.211372
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Series.map()
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In [15]: df.index
out [15]:
DatetimeIndex (['2013-01-01', '2013-01-02', '2013-01-03',
'2013-01-04",
'2013-01-05', '2013-01-06'1,
dtype='datetime64[ns]', freg='D')

In [16]: df.columns
out[16]: Index(['A', 'B', 'C', 'D'], dtype='object')
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dataframe.to sas
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In [13]
downcas

ts2["id"]
"unsigned)
In [14]): ts2[["x", "y"]] = ts2[["x",

pd.to_numeric(ts2["id"],

"y"]].2pply (pd.to numeric, downcast="float”
In [15]: ts2.dtypes

out 18]

id uint1s

neme  category

x float32

v float3z

dcype: object

In [16]: ts2.memory_usage (desp=True
ouc [16]

Index 8409608

ia 2102402

neme 1053894

x 4204304

v 4204304

atype: intes

In [17]: reduction = ts2.memory usage (deep=True).sum() /
ts.memory_usage (desp=True) .sum(

In [18]: print (f"{reductio
0.20

26





images/image22.png
In [9]
out[o]:

df.describe()

Age
count  3.000000
mean  38.333333
std  1s.230012
min  22.000000
25%  28.500000
sex  35.000000
75%  46.500000
max  58.000000
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F#> 43
letter number animal
0 o 3 cat
1 a 4 dog
>>> pd.concat ([df1, df3],
letter number animal

0 a 1 Nen
1 b 2 Nan
0 o 3 cat
1 a 4 dog
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In [102]: ser = pd.Series([0.0, 1.0, 2.0,

In [103]: ser.zeplace(0, S)

Out [103] :
0 5.0
1 1.0
2 2.0
s 3.0
)
dtype: floatéd

3.0,

4.01)
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In [25]: df["bar"]

ouc[25]

second. one two
A 0.895717 0.305244
s 0.410835 0.313350

c -1.413681 1.607920
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pipe()
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In [125]: pd.set_option("display.width", 40) # default is 80

In [126]: pd.DataFrame (np.random.randn (3, 12))
out[126] :

0 1 2 3 4 5
6 7 8 9 10 11
0 -2.182937 0.380396 0.084844 0.432390 1.519970 -0.493662
0.600178 0.274230 0.132885 -0.023688 2.410179 1.450520
1 0.206053 -0.251905 -2.213588 1.063327 1.266143 0.299368
-0.863838 0.408204 -1.048089 -0.025747 -0.988387 0.094055
2 1.262731 1.289997 0.082423 -0.055758 0.536580 -0.489682
0.369374 -0.034571 -2.484478 -0.281461 0.030711 0.109121
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In [23]

ddf.columns

Out [23]: Index(['id’, 'name’, V', object!
In [24]: ddf.dtypes

Out (24

i intee

name object

< floated

v floates

dtype: object

In [25]: ddf.npartitions
et 257 12






images/image-18.png
In [39]: div, rem = divmed(s, [2, 2, 3, 3, 4,

In [40]: div

Out [40] ¢
o o
1 o
2 o
s 1
s 1
s 1
& 1
71
Y
s 1

deype: inted

In [41]: rem

Out [41]
)
11
2 2
s o
¢ 0
s 1
& 1
1 2
= 2
PR

dtype: inté4

4

S0

S0

6,

61)
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In [26]: ddf
out(26
Dask DataFrame Structure:

id  name %

npartitions:
intés object floates

Dask Name: read-parguet, 1 graph laver

n [27]: das(n
out 27
Dask Series Structure:
npartitions=12

object

Name: name, dtype: object

Dask Name: getitem, 2 graph layers

adf["name"] .value_counts ()
Structure:
Name: name, dtype: inté4

floates

Dask Name: value-counts-agg, 4 graph layers
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In

In

In

In

961

1971:

[981:

997

from pandas.plotting import andrews_curves

data = pd.read_csv("data/iris.data”)

plt.figure();

andrews_curves (data,

"Name") ;
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pandas.read_fwf
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>>> df.pivot(index='Ifoo’

Traceback (most recent call last):

ValueError: Index contains duplicate entries, cannot reshape

df = pd.DataFrame ({"A": ["foo", "foo", "foo", "foo", "foo",
"bar", "bar", "bar", "baz"],
"B": ["one", "ome", "ome", "two",
ntwan,

"one", "one", "two", "two"],
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In [117]): df.replace({"b": {"b": r""}}, regex=True)

Out [117]

a b o
00 a a
11 b
2 2 Nax
P a





images/image-345.png
In [114]: from pandas.plotting import bootstrap plot

In [115]: data = pd.Series (np.random.rand (1000))

In [116]: bootstrap_plot(data, siz
color="grey") ;
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In [119]: prng = pd.period_range("1990Q1l", "2000Q4", freq:
NOV")

In [120]: ts = pd.Series (np.random.randn(len(prng)), prng)
In [121]: ts.index = (prng.asfreq("M", "e") + 1).asfreq("H",
"s") + 9

In [122]: ts.head()

out [122] :

1990-03-01 09:00  -0.289342
1990-06-01 09:00 0.233141
1990-09-01 09:00  -0.223540
1990-12-01 09:00 0.542054
1991-03-01 09:00  -0.688585
Freq: H, dtype: floatéd
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In [5]:

In [6]:

In [7]:

out 71

s1 = pd.Series (np.random. randn (1000))

52 = pd.Series (np.randon. randn (1000))

s1.cov(s2)
0.0006801088174310875
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In [1]: import pandas as pd

In [2

import matplotlib.pyplot as plt
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In [91]: tuples = list(

zip(
[
- [Topem, T, e,
e, S, S,
o [FemeT, Dema, Tame,
e, Cnes, S,

1

In [92]: index = pd.MultiIndex.from tuples (tuples,

names=["first", "second"])

In [93
index=index, columns=["A", "B"])

In [94]: df2 = df[:4]

In [95]: df2

out[95]:
a B
first second
bar  one -0.727965 -0.589346
two 0.339969 -0.693205
baz one -0.339355 0.593616

two 0.884345 1.591431

"baz",

"wo,

df = pd.DataFrame (np.random.randn(8, 2),

"oon,

"one,
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In [214

df.reindex(["c", "I",

out[214]:

one Two three
c 0.695226 1.479368 1.227435
£ Nax Nax Nan

b 0.34305¢ 1.912123 -0.050390

In [215]: df.reindex(["three”, "two", "ome"], axis="columns"

out [215

cthree two one
a NN 1.772517 1.394981
b -0.050350 1.912123 0.34305¢
c 1.227435 1.473368 0.695246
d -0.613172 0.279344 NaN
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DataFrame.plot kde()
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for label, ser in dr.items():
©(1abel)
©(sex)
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Out [365] :

a 5
0 1.047606 0.2560%0
1 3.497%62 1.426469
2 -0.150362 -0.416203
5 0.724370 1.138976
s -1.203098 -1.193477
5 1.346426 0.096706
6 -0.052593 -1.956350
7 -0.756495 -0.714337
In [366]: df3.dtypes
out [366]

A floatsz

5 floate:

C  floates

type: obsect
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In [81]: np.random.seed(2)

In [82]: ser = pd.Series(mp.arange(l, 10.1, 0.25) ** 2 +
np.random. randn (37))

In [83]: missing = np.array((4, 13, 14, 15, 16, 17, 18, 20,
20])

In [84]: ser(missing] = np.nan
In [85]: methods = ["linear", "quadratic”, "cubic"]

In [86]: df = pd.DataFrame ({m: ser.interpolate (mechod=m) for
m in methods})

In [87]
out[87]

af.plot ()
<AxesSubplot:>
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In [3]: s = pd.3eries(np.random.randn(>), 1index=["a”, "b"
mow, man mewy)

In [4]: s

out[4] :

a 0.469112

b -0.282863

c  -1.509059

d -1.135632

= 1.212112

dtype: floatéd

In [5]: s.index

out[5]: Index(['a', 'b', 'c', 'd', 'e'], dtype='object'
In [6]: pd.Series (np.random.randn (5))
out [6] :

0 -0.173215

1 0.119209

2 -1.044236

3 -0.861849

4 -2.104569

dtype: floatéd
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In [67]: ts2
out [67]

2000-01-31  0.469112
2000-02-25 Nax
2002-07-31  -5.785037
2005-01-31 NaN

2008-04-30  -5.011531
deype: floates

In [68]: ts2.interpolate(
out [68]

2000-01-31  0.469112
2000-02-28  -2.657962
2002-07-31  -5.785037
2005-01-31  -7.398284
2008-04-30  -9.011531
deype: floates

In [69]: ts2.interpolate (metho
Out [69] ¢

2000-01-31  0.469112
2000-02-28  0.270241
2002-07-31  -5.785037
2005-01-31  -7.150866
2008-04-30  -9.011531

dtype: floatéd

ntimem)
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'axes'
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# fill one consecutive inside value in both directions
In [99]: ser.interpolate (limit_direction="both",
limit_area="inside”, limit=l)
Out [99] ¢
Nax
NeN
5.0
7.0
Nax
1.0
13.0
Nax
NaN
deype: floates

# £i11 all consecutive outside values backward
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In [10]: s.array
out [10]
<PandasArray>

[ 0.4621122093071863, -0.2528633443286633, -
1.5090585031735124,

-1.1356323710171934, 1.2121120250208506]
Length: 5, dtype: floatéd

In [11]: s.index.array
Out[11]:
<PandasArray>

1620, 00, o=y OeP, 0eo)
Lenoth: 5. drvpe: obiect





images/image110.png
In [24]: air_quality = pd.merge(air_quality, air_quality parameters,

how="left", left_o

out[25]

location parameter
o 2019-05-07 London Hestminster no2
1 2019-05-07 FRo4o14 no2
2 2019-05-07 FRo4o14 no2
3 2019-05-07 BETREDL pm2s.
4 2019-05-07 BETREDL no2

[5 rows x 9 columns]

parameter’, right_on

id
no2
no2
no2

pm2s
o2

Particulate matter
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In [161.

tsdf = pd.DataFrame(
np. random. randn (10, 3),
columns=["A", "B", "C"]
index=pd.date_range ("1/1/2000", periods=10),

In (162

tsdf.iloc(3:7] = np.nan

In [163
Out [163;

taar

a 5 c
2000-01-01 1.257606 1.004194 0.167574
2000-01-02 -0.749892 0.288112 -0.757304
2000-01-03 -0.207550 -0.298598 0.11601%

2000-01-04 Nan Nax Nax
2000-01-05 Nax Nax Nax
2000-01-06 Nan Nan Nan
2000-01-07 Nax Nan Nan

2000-01-08 0.814347 -0.257623 0.363226
2000-01-09 -0.250663 -1.206601 0.396539
2000-01-10 2.169758 —1.333363 0.283157
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In [36]
out[36]

pd.Series([np.nan]).sum()
0.0

m [37]
out[37]

pd.Series([], deyp
0.0

£loat64”) .sun()
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In [282]

Out [282] :
0 2013201
1 2013-01
2 2013-01-
5 2013-01-
stype

.dt.tz_localize ("UTC"

o1
0z
03
02

0a

12-05
12-05
12-05
t12-05:

00

datetime64[ns, US/Eastern]

-dt.tz_convert ("US/Eastern”
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In [109]: from pandas.plotting import autocorrelation plot

In [110]: plt.figure();

In [111]: spacing = np.linspace(-9 * np.pi, 9 * mp.pi,
num=1000)

In [112]: data = pd.Series(0.7 * np.random.rand(1000) + 0.3 *

np. sin (spacing) )

In [113]: autocorrelation plot(data);
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In [33]: new mi = df[["foo",
"qux"]] .colulins . remove_unused levels()

In [34]: new_mi.levels
Out[34]: FrozenList([['foo', 'qux'l, ['ome’, 'two'll)
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In [354]: dfl = pd.DataFrame(np.random.randn(3, 1)

columns=["A"], dype="float32"
In [355]: df1
Out[355] ¢
a
0 0.22436¢
1 1.390586
2 0.182875
s 0.787827
4 —0.188425
5 0.667715
6 -0.011736
7 -0.395073
In [356]: dfl.dcypes
Out[356] :
A floatsz

deype: object

In [357]: df2 = pd.DataFrame(
aooao ¢

e "A": pd.Series(np.random.zandn(s),

dtype="floacien),
"B": pd.Series (np.random.randn(s)),

"C": pd.Series (np.array (np.randon.randn (8),

uincs®)),
3

)
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>>> pd.merge_asof (trades, guotes, o

time ticker

ask
0 2016-05-25 13:30:00.023
s1.96
1 2016-05-25
s1.98
2 2016-05-25

RES)

028
720.93

3 2016-05-25
720.93

4 2016-05-25
NaN

028

028

uSET

uSET

G006

G006

aRPL

pr;

51

51,

720.

720.

8.

"time", by="ticker",
ice quantity  bid
o5 75 si.es
ES 155 s1.e7
7 100 720.50
%2 100 720.50
00 100 wan
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Multilndex
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In [143]:
out[143]:
Unnamed: 0
0 2000-01-01
1 2000-01-02
2 2000-01-03
3 2000-01-04
4 2000-01-05
995 2002-09-22
996 2002-09-23
997 2002-09-24
998 2002-09-25
999 2002-09-26

-48.
-47.
-48.
-50.
-49.

a

.350262
.586873
245477
252830
.044057

017654
207912
907133
146062
724318

[1000 rows x 5 columns]

31.
32.
31.
33.
33.

pd.read_csv("foo.csv")

B

.843315
034907
.963406
498066
.118042

474551
627390
990402
716770
479952

MW e

G]

.798556
.923792
.269575
.176886
.768571
.146374
.505254
.310924
.717434
.108014

-47.
-48.
-49.
-49.
-48.

D

.782234
.562651
.612566
.275581
386039

541670
828331
391051
037577
822030
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7> pd.merge asol(ieit, right, on=ra’,
allow_exact_matches=False)
a left_val right_val

o 1 a Nax
1 os b 5.0
2 10 o 7.0

>>> pd.merge_asof (left, right, o
a left_val right_val

o 1 a 1.0
1 os b 6.0
2 10 o Nax

>>> pd.merge_asof (left, right, on="a", direction="nearest”)
a left_val right val
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>>> df = pd.read xml(xml, xpath=".//row")
>>> ar
shape degrees sides
0 square 360 4.0
1 circle 360 NaN
2 triangle 180 3.0
>>> xml = '''<?xml version='1.0' encoding='ucf-8'
<doc:data xmlns:doc="https://example.com">

<doc: row>
<doc: shape>square</doc: shape>
<doc:degrees>360</doc:degreess
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reindex like()
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>>> s = pd.Series(data, inde

ndex)
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In [12]: no2.head()
out[12]:

date.utc
2019-06-21 00:00:00+00:00
2019-06-20 23:00:00+00:00
2019-06-20 22:00:00+00:00
2019-06-20 21:00:00+00:00
2019-06-20 20:00:00+00:00

city country

Paris
Paris
Paris
Paris
Paris

=
=
=
=
R

location parameter

FRO4014
FROd014
FROd014
FROd014
FRO4014

no2
no2
no2
no2
no2

value

20.0
218
2.5
24.9
214

unit

ug/m*
Hg/m*
Hg/m*
Hg/m?
pg/m®
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In [8]: air_guality = pd.concat([air_quality_pm25, air_quality_no2], axis=e)

In [9]: air_quality.head()

out[s:

date.utc location parameter value
© 2019-06-15 06:00:00+00:00 BETRSOL pm2s  15.0
1 2019-06-17 BETRS21 pm2s 6.5
2 2019-06-17 BETRS21 pm2s 155
3 2019-06-17 BETRS21 pm2s  16.0
4 2019-06-17 BETRSO1 pm2s 7.5
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DataFrame.agg()
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In [114]: ser3 = pd.Series([2, 4,
In [115]: ser3

out[115]:

b 2

c 4

d 6

In [116]: np.remainder(serl, ser3)

a NaN
b 0.0
c 3.0
d NaN

dtype: float64

61,
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In [106]: af
6 7, 8, 91}

pd.DataFrame ({"a™

o, 1, 2,

In [107]: df.replace({"a": 0, "b": 5}, 100)

out[107]:

a b
0 100 100
1 1 6
2 2 1
.
s a1 9
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positions
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DataFrame.plot. hexbin().
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In [87]: df = pd.DataFrame (

{
. "A": ["foo", "bar", "foo", "bar", "foo"
"bar", "foo", "foo"l,
. "B": ["one", "one", "two", "three", "two"
"two", "one", "three"],
"C": np.random.randn(8),
"D": np.random.randn(8),
}
)

In [88]: df
out [88]

a B @ D
0 foo one 1.346061 -1.577585
1 bar one 1.511763 0.396823
2 foo two 1.627081 -0.105381
3 bar three -0.990582 -0.532532
4 foo two -0.441652 1.453749
5 bar two 1.211526 1.208843
6 foo one 0.268520 -0.080952
7 foo three 0.024580 —-0.264610
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dataframe.dropnaf()
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to DataFrame.sort_values()
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‘aataframe.to_table
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rename()
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In [20]: air_quality = pd.merge(air_quality, stations_coord, ho

In [21]: air_quality.head()
out[21]:

date.utc
2019-05-07 01:00:00+00:00
2019-05-07 01:00:00+00:00
2019-05-07
2019-05-07 01:00:00+00:00
2019-05-07 01:00:00+00:00

BUWN R

location parameter

London Hestminster
FRo4o14
FRo4o14
BETREDL
BETRSO1

no2
no2
no2
pm2s.
no2

value
23.0
25.0
25.0
125
50.5

loca

stion™)

coordinates. latitude

51
48,
48,
51
51

49367
83724
83722
20966
20966

coordir
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»»> drf2 = dil.copv()

>>> with pd.ExcelWriter (’output.xlsx’) as write

fi.to_excel (writer, sheet_name='Shest_name 1')
4f2.to_excel (writer, sheet name='Sheet name 2')
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In [38]:
out[38]

In [39]:

out[39]

pd.Series([np.nan]).prod()

1.0

pd.Series([1,
1.0

dtype="£loaces”) .prod()
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DataFrame.cov()
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>>> pd.read table('data.csv')





images/image-401.png
In [114]: df.replace([r"\.", r"(a)"], ["dot", r"\lstuff"],

regex=True)
out[114]:

a b o
0 0 astuff asturr
11 b b
2 2 ot Nex
3 3 dot. a
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df.iat([l, 1]
-0.17321464905330858
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Multilndex from framef()
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In [8]: ages.max()
out[8]: 58
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get level values()
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gcut()





images/image-429.png
In [30]: $time ddf.groupby("name")[["x",
"y"]].mean () .compute () .head(

CPU times: user 9.52 s, sys: 1.79 5, total: 11.3 s
Wall time: 8.45 =
out (30
x v
Alice  0.000086 -0.001170
50b -0.000843 -0.000798
Charlie 0.000564 -0.000038
Dan 0.00053¢ 0.000818

Edith  -0.000116 -0.000044
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In [61]: ts

out[61]

2000-01°31  0.469112
2000-02-28 NaN
2000-03-31 NaN
2000-04-28 NaN
2000-05-31 Nex

2007-12-31  -6.950267
2008-01-31  -7.904475
2008-02-28  —6.441779
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serl

ser2

1: serl

1: np.remainder (serl,

pd.Series([1

pd.series([1

r 2, 31, index=["a", "b",
, 3, 51, index=["b", "a",
ser2)

"c"])

nenl)
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In [87
out (87

>

a

1.394981
1.732035
2.433281

NaN

df.cumsum(

two

772517
L624540
.163008
442353

three
Nax
-0.050380
1.177085
0.563873
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In [11]: None == None # noga: E711
Out[11]: True

In [12]: np.nan == np.nan
out[12]: False

In [13]: df2["one”] = np.nan
Out [13] :

a  ralse

b False

¢  False

4 False

e False

£ False

g False

h  False

Name: one, dtype: bool
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In [10]: titanic["Name"].str.len()
out[10]:

° 23
1 51
2 22
3 a4
a 2
a6 21
w7 2
a5 40
a9 21
a0 19

Name: Name, Length: 891, dtype: int64
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In [11]: titanic["Name"].str.len().idxmax()
out[11]: 307
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In [278]: s[s.dt.day
out [278

1 2013-01-02 08:10:12
dtype: datetime64[ns]
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>>> pd.read stata('data.dta')
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value counts()
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transform()
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In [S0]:
out [50

(df > 0).any().any()
True
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result type.
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df.dtypes

object

intes

nce

floates

bool

bool

datetine6d[ns!

category category

tdeltas timedeltacd(ns

uintes uintes

other_dates datetiness[ns!

tz_aware dates  datetime6é[ns, US/Eastern
dtvpe: obiect
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In [25]: titanic.iloc[9:25, 2:5]

out[25]:

Pclass Neme  Sex
s 2 Nasser, Hrs. Nicholas (Adele Achem) female
10 H Sandstrom, Miss. Marguerite Rut female
1 1 Bonnell, Miss. Elizabeth female
12 3 Saundercock, Mr. William Henry — male
13 3 Andersson, Mr. Anders Johan  male

20 Fynney, Hr. Joseph 3 male

2
21 2 Beesley, Mr. Lawrence  male
2 H HcGowan, Miss. Anna "Annie” female
23 1 Sloper, Mr. William Thompson  male
2 H Palsson, Miss. Torborg Danira female

[16 rous x 3 colums]
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In [168]: a = np.array([1, 2, 3])

In [169]: np.greater(a, pd.NA)
QUL [169]: array([<NA>, <NA>, <NA>],
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oo 13531
Out [353]
floates
intes
object
datetimes[ns]
floatsz

pool

ince

dtype: inté4

dart.drypes.value counts(
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1mclude
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In [68]: df.plot.area(stacked=False) ;





images/image1091.png
yeindex()
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In [5]: titanic[["Age",

are”]].median()

out[5]:
Age | 25.0000
Fare  14.4582

dtype: float6s
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In [313]: dfi[["one", "two", "three"]].sort_values (by=["one",
"zwon])
out[313]:
one two three
2 1 2 s
1 1 3 .
s 1 4 2
o 2 1 N
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In [448]
out[448] :
string

df.select_dtypes(includ:

"object™])
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In [423]: df
out (4231

0 Sus 1 days O
1 Sus 1 days 00:

In [424]:
out [424]

daf.apply(pd.to_timedelta)

o 1
0 0 days 00:00:00.000005 1 days
1 0 days 00:00:00.000005 1 days
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[g]






images/image-305.png
10

0.8

0.6

0.4

02

Boxplot grouped by X

Coll Col2
A B A
X1 X1






images/image-201.png
>>> dfl = pd.DataFrame([['a’, 'b'], ['c', 'd']],
index=['zow 1', 'zow 2'],
columns=['col 1!, 'col 2'])

>>> dfl.to excel ("output.xlsx")
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In [122
In [123

daf
Qf [np. random. rand (df . shape [0]) > 0.5]

pd.DataFrame (np.random.randn(10, 2))

In [124]: df.replace(1.5, np.nan)
out[124]:

o 1
0 -0.844214 -1.021415
1 0.4323%6 -0.323580
2 0.423825 0.799180
5 1.262612 0.751965
s Nax NaN
s Nax NaN
6 -0.498174 -1.060799
7 0.591667 -0.183257
 1.019855 -1.432465
o NaN NaN
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In [64]: df2 = dfmi.copy(

In [65]: df2.loc(axis=0)[:, :, ["CL", "C3"]] = -10

In [66]: af2

out[66]:
1v10 a b
w11 bar foo bah foo

amBOCODO 1 0 3 2
DL s 4 71 &

c1 o

b1

c2 Do

a3 B1 c1 D1
C2 D0 241 240 243 242

DI 245 242 247 246

€3 D0 -10 -10 -10 -10

D1 -10 -10 -10 -10
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In [121]:
value=np.nan)

[x"As*\.As®n, rtalb"],

out [121]

a b o
0 0 NaN NaN
1 1Na¥ NaN
2 2 NaN NaN
3 3 NaN 4
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In [6]: ts = pd.read parquet("timeseries.parguet"”.

In [7]: ts
Out [7] 1
cimestamp

2000-01-01 00
2000-01-01 00
2000-01-01 00
2000-01-01 00
2000-01-01 00

00
00
o1
o1
0z

2000-12-30 23158
2000-12-30 231581
2000-12-30 23158
2000-12-30 23:59:
2000-12-31 00:00:00

[1051201 rows x 4 columns]

1a
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1010
1001
1018
991
592
1007
1009
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Kevin
Ingrid

0.
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0.

279837 0
077124 0
.214525 0o
626266 O
.902338 0
.721185 0.
.409277 o,
252502 0.
504728 0.
370763 0.

v

.247832
.150260
.258635
.822108
.166665

9a4118
133227
188312
178126
792667
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In [15]: df2

In [16]: df2(["cvimestamp"]

In [(17]: af2
out[17]:

0.469112
~1.135632
0.118208
-2.104565
0.721855

P hoap

In [18]: df2.loc(["a",

np.nan

In [19]: arz

0.

1.
=iy
0.
0.

df.copy ()

two
252363
212112
044236
294929
706771

three
-1.50805%
—0.173215
~0.861845

1.07180¢
-1.038575

S |

= pd.Timestamp("20120101"

four five timestamp
bar True 2012-01-01
bar False 2012-01-01
bar True 2012-01-01
bar False 2012-01-01
bar True 2012-01-01

"cimestamp]]
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Timedelta
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In [23]: df2.plot.barh(stacked=True)
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In [3]: ts = pd.Series(np.random.randn(1000),
esindex-pd.date_range ("1/1/2000", periods=1000))

In [4]: ts = ts.cumsum()

In [5]: ts.plot():
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In [128): df.replace(l.5, np.nan, inplace=True)
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tsdr

pd.Dataframe
np. randon. randn (1000, 3,

e, e
index=pd.date_range ("1/1/2000", periods

000)

©tsaf.apply(lambda x: x.idxmax())
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In [62]: df box["g"]

np.random.choice (["A", "B"], siz

In [63]: af box.loc[df box["g"] — "B, 1] += 3

In [64]: bp

Af_box.boxplot (by="g")
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>>> dfl.merge(df2, left on r Tight o2

suffixes=('_left', '_right'))
lkey value_left rkey value_right

o foo 1 foo B

1 foo 1 foo s

foo foo

foo foo

par

par
P P
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In [9]: titanic.info()
<class 'pandas.core.frame.DataFrame'>
RangeIndex: 891 entries, © to 890
Data columns (total 12 columns

#  Column Non-Null Count Dtype

© PassengerId 891 non-null  inte4
1 Survived 891 non-null  inte4
2 Pclass 891 non-null  intes
3 Neme 891 non-null  object
4 Ssex 891 non-null  object
5 Age 714 non-null  floatés
& sibsp 891 non-null  intes
7 Parch 891 non-null  intes
5 Ticket 891 non-null  object
s Fare 891 non-null  floatés
10 Cabin 204 non-null  object
11 Embarked 889 non-null  object

dtypes: floats4(2), int64(5), object(s)
memory usage: 83.7+ KB
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In [91
columns=

df = pd.DataFrame (np.random.randn (10, 4),
wan, mpw, men, wpm

In [92]: df2 = pd.DataFrame (np.random.randn(7, 3),
columns=["A", "B", "C"])

In [93]: df + df2

out[93]:

A B c D
0.045691 -0.014138 1.380871 NaN
-0.955398 -1.501007 0.037181 NaN
-0.662690 1.534833 -0.859691 NaN
-2.452949 1.237274 -0.133712 NaN
414490 1.951676 -2.320422 NaN
-0.494922 -1.649727 -1.084601 NaN
-1.047551 -0.748572 —-0.805479 NaN
NaN NaN NaN NaN
NaN NaN NaN NaN
NaN NaN NaN NaN

LI EWNHEO
(o
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In [48]: (df > 0).all()

Out [48]

one False
two True
three  False

dtype: bool

In (491 (df > 0).any()
Out [49] ¢

one True

two True

three  True

dtype: bool
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[n [13]: plt.figure();

In [14]: 4f.iloc[5].plot (kinc

"bar") ;
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In [10]: axs = air_quality.plot.area(figsize=(12, 4), subplots=True)
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In [175]: tsdf.agg({"A":

Out[175] :

a 5
mean 0.505601 Nax
min -0.749892 Nan

sum Nal -1.803879

"B":

MEum"})
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Sort_index
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In [22]: air_quality parameters = pd.read_csv("data/air_quality_parameters.csv”)

In [23]: air_quality_parameters.head()

out[23]

1d description name
e bc Black Carbon  BC
1 o Carbon Monoxide €O
2 no2 Nitrogen Dioxide  NO2
ES ozone 03
4 pmi0 Particulate matter less than 10 micrometers in... PM10
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pct change()
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In [15]: above_35.shape
out[15]: (217, 12)
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Index.set_names()
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In [19]: df
out (19

rirst par paz foo
qux.

second one two one two one
two one Two

A 0.895717 0.305244 -1.206412 2.565646 1.431256
1.320308 -1.170299 ~0.226169

s 0.410835 0.313850 0.132003 -0.827317 -0.076467 -
1.187678 1.130127 -1.436737

c ~1.413631 1.607920 1.024180 0.563605 0.575906 -

2.211372  0.974466 ~2.006747

In [20]: pd.DataFrame (np.random.randn(6, 6), index=index
columns=index[:6])

out (20
rirst par paz
foo
second one two one Two
one two
rirst second
par one  -0.410001 -0.078638 0.545952 -1.219217 -
1.226825 0.76930¢

two  -1.281247 -0.727707 -0.121306 -0.097883
0.635775 0.34173¢
paz  one 0.859726 -1.110336 -0.619976 0.149748 -
0.732338 0.637732

Two 0.176442 0.403310 -0.154951 0.301624 -
2.179861 -1.369343
foo one  -0.954208 1.462696 -1.743161 -0.526591 -
0.325352 1.314232

Two 0.650575 0.995761 2.336730 0.014571

3.357427 -0.317441
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In [S5
out[95

df.rename_axis (column
RangeIndex (start=0, stop=2,
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downcast
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In [4]: titanic["Name"].str.lower()

out[a]:
o braund, mr. owen harris
1 cumings, mrs. john bradley (florence briggs th.

2 heikkinen, miss. lains
H futrelle, mrs. jacques heath (lily may peel)
4 allen, mr. william henry
ES montvila, rev. juozas
557 graham, miss. margaret edith
B johnston, miss. catherine helen “carrie”
S behr, mr. karl howell
8% dooley, mr. patrick

Name: Name, Length: 891, dtype: object
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Upcasting
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In [41]: df2 = df.copy()
In [42]: df2["E"] = ["one", "one",
"three"]
In [43]: df2
out [43]:

A B
2013-01-01 0.469112 -0.282863 -1.
2013-01-02 1.212112 -0.173215 0.
2013-01-03 -0.861849 -2.104569 0.
2013-01-04 0.721555 -0.706771 -1.
2013-01-05 -0.424972 0.567020 O.
2013-01-06 -0.673690 0.113648 -1.
In [44]: df2[df2["E"].isin(["two",
out [44

A B

2013-01-03 -0.861849 -2.104569 -0.
2013-01-05 -0.424972 0.567020 O.

Wewo", "three®,

c D
509059 -1.135632
119209 -1.044236
494929 1.071804
039575 0.271860
276232 -1.087401
478427 0.524988

"four"]) ]

c D
494929 1.071804
276232 -1.087401

"four",

one
one
two
three
four
three

two
four
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In [11]: titanic.groupby(["Sex", "Pclass"])["Fare"].mean()

out[11]

Sex  Pclass

female 1 106.125798
2 21.970121
H 16.118810

male 1 67.226127
2 19.741782
H 12661633

Name: Fare, dtype: floated
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Out[s4]:

Nax
NeN
5.
7.
s.
1.
13.
13.
13,
dtype: floatés

o
1
1
1
1
1
o
1,

# £ill one consecutive value in a forward direction
In [95]: ser.interpolate (limit=1)
out [95]

Nax

NeN

5.0

7.0

Nax

Nax

13.0

13.0

NaN

dtype: floaté4






images/image691.png
>>> dataframe.to_excel('data.xlsx')
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DataFrame nlot box()
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In [26]: titanic.iloc[@:3, 3] = "anonymous’

In [27]: titanic.head()

out[27]

PassengerId Survived Pclass Name  Sex
o 1 o 3 anonymous  male
1 2 1 1 anonymous  female
2 H 1 H anonymous  female
H a 1 1 Futrelle, Mrs. Jacques Heath (Lily May Peel) female
a s e H Allen, hr. William Henry — male

[5 rows x 12 columns]
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DataFrame.dtypes.value_counts()
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In [188]

‘tsdf.transform(np.abs)

out[188]:

a 5 c
2000-01-01 0.428759 0.364880 0.675341
2000-01-02 0.168731 1.333124 1.279321

2000-01-03 1.62103¢ 0.438107 0.903794

2000-01-0¢ Nan Nan Nan
2000-01-05 Nan Nan Nan
2000-01-06 Nan Nan Nan
2000-01-07 Nan Nax Nax

2000-01-08 0.254374 1.240447 0.201052
2000-01-08 0.157795 0.791187 1.144208
2000-01-10 0.030876 0.371900 0.061832

In [189]
out[189]

taaf.transform("abs")

a 5 c
2000-01-01 0.428759 0.364880 0.675341
2000-01-02 0.168731 1.333124 1.279321
2000-01-03 1.621034 0.433107 0.903794
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In [48]: df.at[dates[0], "A"]
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panqas.reada_json





images/image-237.png
pd.Timestamp ("2016-05-25 13:30:00.048"),
pd.Timestamp ("2016-05-25 13:30:00.048")
1
"ticker™: ["MSFT", "MSFI", "GOOG™, "GOOG",
"ARPL™],
"pricem: [51.95, 51.95, 720.77, 720.92, 98.0]
"quanticy™: [75, 155, 100, 100, 100]

)
>>> trades
time ticker price quantity

0 2016-05-25 023 MSFT  51.95 75
1 2016-05-25 038 MSFT  51.95 155
2 2016-05-25 048 GOOG 720.77 100
3 2016-05-25 048 GOOG 720.92 100
4 2016-05-25 .048  ARPL  98.00 100
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In [94]: ser

pd.Series (np.random.randn(1000))

In [95]: ser.plot.kde()
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In [22]: frame.

In (23] frame.

out [231 ¢
2 1.000000 -0
p -0.121111 1
c 0.06954¢ 0

In [24]: frame.

out (241 ¢

2 1.000000
NeN 1

c 0.069544 0

loc[frame.index[5:10], "b"] = np.nan

corz()

b

121111
.000000
.0s1742

orr (min_period:

b
Nax

.000000
051742

0.069544
0.051742
1.000000

0.069544

0.051742
1.000000
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computef()
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In [18]: no_2 = air_quality.pivot(index="datetime", columns="location”, values="value")
In [19]: no_2.head()
out[19]:
location BETREPL FRO4014 London Westminster
datetine
2019-05-07 01:00:00400:00  50.5  25.0 2.0
a0 27.7 19.0
NaN  50.4 19.0
NaN  61.9 16.0

2019-05-67 05:00:00+00:00 NaN  72.4 nan
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In [18]: s.dtype
out[18]: dtype ('float64')
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empity.
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exclude





images/image-11.png
-DataFrame (

. "one": pd.Series (np.random.randn(3),
index=["a", "b", "c"1),
. "twom: pd.Series (np.random.randn(4),
index=("a", "b", "c", "d"]),
ot "three": pd.Series (np.random.randn(3),
index=["b", "c", "d"]),
)
)
In [19]: af
ouc[19
one two three
a 1.394981 1.772517 Nax
b 0.32305¢ 1.812123 -0.0503%0
c 0.695226 1.473368 1.227435
a NN 0.279344 -0.613172
In [20]: row = df.iloc[1]
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In [21]: no_2["2019-05-20":"2019-05-21"].plot();
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In [41]: color = {

"boxes": "DarkGreen",
"whiskers": "DarkOrange",
"medians": "DarkBlue",
"caps": "Gray",

In [42]: Af.plot.box(color—color, sym="r+");
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Select_atypes()





images/image-455.png
-loc[(slice("Al", "A3"),
51]: def mklbl(prefix, n)
return ["ss$s" % (prefix, 1) for i in range(n)]

)1 % noga: E333

ndex = pd.MultiIndex.from product (
milbl("A", 4), mklbl("B", 2), mklbl("C", 4),

mclbl ("D, 2)
8 i

micolumns = pd.MultiIndex.from tuples(
. (va, "foo™), (*a", "bar"), ("b", "foo"), ("b",
"bah")], names=["1vio", "l

(
.DataFrame(
: np.arange (len (miindex) *
len (micolumns)) . reshape
(len (miindex), len(micolumns))
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In [56]: dff.where(pd.notna(dff), dff.mean(), axis="columns"
out [56:

a 5 &
0 0.271360 -0.424972 0.567020
1 0.276232 -1.087401 -0.673630
2 0.113648 -1.478427 0.52493g
3 -0.140857 0.577046 -1.715002
4 -0.140857 -0.401415 -1.157892
5 -1.344312 -0.401419 -0.293543
6 -0.108050 1.643563 -0.293543
7 0.357021 -0.674600 -0.283543
3 -0.968914 -1.29452¢ 0.413738
9 0.276662 -0.472035 -0.013960
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In [10]: air_quality[“datetime

max() - air_quality["datetime"].min()

Out[10]: Timedelta('44 days 23:60:00')
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Out[80]:

a  1.583748
b 0.731828
¢ 1.133833

4 -0.1s6912
dtype: floaté4d
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In [10]: df = pd.DataFrame( -
. [("baz™, "one"], ["bar®, "two"], ["foo",
[foo", "tworll,

: columns=["first", "second"],

)

In [11]: pd.Multilndex.from_frame (df)
Out [11]
MultiIndex([('baz’, ‘one'),

(*baz’, ‘two'),

(*fo0', ‘tone'),

(*fo0', 'two')],

names=['first’, 'second'])

"one],
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In [57]: df
out[57]:

one two three
a NaN -0.282863 -1.509059
© NaN 1.212112 -0.173215
e NaN 0.000000 0.000000
£ NaN 0.000000 0.000000
h NaN -0.706771 -1.039575

In [58]: af.dropna(axi:
out[se]:

Empty DataFrame
Columns: [one, two, three]
Index: [1

0)

In [59]: df.dropna(axis=1)
out[s9]:

two three
-0.282863 -1.509059
1.212112 -0.173215
0.000000 0.000000
0.000000 0.000000
-0.706771 -1.039575

sHeaR

In [60]: af["one"].dropna()
Out[60]: Series([], Name: one,
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In [18]: class_23 = titanic[(titanic["Pclass”] == 2) | (titanic["Pclass”] == 3)]

In [19]: class_23.head()

out[19]:

PassengerId Survived Pclass Name  Sex Age SibSp
o 1 o 3 Braund, Mr. Owen Harris  male 22.0 1
2 3 1 3 Heikkinen, Miss. Laina female 26.0 e
a s o s Allen, hr. William Henry — male 35.6 e
s s e 3 Horan, Mr. James  male Nah e
7 5 ° 3 Palsson, Master. Gosta Leonard  male 2.0 3

Parch

e ee





images/image-23.png
In [53]

out 53]+

In [54]
out54]

In 155]:
out (551

In 156]:

outr[s6]

pd.Series([True]).bool()
True

pd.Series ([False]) .bool ()
False

pd.DataFrame ([ [Tzue]]) -bool ()
True

pd.DataFrame ([ [False]]).bool()
False
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tn [87]: frame = pd.Datafrane (np.random.randn (1000, ),
B, S, X D)

In [98]: frame.iloc[::2] = np.nan

In [99]: frame.descrive()
ouz [99]

a 5 o a e
count  500.000000 500.000000 500.000000 500.000000  500.000000
nean | 0.033337 | 0.030045 -0.043719 -0.051686  0.005979
ota 1.017152  0.378743  1.025270  1.015988  1.006695
nin  -3.000951 -2.637901 -3.303099  -3.159200 -3.133821
5% -0.647623  -0.576443  0.712369  -0.631338  —0.691115
0% 0.047578  -0.021459  -0.023883 -0.032652  -0.025363
5% 01729307  0.775880  0.618896  0.670047  0.645743

nax 2.740139  2.752332  3.004229  2.728702  3.240991
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In [61]: dfl

In [62]: df2 = pd.DataFrame({"col": [np.nanm, 0, "foo"]},
index=[2, 1, 01)

pd.DataFrame ({"col": ["foo", 0, np.nan]})

In [63]
out [63]

afl.equals(af2)
False

In [64]
out[64]

af1.equals (4£2.s0rt_index())
True
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‘area’
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ser = pd.sSeries([1l, 2,

idx = pd.Index([4, S,

np.maximum(ser, idx)
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Objectdtype
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In [17]: plt.figure();

In [18]: af.iloc[5].plot.bar();

In [19]: plt.axhline(0, color="k"):





images/image581.png
dtvpes
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8 —— Iris-setosa
—— rris-versicolor
— Tris-virginica |

sepalLength SepalWidth PetalLength PetalWidth
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>>> table = pd.pivot_table(df, values=['D',

e,

>>> table

bar large
small
foo large
small

.500000
.500000
.000000
.333333

aggfunc={'D': np.mean,

.500000
.500000
.500000
.333333

'E': np.mean})

"E'D.

index=['A',
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>>> pd.concat([sl, s2], ignore_index=True)
o a

S
2 o

s a
dtype: object
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In [8]: age_sex = titanic[["Age”, "Sex"]]
In [9]: age_sex.head()
out[o]:
Age  sex
220 male
35.0 female
2.0 female
35.0 female
35.0  male

huUNKEO
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DataFrame.plot. hist()
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pandas.set options()
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>>> df5 = pd.DataFrame([1], index=['a'])
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.add(df2, fill_value

In [42]: df
out [42] ¢

one two
2 1.384951 1.772517
> 0.34305¢ 1.912123
- 0.695246 1.473363
s NN 0.27934¢
In (43]: df2
Out [43] ¢

one two
2 1.384951 1.772517
> 0.34305¢ 1.912123
- 0.695246 1.473363
s NN 0.27934¢
In (44]: Qf + df2
Out [44] ¢

one two
2 2.789963 3.54503¢
> 0.626107 3.8524246
- 1.390891 2.956737
s NN 0.553633
In (45]: df
Out (45

2 2.789963
> 0.626107
- 1.330891
" NaN

two

.52503¢
.824246
L956737
.s58688

0.
L227435
0.

0.
2.
=i,

three
Nax
050390

613172

three

.000000
0.
L227435
0.

050390

613172

three

Nax
100780
254370
226343

three

.000000
.100750
.454870
.226343
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In [35]:
out 351
par one
two
baz one
two
foo one
two
qux one
two

s + s[:-2

-1.72368%
—4.208138
~0.938359
2.143602
1.243110
-1.413582
Nax

Nax

dype: floates

In 13611
out 361
par one
two
baz one
two
foo one
two
qux one
two

PRI
-1.72368%
Nax
~0.938859
Nax
1.443110
Nax
-2.078150
Nax

dtype: floatéd
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>>> pd.read_csv('data.csv')
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get_level vaiues()
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In [253]: df.rename_axis(index=str.upper)
out [253] ¢

x v
LET NOM
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20
s0
60

>
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groupbyv.agg
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oDjeci-aivpe numpy.naarray
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numpyv.numberusted
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boxplot.
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DataFrame. boxplot()
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div(radd)rsub()
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itertuples():
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dtype='datetime64[ns]'
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include/ exclude
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DataFrame.combine()
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In [210]: m = ["17, 2,

In (411]: pd.to_numeric(m,
signed int dtype
ut(411]: array((1, 2, 31,

In (412]: pd.to_numeric (m,
integer’
out(412]: array((1, 2, 31,

In (413]: pd.to_numeric (m,
unsigned int dtype
Out[413]: array((1, 2, 31,

In (414]: pd.to_numeric (m,
float dtype

out[414]: array([l., 2., 3.

dovncast="integer”)

dtype=incs)

dtype=incs)

dovncast="

atype=uincs)

4 smallest

4 same as

‘unsigned”) # smallest

4 smallest





images/image-413.png
In [170]: bb = pd.read csv("data/baseball.csv",

index_col=rid")
In [171]: bb[bb.columns[:10]].dtypes
out[171]:

player  object

year inted
stint inted
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In [210]: df.reindex(["c", "f",

out [210]

one Two three
c 0.695246 1.473369 1.227435
£ Nax Nan Nax

b 0.343054 1.912123 -0.050390
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df ["grade"] = df["grade"].cat.set_categories(
["very bad", "bad", "medium", "good", "very

In [128]: df["grade"]

out[128]:
0 very good

1 good

2 good

3 very good

4 very good

5 very bad

Name: grade, dtype: category

Categories (5, object): ['very bad', 'bad', 'medium', 'good'

'very good']
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reorder levels()
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In [5]: titanic.dtypes

out[5]:
PassengerId
Survived
Pclass

Name

Sex

Age

sibsp

Parch

Ticket

Fare
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In [258]: df = pd.Dataframe({"a": [1, 2, 3],
"e"13)

for index, row in df.iterrows():

In [2571:
S zow["a"] = 10

In [258]: af

out [258] ¢

a b
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In [47]: df
out[47]:

one two three
a Nall -0.282863 -1.508059
c NaN 1.212112 -0.173215
e Nan Nax Nax
£ Nan NaN Nax
n Nall -0.706771 -1.038575

In [48]: df.fillna (method:
out[48]:

one. two three
NaN -0.282863 -1.509059
NeN 1.212112 -0.173215
NeN 1.212112 -0.173215
NaN Nax NaN
NaN -0.706771 -1.039575
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In [94]: df - df.iloc[0]
out[94]:

a B ® D
0 0.000000 0.000000 0.000000 0.000000
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In [208]: df

out [208

one two three
a 1.384981 1.772517 Nax
b 0.34305¢ 1.912123 -0.050390
c 0.695226 1.475368 1.227435
a NN 0.279344 -0.613172

In [209]: df.reindex(index=["c", "f", "b"], columns=["three"
"two”, "one"])

out[209] :

three Two one
c 1.227435 1.479368 0.695246
£ Nax Nan Nax

b -0.050390 1.912123 0.343054
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In [350
Out [350°
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In [7]: air_quality[“datetime”] = pd.to_datetime(air_guality[“datetime"])

In [8]: air_quality[“datetine”]
out[s]

o 2019-06-21 00:00:

1 2019-06-20 23:00:

2 2019-06-20 22:00:

3 2019-06-20 21:00:

a 2019-06-20 20:00:

2063 2019-05-07 06:00:

2064 2019-05-07 04:00;

2065  2019-05-07 03:00;

2066 2019-05-07 02:00;

2067  2019-05-07 01:00:00+00:00

Name: datetime, Length: 2068, dtype: datetimes4[ns, UTC]
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In [38]: ddf[["x",
"y"]] .zesample ("1D") .mean () . cumsum() . compute () .plot ()
Out[38]: <AxesSubplot:xlabel='timestamp's>
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out [318] ¢
o =
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=1 = pd.Series(["B", "a", "C"])
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object

In [319]
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In [7]: air_guality.plot.scatter(x="station_london”, y="station_paris”, alpha=@.5)
Out[7]: <AxesSubplotixlabel='station london®, ylabel='station paris'>
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In [137]: df = pd.DataFrame (
np.random.randn (1000, 4), index=ts.index,

wan, mpw, men, wpm

)

column:

In [138]: df = df.cumsum()
In [139]: plt.figure();

In [140]: df.plot();

In [141]: plt.legend(loc='best');
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>>> pd.read fwf('data.csv')
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In [6]: titanic[["Age", "Fare"]].describe()
out[6]:
Age Fare
count  714.000000 591.000000
mean  29.699118  32.204208

std  14.526497  49.693429
min 0.220000  ©.000000
25%  20.125000  7.910400
S0%  25.000000  14.454200
75%  35.000000  31.000000

max  80.000000 512.329200
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titanic = pd.read_csv("data/titanic.csv")
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>>> df = pd.DataFrame ({

mlevit: [1, 1, 1, 2, 2, 21,
rlever: [1, 1, 2, 1, 1, 21,
mleva™: [1, 2, 1, 2, 1, 21,
"leva™: [1, 2, 3, 4, 5, 61,
"values™: [0, 1, 2, 3, 4, 51}

>>> af
levl lev2 levs levd values

o 1 1 1 1 o

11 1 2 2 1

2 1 2 1 3 2

s 2 1 2 4 3

s 2 1 1 5 4

5 2 2 2 6 5

>>> d4f.pivot (index="1ev1", columns=["lev2",
"leva"],values="values")
lev2 1 2
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In [60]: np.random.seed(1234)

In [61]1: df box = pd.DataFrame (np.random.randn(50, 2))
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In [39]: dAf[df["A"] > 0]
out[39]:

a B G] D
2013-01-01 0.469112 -0.282863 -1.509059 -1.135632
2013-01-02 1.212112 -0.173215 0.119209 -1.044236
2013-01-04 0.721555 -0.706771 -1.039575 0.271860
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plotting import parallel
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- pa. rea o
d_csv("data/iris. d
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pit.figure() ’

parallel_c
| coordinates (data, "N:
, "Name");





images/image1023.png





images/image859.png





images/image-472.png
In [87]: df aligned
out (87

o 1

one 'y 1.518970 -0.493662

x 0.600178 0.274230

zero y 0.132885 -0.023688

x 2.410178 1.450520

df2 alioned





images/image686.png
>>> result = df.to_json(orient="columns")
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In [12]: titanic.loc[titanic["Name"].str.len().idxmax(), "Name"]
out[12]: Penasco y Castellana, Mrs. Victor de Satode (Maria Josefa Perez de Soto y Vallejo)'
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In [3]: titanic

o

out[3]:
PassengerId Survived

o 1

1 2

2 H

H a

4 B

ES 57

57 sss

B a8

B s

8% s91

[891 rows x 12 columns]

Pclass

Name
Braund, Hr. Owen Harris

Cumings, Mrs. John Bradley (Florence Briggs Th...
Heikiinen, Miss. Laina

Futrelle, Hrs. Jacques Heath (Lily May Peel)
Allen, Mr. William Henry

Hontvila, Rev. Juozas

Graham, Miss. Hargaret Edith

Johnston, Miss. Catherine Helen "Carrie”
Behr, Mr. Karl Howell

Dooley, Mr. Patrick
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Funcién

Descripcion

count Number of non-NA observations
sun Sum of values

mean Mean of values

mad Mean absolute deviation

median Asithmetic median of values

min Minimum

max Masimum

mode Mode

abs Absolute value

prod Value product

= Sample standard deviation corrected for Bessel
var Unbiased Variance

sen Standard error of the mean

ke Sample bias (3rd moment) -skewness

ure Sample kurtosis (4th moment)

quan Sample quantile (value in %)

cunsun Cumulative sum

cumpzod | Cumulative product

cummax Cumulative Maximum
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In [38]: s.reindex([("foo", "two"), ("kar", "one"), ("gux",
"one"), ("baz", "one")])

ouc (38!
foo twe -0.706771
bar one -0.861849
qux ome  -1.038575
baz one  -0.492929

dtype: floaté4
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In [157]: dI4
Out [197

one two three
a 1.384981 1.772517 Nax
b 0.34305¢ 1.912123 -0.050390
c 0.695226 1.475368 1.227435
a NaN 0.279342 -0.613172

In [198]: def £(x):
L return len(str(x))

In [199]: df4["one"].map(f)

Out [199
a 18
b 18
e 18
a s

Name: one, dtype: intes

In [200]: df4.applymap(£)
out [200
one two three
a 18 17 s
b 15 1% 20
e 1z 1 16
a4 3 19 10
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: titanic.to_excel(“titanic.xlsx”, sheet_name="passengers”, inde:
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7_3 in df.iterrows():
© (zow_index, row, sep="n")

object

object

object
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Out[363]:

a 5 c
0 1.047606 0.2560%0 0.0
1 3.497%68 1.426463 0.0
2 -0.150362 -0.416203 255.0
3 0.724370 1.138976 0.0
4 -1.203098 -1.193477 0.0
5 1.346226 0.096706 0.0
6 -0.052599 -1.956350 1.0
7 -0.756495 -0.714337 0.0
In [369]: af3.dcypes

Out [369!

A floatsz

5 floate:

C  floates

dtype: object

# conversion of drypes
In [370]: af3.astype ("floac32"
Out [370!

A floatsz
5 floatsz
C  floatsz
dtype: object

.duypes
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In [104]: from pandas.plotting import lag plot
In [105]: plt.figure();

In [106]: spacing = np.linspace(-99 * np.pi, 99 * mp.pi,
num=1000)

In [107]: data = pd.Series(0.1 * np.random.rand(1000) + 0.9 *
np. sin (spacing) )

In [108]: lag plot(data);
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In [130]: df.groupby("grade").size()
out[130]:
grade

very bad
bad

medium

good

very good
dtype: inté4

wn oo
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mdf = pd.DataFrame(

1.0, 2.0, 3.01,
"foo", "bar", "baz"],
pd.date_range ("20130101", periods=3),

datecinessns!
object
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In [9]: titanic[titanic["Name"
out[o]:

PassengerId Survived Pclass Neme  Sex
759 760 1 1 Rothes, the Countess. of (Lucy Noel Hartha Dye... female

-str.contains("Countess”)]

[1 rows x 13 columns]
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In [31]: df[["foo",

out [31]
array([(*foo’, ‘one'), (*foo’, 'two'),
(qux’, ttwo')l,

dtype=object)

# for a specific level

In [32]: df[["foo",
Out([32]: Index(['foo’, 'foo', 'qux’,
name='first')

"qux"]].columns.to_numpy ()

(*qux’, ‘onme'),

"qux"]].columns.get_level values(0)

'qux'], dtype='object'
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In [70]): df
out[70] 1

a 5 c
first second

bar ome 0.895717 0.410835 -1.413631
two 0.80524¢ 0.313850 1.607920
baz ome  -1.206412 0.132003 1.024180
two 2.565646 ~0.527317 0.569605
foo  ome 1.231256 -0.076467 0.575906
two 1.320308 -1.18767% -2.211372
qux  one  -1.170209 1.130127 0.974466
two 0226169 -1.436737 -2.006747
In [71]: df.xs("one", level="second”)

out[71]

a 5 c
first
bar  0.595717 0.410835 -1.413681
baz -1.206412 0.132003 1.024180
foo  1.431256 -0.076467 0.875306

qux  -1.170209 1.130127 0.974466
# using the slicers

In [72]: df.loc((slice (Nome), "ome"),
ouc(72]

a 5 c
first second
bar ome 0.895717 0.410835 -1.413631
baz one  -1.206412 0.132003 1.024180
foo  ome 1.231256 -0.076467 0.575806

qux  one  -1.170299 1.130127 0.974466
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In [328]: ser = pd.Series([1, 2, 3])

In [329]
out [322]

ser.searchsorted([0, 31)
array([o, 21)

In [330]
out [330]

ser.searchsorted([0, 41)
array([0, 31)

In [331]: ser.searchsorted([1, 3],
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In [81]: df.sum(0, skipna=False)

Out 81
one Nax
cwo 5.442353
chree Nax

dtype: floatés

In [82]: df.sum(axis=1, skipna=True)
out [82] :

)

o 2.204786

c  3.401050

+ -0.333828

dtype: Floatéd
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In [61]: mask = dfmi[("a", "foo")] > 200

In [62]: dfmi.loclidx[mask, :, ["Cl", "C3"1], idx[:, "foo"]

out[62] :
1vio0 a b
w11 foo foo

A3 BO C1 DL 204 206
€3 Do 216 218

D1 220 222

Blc1Do 232 234
D1 236 238

€3 Do 218 250

D1 252 oca
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-noLLf=is bsal.aggliiat: fmeant, TS50 Tsumti)
Out[174]:

A 0.505601

5 -1.203879

dtype: floatéd
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In [10]: frame = pd.DataFrame (np.random.randn(20, 3),
columns=["a", "b", "c"])

In [11]: frame.loc[frame.index(:5], "a"] = np.nan

In [12]: frame.loc[frame.index[5:10], "b"] = np.nan

In [13]: frame.cov()
Out[13]:

a b o
a 1.123670 -0.412851 0.018169
b -0.412851 1.154141 0.305260
c 0.018168 0.305260 1.30114%

In [14]: frame.cov(min_periods=12)

Out[14]:

a b o
a 1.123670 NeN 0.018169
b NeN 1.154141 0.305260

c 0.018169 0.305260 1.301149





images/image-279.png
In [20]: df2 = pd.DataFrame (np.random.rand(10, 4),
columns=["a", "b", "c", "a"])

In [21]: d£2.plot.bar();:
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In [35]: s2 = s.rename("different")

52.name
'"different"
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6 -1.131345 -0.089329 0.337863
3
8
9

# break it into pieces

In [75]: pieces = [df[:3], df[3:

In [76]: pd.concat (pieces)
out [76]:
0 1 2
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# use 2 measurements (head) for each location (groupby)

In [9]: no2_subset = no2.sort_index().groupby(["location]).head(2)

In [10]: no2_subset

out[10]:
city country
date.utc
2019-04-09 :00400:00 Antuerpen 3
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SR LERsle amport datetime
Tn [392]: m = ["2016-07-05", datevime.datetime (2016, 3,
21

Tn [393]1: pd.vo_datevime (m)

Out[393]: DatetimeIndex(['2016-07-09', '2016-03-02',
dtyps

1datetime64[ns]', freg=None)
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In [23]: adult_names = titanic.loc[titanic["Age"] > 35,

In [24]: adult_names.head()

out[24]
1 Cumings, Mrs. John Bradley (Florence Briggs Th.

s McCarthy, Mr. Timothy 3
1 Bonnell, Miss. Elizabeth
13 Andersson, Hr. Anders Johan
15 Heulett, Hrs. (Mary D Kingcome)

Neme: Name, dtype: object
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Name: one, dtype: floatéd
In [70]: df["three"] = df["one"] * df["two"]

In [71]: df["flag"] = df["one"] > 2

out [72]:

one two three flag
a 1.0 1.0 1.0 False
b 2.0 2.0 4.0 False
c 3.0 3.0 9.0 True
d NaN 4.0 NaN False
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Series.infer_objects()
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In [22]: df.sort_values (by="B")
out[22]: -

A B c D
2013-01-03 -0.861849 -2.104569 -0.494%29 1.071804
2013-01-04 0.721555 -0.706771 -1.039575 0.271860
2013-01-01 0.469112 -0.282863 -1.509059 -1.135632
2013-01-02 1.212112 -0.173215 0.119209 -1.044236
2013-01-06 -0.673690 0.113648 -1.478427 0.524988
2013-01-05 -0.424972 0.567020 0.276232 -1.087401
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In [56]: dfmi.loc[(slice("Al", "A3"), slice(None), ["C1"
Ty
out [56]
1v10 a b
1v11 bar foo bah foo
ALBo CLD0 73 72 75 74
D1 77 76 78 78

csDo ss sz 1 %0

DI 83 %2 95 9

Bl CLDO 105 10¢ 107 106

A3 BO C3 DI 221 220 223 222
B1ClD0 233 232 235 232
D1 237 235 238 232

€3 D0 213 248 251 250

D1 253 252 255 25¢

[24 rows % 4 columns]
Puede usar pandas.IndexSlice para facilitar una sintaxis més
natural usando :, en lugar de usar slice (None).

In [57]: idx = pd.IndexSlice

In [58]: dfmi.loc[idx[
out[58]

t, ["CL", "C3"1, idxl[:, "foo"]






images/image174.png
In [52]: df2 = df.copy()
In [53]: df2[df2 > 0] = -df2
In [54]: df2
out[54]:
A B c D F

2013-01-01 0.000000 0.000000 -1.509059 -5 NaN
2013-01-02 -1.212112 -0.173215 -0.119209 -5 -1.0
2013-01-03 -0.861849 -2.104569 -0.49492% -5 -2.0
2013-01-04 -0.721555 -0.706771 -1.039575 -5 -3.0
2013-01-05 -0.424972 -0.567020 -0.276232 -5 -4.0
2013-01-06 -0.673690 -0.113648 -1.478427 -5 -5.0
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In [11:

In [2]:
out[2]:
0

i =i,
2 4
s -0,
4 -2,
s 1.
6 -1.
7 -s.
deype:
In [3]:

In [4]:

pd.Series (np.random.randn(2))

sez.poc_change ()

Nax
602976

.331938

247456
067345
142903
sas214
759728
float6e
df = pd.DataFrame (np.random.randn (10, 4))

df .pct_change (periods=3)
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In [123]: df = pd.DataFrame (
P {"id": [1, 2, 3, 4, 5, 6], "raw_grade": ["a",
mpn wpn, manwaw men]y

)
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In [8]: titanic[["Sex", "Age"]].groupby("Sex").mean()
out[s]:
Age
Sex
female 27.915709
male  30.726645





images/image20.png
In [7]: df["Age"].max()
out[7]: 58
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Pipe
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In [11]: pd.Series(d, index=["b", "c", "d", "a"]

out[11]:
b 1.0
® 2.0
a NaN
a 0.0

dtype: floatéd
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bhoxplot
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In [415):
In [416]: df = pd.DataFrame ([["2016-07-09",
datetime.datetine (2016, 3, 2)1] * 2, dtyp:
In [417): af

out[417]:

import datetime

nom)

o 1
0 2016-07-08 2016-03-02 00:00:00
1 2016-07-09 2016-03-02 00:00:00

In [418]
out[418]

df.apply (pd.to_datetime)

o 1
0 2016-07-09 2016-03-02

1 2016-07-09 2016-03-02

In [419]: df = pd.DataFrame([["1.1", 2, 3]] * 2, dcype
In [420]: df

out[420]:

01 2
0 1.1 2 3
111 2 3

In [421]: df.apply(pd.to_numeric)

out[421]:

01 2
0 1.1 2 3
111 2 3

In [422]: df = pd.DataFrame([["Sus", pd.Timedelta("lday")]] *
2, dtype=rom)
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Series.plot box()
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In [115]): df3 = pd.DataFrame([2, 1,
columns=["A"], index=list("edcha”))

ars

In [116]
out[116]:

oo e
gores
Boooom

In [117]: Af3("A"].idxmin()
Out[117]: 'd’

1

3, np.nan],
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In [14]: titanic["Age"] > 35

out[14]:
o False
1 True
2 False
H False
a False

586 False
857  False
585 False
889 False
890  False
Neme: Age, Length: 891, dtyps

bool
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In [44
out (44

df.loc["baz":"foo"]

a

rirst second

paz

foo

two
P

-1.206412
2.565646
1.231256
1.340309

5

0.132003
-0.827317
~0.076467
_1.187678

c

1.024180
0.569605
0.875306

_2.211372
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In [20]: age_no_na

In [21

age_no_na.head()

o

out[21
PassengerId Survived

o 1

1 2

2 H

H a

a s

[5 rows x 12 colums]

Pclass

titanic[titanic["Age"].notna()]

Name
Braund, Mr. Owen Harris

Cumings, Hrs. John Bradley (Florence Briggs Th.
Heikkinen, Miss. Laina

Futrelle, Hrs. Jacques Heath (Lily May Peel)
Allen, Hr. william Henry

Sex
male
female
female
female
male
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In [78]: df.xs("one", leve: 1

drop_level=False)

'second”, axi:

out [T8] :
first par paz foo qux
second one one one one
a 0.895717 -1.206412 1.431256 -1.170299
5 0.410835 0.132003 -0.076467 1.130127

c _1.413681 1.024180 0.875906 0.974466
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foo two  1.266143
qux two  0.298368
dtype: float64
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In [164]1:
out[164]
A 3.033606
5 -1.20387%
c  1.s7510
dtype: floates

tsdf.agg(np.sum)

In [165]
out [165]
A 3.033606
5 -1.20387%
c  1.s7510
dtype: floates

tadf.agg("sum")

# these are equivalent to a *'.sum()'' because we are
aggregating

# on a single function

In [166]: tsdf.sum(

out[166] :

A 3.033606

5 -1.20387%

c  1.s7510

dtype: float64
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df.loc[(slice("™A1", "A3"), ...), :] # noga: ES%8%
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bins.
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In [16]: class_23 = titanic[titanic["Pclass”].isin([2, 3])]

In [17]: class_23.head()

out[17]:

PassengerId Survived Pclass Name  Sex Age SibSp
e 1 o 3 Braund, Mr. Owen Harris  male 22.0 1
2 H 1 s Heikkinen, Miss. Laina female 26.0 o
a s o 3 Allen, hr. William Henry — male 35.0 e
s s e 3 Horan, Mr. James  male Nah e
7 8 ° 3 Palsson, Master. Gosts Leonard  male 2.0 3

Parch

hosose
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cat
dog
<>
<>
deype: string

In [316
out [316
2 <am>
s am>
0 a
s aaba
1 B
s
5
:
7

s.sort_values (na_position="firscr)

Baca
casa
cat
dog
dtype: string
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e 1.212112
dtype: floaté4

In [16]: s[[4, 3, 1]
out[16]:

e 1.212112

d  -1.135632

b -0.282863

dtype: floaté4

In [17]: np.exp(s)
out[17]:

a 1.598575

b 0.753623

c 0.221118

a 0.321219

e 3.360575

dtype: floaté64
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In [1]: import pandas as pd

1In [2]: import matplotlib.pyplot as plt
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aaa_country_name
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DataFrame.plot pie()
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In [67]: df2 = dfmi.copy()

In [68]: df2.loclidx(:, :, ["C1", "C3]], ar2 * 1000
In [(69]: af2
Out [69] ¢
1v10 a b
1v11 paz foo pan foo
A0 B0 €O DO 1 o s 2
b1 s . 7 &

C1D0 %000 3000 11000 10000
DI 13000 12000 15000 14000
c2 Do 17 16 1

A3 B1 C1 DI 237000 236000 233000 238000
cz po 241 220 243 242

b1 215 242 247 226

€3 D0 243000 243000 251000 250000

DI 253000 252000 255000 254000

164 rows x 4 columns]
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, b'Hello'), (2, 3., b'World')l,
('A', '<i4'), ('B', '<f4'), ('C', 's10")1)

")

pd.DataFrame.from records(data, index:
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In [132]: df = pd.DataFrame ({"fool":

"£002": np.random.randn (5)})

In [133]: df
out[133]:

np.random.randn(5),
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import dask.dataframe as dd

Qdf = dd.read parquet ("data/vimeseries/cs*.parquec”,

engine="pyarzow")

In [22]: aaf

out[221:

Dask DataFrame Structure:

id  name %

npartitions:

intes object floatéd floates

Dask Name: read-parguet, 1 graph layer
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In [1]: import numpy as np

In [2]: import pandas as pd
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In [73]: df = df.T
In [74]: Qf.xs("one", level=’

second”, axis=1)

out [74]:
first bar baz foo qux
A 0.895717 -1.206412 1.431256 -1.170299
5 0.410835 0.132003 -0.076467 1.130127
c -1.413631 1.024130 0.875%06 0.974466

# using the slicers|
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In [33]: df.iloc[3:5, 0:2]
out[33]:

a B
2013-01-04 0.721555 -0.706771
2013-01-05 -0.424972 0.567020
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s1, s2], keys:
>>> pd.concat ([s1, s2]

's1', 's2'])
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f["foo"]
af

flag foo
False bar
False bar
True bar

False

bar

= "bar"
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In (7

out[7:

PassengerId

51
116
280
253
326

52
117
251
434
327

Survived
o

Pclass
3

3
3
3
3

Name
Svensson, Hr. Johan
Connors, Mr. Patrick
Duane, Hr. Frank
Turkula, Mrs. (Hedwig)
Nysveen, Mr. Johan Hansen

Sex
male
male
male

female
male

titanic.sort_values(by=['Pclass’, 'Age'], ascending=False).head()

Age
7a.0
70.5
.0
63.0
1.0

sibsp
o

Parch

®

soco

Ticke
34706
37036
33643

413
34538
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dask dataframe
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type(titanic[["Age", "Sex"
pandas. core. frame.DataFrane
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In [16]: no2_pivoted = no2.pivot(column:

“location”, values="value").reset_index()

In [17]: no2_pivoted.head()

out[17]

location date.utc BETRS1 FRO4014 London Hestminster
o 2019-04-09 oot00:00  22.5  24.4 NaN
1 2019-04-09 oot00:00 535 27.4 7.0
2 2019-04-09 oot00:00  54.5 342 7.0
H 2019-04-09 00t00:00  34.5  48.5 a1.0
a 2019-04-09 :00+00:00  46.5  59.5 a1.0
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In [172]): def mymean(x):
. zeturn x.mean()

In [173]: tsdf("A"].agy(["sum", mymean])
out[173]

sum 3.033606

mymean  0.505601

Name: A, dtype: £loaté4
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In [172]:
In [180]:
In [1811:
In [182]:
In [183]:

In [184]:
"median”,

Out [184] :

count 6
nean 0
ta 1.
nin -0
252 -0
nedian 0.
758 1.
nax 2.

from functools import partiall

_25 = partial(pa.Series.quantile,
_25._name__ = "25%"
75 = parcial(pa.Series.quantile,
_75._name_ = "75%"
tsdf.agg (["count”, "mean”, "std"
75, mmax"])
a 5 &
.000000 6.000000  6.000000
1505601 -0.300647 0.262525
103362 0.837508 0.608860
(749882 -1.333363 -0.757304
1239835 -0.979500 0.12880
303398 -0.278111 0.225365
126791 0.151678 0.722708
169758 1.004194 0.896839

4=0.25)

4=0.75)

"min", q_25,
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In [73 -DataFrame (

"A": [1, 2.1, np.nan, 4.7, 5.6, 6.81,
"B": [0.25, np.nen, np.nam, 4, 12.2, 14.4],

In (74

ar
our (74
a 5
0 1.0 0.25
1 2.1 NeN
2 NaN  NaN
3 4.7 4.00
s+ 5.6 12.20
s 6.8 14.40
In [75]: df.interpolate()
out [75]
a 5
0 1.0 o0.25
1 2.1 1.50
2 3.2 2.75
3 4.7 4.00
s+ 5.6 12.20
5 6.8 14.40
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In [185]

tsdf = pd.DataFrame(
np. random. randn (10,
columns=["a", "B",

In [186]: tsdf.iloc(3:7] = np.nan
In [187]: tsdf
Out[187

a 5
2000-01-01 -0.428758 -0.864380 0.
2000-01-02 -0.168731 1.338144 1.
2000-01-03 -1.621034 0.438107 0.
2000-01-04 Nan Nax
2000-01-05 Nan Nan
2000-01-06 Nan Nan
2000-01-07 Nan Nax

2000-01-08 0.254374 -1.240447 0.
2000-01-09 -0.157795 0.791187 1.
2000-01-10 -0.030876 0.371200 0.

3),

T,
index=pd.date_range ("1/1/2000", periods=10),

c
75341
278321
503794
Nax
Nan
Nan
Nan
201052
141208
061932
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Series.plot hist()
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pd.DataFrame (

"string": list("abc"),

"inté4”: list(range(l, 4)),

"uint8": np.arange(3, 6).astype("ul"),
"float64n: np.arange (4.0, 7.0),
"booll": [True, False, Truel,

"bool2": [False, True, False],

"dates": pd.date_range ("now”", periods=3),

. "category™:

eries (1ist ("ABC") ) .ast:
3 3

pd. e ("category™),

dff"cdeltas”] = df.dates.diff()
af["uinté4"] = np.arange(3, 6).astype ("us")
df["other_dates"] = pd.date_range ("20130101",
af["tz_avare_dates"] = pd.date_range("20130101",
periods=3, tz="US/Eastern”)
243): ar
out [443
string intéd t8 floaté4 booll bool2
dates category tdeltas uintéé other_dates
tz_avare_dates
0 & 1 s 4.0 True False 2022-08-31
+43.930396 NaT 3 2013-01-01 2013-01-
£00:00-05:00
b 2 4 5.0 False True 2022-09-01
+43.930396 B 1 days 4 2013-01-02 2013-01-
00100-05:00
o s s 6.0 True False 2022-08-02
+43.930396 € 1 days 5 2013-01-03 2013-01-

00

00-05:00
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In [l46]: df.to_excel("foo.xlsx",
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In [13]: no2.pivot(columns="location", values="value"
out[13]: <AxesSubplot:xlabel="date.utc’>

-plot()
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In [244]: s
Out [244]
2 -0.136646
o -1.692424
- -0.303883
s

-1.425662
1.114285
dtype: floatés

In [245]
Out [245]
2 -0.136646
5 -1.69242¢
©  -0.303883
D
=

s.zenane (str.upper)

-1.425662
1.114285
floated

stype
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legend=False
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interpolate()
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In [31]: plt.figure():

In [321: AE["A"].diff().hist();
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In [14]: pd.Series([1, 2, np.nan, 4], dtype=pd.Int€4Dtype())

Out[14]:
0 1
1 2
2 am>
3 .

dtype: Intés4
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In [23]: df["A"]

out [23]:

2013-01-01 0.469112
2013-01-02 1.212112
2013-01-03  -0.861849
2013-01-04 0.721555
2013-01-05  -0.424972
2013-01-06  -0.673690

Freq: D, Name: A, dtype: floaté64
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In [22]: age_no_na.shape
out[22]: (713, 12)
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In [27]: index = ["a", "b", "c", "d", "e"]

In [28]: columns = ["ome, "two, "three", "four"]

In [29]: dfi = pd.DataFrame (np.random.randn(s, 4),
index=index, column:

olumns)

In [30]: 4f2 = pd.DataFrame (np.random.randn(4, 4),
index=index[:4], columns=columns)

In [31]: dfi.corrwich(df2)

out[31]:
one -0.125501
two -0.493244
three  0.344056
four 0.004183

dtype: floates

In [32]: df2.corrwith(dfl, axis=1)

out[32]:
a  -0.675817
b 0.458296
c  0.150808
a4 -0.136275
e Nax

dtype: floaté4
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In [83]: ts_stand = (df - df.mean()) / df.std()
In (84]: ts_stand.std()

In [85]: xs_stand = df.sub(df.mean(1), axis
axis=0)
In (86]: xs_stand.std(1)

) .div(af.std (1),

out [26]
a 1.0
0 1.0
c 1.0
4 1.0

£:

loatéd
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In [36]: df

In [37]: dE[4]
In [38]: af
Out[38] :

o
0 -0.504548 -1.
1 -0.976288 -0.
2 0.401965
3 0.20585¢
4 -0.477586 -0.
5 -1.092870 -0.
6 0.376392
7 -1.002601
8 -0.547231
9 -0.250277 -0.
In [39]: df.ra
Out[39] :

1
0 4.0 3.0
1 2.0 6.0
2 1.0 6.0
3 4.0 5.0

1
o

o
1
o

pd.DataFrame (np.randem. randn (10, 6))

= arr2

1
163537
244652
260840
369552
730705
29246
559292
857794
664402
237428

k(1)

=il
0.

0.
=il

0.
0.
=il

# some
2

457187 0

748406 -0

.256057 1

669304 0

120148 -0

.908114 0

.085572 -0

120708 0

519424 -0

056443 0

PR

s 6.0

s 5.0

s 2.0

s 6.0

ties

s

.135463
.999601
.308127
.038378
.601463
.204848
.583740
.0s4214
073254
.419477

=il
0.

1.
0.
=il

7
457187
748406
256057
669304
120148
Nax
Nan
Nan
Nan
Nan

0.
.463347
0.
-1,
-1,
.375064

B

.232650
0.
.876004
.140296

200808

211196

068180
267422
263544
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In [2]: af["four"] =

In [3]: af["five"]

In [4]: af
out[al:

0.469112
~1.135632
0.118208
.104569
0.721555

Fhoap

In [5]: df2
1)

In [6]
out 61+

a2

a 0.469112
b Nax
c -1.135632
a Nax
e 0.115208
£ -2.104569
il Nan
h 0.721555

0.

=iy
0.
0.

=i,
0.

two
252363
\212112
044236
294929
706771

"bar"

=i,
0.
0.

1.
=iy

three
508058
173215
s61345
071504
038575

af.reindex(["a",

two
.282863
Nax
.212112
Nax
044236
294929
Nax
706771

three

.509059

Nax

.173215

Nax

.861848
.07180¢

NaN

039575

= ar["one™] > 0

four
bar
par
par
par
par

o,

four
par
NaN
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Nax
bar
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False
True
False
True

nem, mam,

five
True
Nax
False
Nax
True
False
Nax
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ngm,

gags





images/image-7.png
In [12]: s.to_numpy()
Out[12]: array([ 0.4681, -0.2828, -1.5081, -1.1356,
In [13]: np.asarray(s)

Out[13]: array([ 0.4691, -0.2829, -1.5091, -1.1356,

1.21211)

1.21211)
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Thaaunann
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loat64
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>>> merge ordered(drl, drz, Iill metho

lefc_by="group")
key 1lvalue group

cve b
sr T e e e

rvalue
Nax

nLriiit,
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In [247]: df.rename({"one": "foo", "two": "bar"},

axis="columns")
out 2471 ¢

foo bar three
a 1.394981 1.772517 Nax
b 0.34305¢ 1.912123 -0.0503%0
c 0.695246 1.473369 1.227435
0 NaN 0.279342 -0.613172

In [248]: df.remame({"a": "apple", "b": "banana”, "d":
"durian"}, axis="index")
out [248] ¢
one two three
apple  1.394981 1.772517 Nax
panana 0.343054 1.912123 -0.0503%0
c 0.695246 1.473369 1.227435
durian NaN 0.279344 -0.613172
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In [51]
out [51]

df.empty
False

In [52]: pd.DataFrame (columns=list ("ABC")).empty
out[52]: True
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>>> left

pd.DataFrame ({"left
s, 101)

"a", "b", "c"]
index:
>>> left

left_val

Ao

o
>>> right = pd.DataFrame ({"right_val"
index=[1, 2, 3, 6 71)

>>> right
right_v,

7 7

>>> pd.merge_asof (left, right, left_index=True,

right_index=True)
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>>> df4

pd.DataFrame ([['bird’, 'polly'], ['monkey’,
‘george'll,

columns=['animal’, ‘name'l)
>>> pd.concat ([df1, df4], axis=1)
letter number animal  name
o a 1 bird polly

1 b 2 monkey george
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# datetime
In [273]: s = pd.Series(pd.date_range("20130101 08:10:12",
periods=¢) )

In [274]: s
out [274]
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In [S9:
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50 CO D0 64 66
D1 & 70

c1po 72 74

1 76 718
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dfmi.loc["Al", (slice(None), "foo")]

BL C1 DI 108 110
cz2po 112 114
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In [60]: dfmi.loc[idx[:, :, ["Cl", "C3"]], idx[:, "foo"]
out [60]
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»»> dr = pd.DataFrame ({'animal
‘falcon’,

['falcont, ‘parrot’,

‘parrot’l,
'speed’: [350, 18, 361, 151})
>>> df.to stata('animals.dta')
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<degrees>360</degrees>
<sides>4.0</sides>

</xows

<zow>
<shape>circlec/shape>
<degrees>360</degrees>
<sides/>

</xows

<zow>
<shape>triangle</shape>
<degrees>180</degrees>
<sides>3.0</sides>

</xows
</data>’

>>> af = pd.read_xml (xml)

>>> ar
shape degrees sides

0 square 360 4.0

1 circle 360 NaN

2 ctriangle 180 3.0

>>> xml = '''<2xml version='1.0' encoding='utf-8'?>

<data>

<row shap: degree

360" sides="4.07/>
degrees="3607/>
mtriangler degrees="180" side;

<row shap:
<row shap:
</data>"

"3.0m/>
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)
In [10]: df2
Out[10]:
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In [13]: titanic.groupby("Pclass”)["Pclas:
out[13]:

Pclass

1 21

2 18s

3 a9

Name: Pclass, dtyp

- count()

intea





images/image101.png
"_quality_pm25

pd.read_csv("data/air_quality_pm25_long.csv
parse_dates=True)

air_quality_pm2s = air_quality_pm25[["date.utc", "locatior

“paraneter”, “value"]]

air_quality_pn2s.head()

location parameter value

0 BETREGL  pm25  18.0
1 BETREOL  pm25 6.5
2 BETREGL  pm25  18.5
3 BETREGL  pm25  16.0
4 2019-06-17 05:00:00+00:00 BETREEL  pm25 7.5
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In [104]: rng = pd.date_range("1/1/2012", period:
freg=msm)

00,

In [105]: ts = pd.Series (np.random.randint (0, 500, len(rng)),
index=rng)

In [106]: ts.resample ("5Min").sum()
out [106] :

2012-01-01 24182

Freq: 5T, dtype: inté4
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In [13]: air_quality.groupby(
[air_quality["datetine”].dt.weekday, "location"])["value"].mean()

outfa3]

datetine location
o BETREOL 27.575000
FRO4014 24556250
London Westminster  23.969637
1 BETREOL 22.214286
FROd014 30.999359
s FRO4014 25.266154
London Westminster  24.977612
3 BETREOL 21596352
FRO4014 23.274306

London Westminster  24.859155
Name: value, Length: 21, dtype: floaté4
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In [90]: df.groupby(["A", "B"]).sum()
out [90]:

® D

A B
bar one 1.511763 0.396823
three -0.990582 -0.532532
two 1.211526 1.208843
foo one 1.614581 -1.658537
three 0.024580 -0.264610
two 1.185429 1.348368
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out[171]:

<lambda>
Name: 2,

bsalil Atl.aggllsumy,

3.033606
0.505601

dtype
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lambda x: x.mean() 1)





images/image-304.png
In [47]: df = pd.DataFrame (np.random.rand(10, 2),
columns=["Col1", "Col2"])

In [48]: Af["X"] = pd.Series(["A", "A", "A", "A", "A", "B",
wBn, "BN, "BW, "BN])

In [49]: plt.figure():

In [50]: bp = df.boxplot (by="X")
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In [20]: frame
columns=["a", "b", "c"])

pd.DataFrame (np.random.randn (20, 3),

In [21]: frame.loc[frame.index|

np.nan
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